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Preface

Permutation tests permit us to choose the test statistic best suited to the task
at hand. This freedom of choice opens up a thousand practical applications,
including many which are beyond the reach of conventional parametric sta-
tistics. Flexible, robust in the face of missing data and violations of assump-
tions, the permutation test is among the most powerful of statistical proce-
dures. Through sample size reduction, permutation tests can reduce the costs
of experiments and surveys.

This text on the application of permutation tests in biology, medicine,
science, and engineering may be used as a step-by-step self-guiding reference
manual by research workers and as an intermediate text for undergraduates
and graduates in statistics and the applied sciences with a first course in
statistics and probability under their belts.

Research workers in the applied sciences are advised to read through
Chapters 1 and 2 once quickly before proceeding to Chapters 3 through
8 which cover the principal applications they are likely to encounter in
practice.

Chapter 9 is a must for the practitioner, with advice for coping with real-
life emergencies such as missing or censored data, after-the-fact covariates,
and outliers.

Chapter 10 uses practical applications in archeology, biology, climatology,
education and social science to show the research worker how to develop
new permutation statistics to meet the needs of specific applications. The
practitioner will find Chapter 10 a source of inspiration as well as a practical
guide to the development of new and novel statistics.

The expert system in Chapter 11 will guide you to the correct statistic for
your application. Chapter 12, more “must” reading, provides practical advice
on experimental design and shows how to document the results of permuta-
tion tests for publication.

Chapter 13 describes techniques for reducing computation time; and a
guide to off-the-shelf statistical software is provided in an appendix.

The sequence of recommended readings is somewhat different for the stu-
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dent and will depend on whether he or she is studying the permutation tests
by themselves or as part of a larger course on resampling methods encom-
passing both the permutation test and the bootstrap resampling method.

This book can replace a senior-level text on testing hypotheses. I have also
found it of value in introducing students who are primarily mathematicians
to the applications which make statistics a unique mathematical science.
Chapters 1, 2, and 14 provide a comprehensive introduction to the theory.
Despite its placement in the latter part of the text, Chapter 14, on the theory
of permutation tests, is self-standing. Chapter 3 on applications also deserves
a careful reading. Here in detail are the basic testing situations and the basic
tests to be applied to them. Chapters 4, 5, and 6 may be used to supplement
Chapter 3, time permitting (the first part of Chapter 6 describing the Fisher
exact test is a must). Rather than skipping from section to section, it might be
best for the student to consider one of these latter chapters in depth—supple-
menting his or her study with original research articles.

My own preference is to parallel discussions of permutation methods with
discussion of a second resampling method, the bootstrap. Again, Chapters 1,
2, and 3—supplemented with portions of Chapter 14—are musts. Chapter 7,
on tests of dependence, is a natural sequel. Students in statistical computing
also are asked to program and test at least one of the advanced algorithms in
Chapter 12.

For the reader’s convenience, the bibliography is divided into four parts:
the first consists of 34 seminal articles; the second of two dozen background
articles referred to in the text that are not directly concerned with permuta-
tion methods; the third of 111 articles on increasing computational efficiency;
and a fourth, principal bibliography of 574 articles and books on the theory
and application of permutation techniques.

Exercises are included at the end of each chapter to enhance and reinforce
your understanding. But the best exercise of all is to substitute your own data
for the examples in the text.

My thanks to Symantek, TSSI, and Perceptronics without whose Grand-
View ® outliner, Exact ® equation generator, and Einstein Writer ® word pro-
cessor this text would not have been possible.

I am deeply indebted to Mike Chernick for our frequent conversations and
his many invaluable insights, to Mike Ernst, Alan Forsythe, Karim Hiriji,
John Ludbrook, Reza Modarres, and William Schucany for reading and com-
menting on portions of this compuscript and to my instructors at Berkeley
including E. Fix, J. Hodges, E. Lehmann, and J. Neyman.

P.G.
Huntington Beach, CA
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CHAPTER 1

A Wide Range of Applications

1.1. Permutation Tests

The chief value of permutation tests lies in their wide range of applications:

Permutation tests can be applied to continuous, ordered and categorical
data, and to values that are normal, almost normal, and non-normally dis-
tributed.

For almost every parametric and nonparametric test, one may obtain a
distribution-free permutation counterpart. The resulting permutation test is
usually as powerful as or more powerful than alternative approachs. And
permutation methods can sometimes be made to work when other statistical
methods fail (see Chapter 3 Section 3.4 and Chapter 10).

Permutation tests can be applied to homogeneous (text book) and to het-
erogeneous (real life) data when subpopulations are mixed together (see Sec-
tion 10.3), when covariables must be taken into account (see Sections 4.3, 6.5,
and 9.2), and when repeated measures on a single subject must be adjusted
for (Section 5.5). The ability of permutation methods to be adapted to real-
world situations is what led to my writing this book for the practitioner.

1.1.1. Applications

Permutation tests have been applied in cluster analysis [Hubert and Levin,
1976], Fourier analysis [Friedman and Lane, 1980], multivariate analysis
[Arnold, 1964; Mielke, 1986] and single-subject analysis [Kazdin, 1976];
(but see Kazdin [1980]). In anthropology [Fisher, 1936], agriculture [Kemp-
thorne, 1952], archaeology [Berry, Kvamme, and Mielke, 1985], atmo-
spheric science [Adderley, 1961; Tukey, Brillinger, and Jones, 1978], biology
[Howard, 1980], botany [Mitchell-Olds, 1986, 1987], ecology [Manly,
1983; Mueller and Altenberg, 1985], education [Manly, 1988], epidemiol-
ogy [Glass, Mantel, Gunz, and Spears, 1971], genetics [Karlin and Williams,
1984], geography [Royaltey, Astrachen, and Sokal, 1975], geology [Clark,
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19897}, medicine [Bross, 1964; Feinstein, 1973; McKinney, Young, Hartz
Bi-Fong Lee, 1989], molecular biology [Barker and Dayhoff, 1972;
Karlin, Ghandour, Ost, Tauare, and Korph, 1983], paleontology [ Marcus,
1969], sociology [Marascuilo and McSweeny, 1977] and reliability [Kalb-
fleisch and Prentice, 1980].

Permutation methods are relatively impervious to complications that de-
feat other statistical techniques. Outliers and “broad tails” may be defended
against through the use of preliminary rank or robust transformations, (Sec-
tion 9.3). Missing data often is corrected for automatically. Missing and cen-
sored data may affect the power of a permutation test, but not its existence or
exactness. A most powerful unbiased permutation test often works in cases
where a most powerful parametric test fails for lack of knowledge of some yet
unknown nuisance parameter [ Lehmann, 1986]; [Good 1989, 1991, 1992].

A major reason permutation tests have such a wide range of applications
is that they require only one or two relatively weak assumptions, e.g., that the
underlying distributions are symmetric, and/or the alternatives are simples
shifts in value. The permutation test can even be applied to finite populations
(see Section 2.4).

1.2. “I Lost the Labels”

Shortly after I received my doctorate in statistics, I decided that if I really
wanted to help bench scientists apply statistics I ought to become a scientist
myself. So back to school I went to learn all about physiology and aging in
cells raised in petri dishes.

I soon learned there was a great deal more to an experiment than the
random assignment of subjects to treatments. In general, 90%, of my effort
was spent in mastering various arcane laboratory techniques, 9%, in develop-
ing new techniques to span the gap between what had been done and what I
really wanted to do, and a mere 19 on the experiment itself. But the moment
of truth came finally—it had to if I were to publish and not perish—and I
succeeded in cloning human diploid fibroblasts in eight culture dishes: Four
of these dishes were filled with a conventional nutrient solution and four
held an experimental “life-extending” solution to which Vitamin E had been
added.

I waited three weeks with my fingers crossed—there is always a risk of
contamination with cell cultures—but at the end of this test period three
dishes of each type had survived. My technician and I transplanted the cells,
let them grow for 24 hours in contact with a radioactive label, and then fixed
and stained them before covering them with a photographic emulsion.

Ten days passed and we were ready to examine the autoradiographs. Two
years had elapsed since I first envisioned this experiment and now the results
were in: I had the six numbers I needed.
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Figure 1.1. Eight petri dishes, 4 containing standard medium, 4 containing standard
medium supplemented by Vitamin E. Ten cells innoculated in each dish.

“I’ve lost the labels,” my technician said as he handed me the results.

“What!?” Without the labels, I had no way of knowing which cell cultures
had been treated with Vitamin E and which had not.

“121, 118, 110, 34, 12, 22.” I read and reread these six numbers over and
over again. If the first three counts were from treated colonies and the last
three were from untreated, then I had found the fountain of youth. Other-
wise, I really had nothing to report.
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1.3. Five Steps to a Permutation Test

How had I reached that conclusion?

In succeeding chapters, you will learn to apply permutation techniques to
a wide variety of testing problems ranging from the simple to the complex. In
each case, you will follow the same five-step procedure that we follow in this
example:

1. Analyze the problem.

2. Choose a test statistic.

3. Compute the test statistic for the original labelling of the observations.

4. Rearrange (permute) the labels and recompute the test statistic for the
rearranged labels. Repeat until you obtain the distribution of the test
statistic for all possible permutations.

5. Accept or reject the hypothesis using this permutation distribution as a
guide.

1.3.1. Analyze the Problem

Let’s take a second, more formal look at the problem of the missing labels.
First, we identify the hypothesis and alternative of interest:

I wanted to assess the life-extending properties of a new experimental
treatment. To do this, I divided my cell cultures into two groups: one grown
in a standard medium and one grown in a medium containing Vitamin E. At
the conclusion of the experiment and after the elimination of several contami-
nated cultures, both groups consisted of three independently treated dishes.

My null hypothesis is that the growth potential of a culture will not be
affected by the presence of Vitamin E in the media. The alternative of interest
is that cells grown in the presence of Vitamin E would be capable of many
more cell divisions.

Under the null hypothesis, the labels “treated” and “untreated” provide no
information about the outcomes, as the observations are expected to have
more or less the same values in each of the two experimental groups. I am free
to exchange the labels.

1.3.2. Choose a Test Statistic

The next step in the permutation method is to choose a test statistic that
discriminates between the hypothesis and the alternative. The statistic I
chose was the sum of the counts in the group that had been treated with
Vitamin E. If the alternative is true this sum ought to be larger than the sum
of the observations in the untreated group. If the null hypothesis is true, that
is, if it doesn’t make any difference which treatment the cells receive, then the
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sums of the two groups of observations should be approximately the same.
One sum might be smaller or larger than the other by chance, but the two
shouldn’t be all that different.

1.3.3. Compute the Test Statistic

The third step in the permutation method is to compute the test statistic for
each of the possible relabellings. But to compute the test statistic for the data
as it had been labelled originally, I had to find the labels! Fortunately, I had
kept a record of the treatments independent of my technician. In fact, I had
deliberately not let my technician know which cultures were which in order
to ensure he would give them equal care in handling. As it happened, the first
three observations he showed me—121, 118, and 110 were those belonging
to the cultures that had received Vitamin E. The value of the test statistic for
the observations as originally labelled is 349: 121 + 118 + 110.

1.3.4. Rearrange the Observations
We now rearrange or permute the observations, randomly reassigning the six

labels, three “treated” and three “untreated,” to the six observations: for
example, treated, 121 118 34, and untreated, 110 12 22. In this rearrangement,

First Group Second Group Sum,

1. 121 118 110 34 22 12 349

2. 121 118 34 110 22 12 273

3. 121 110 34 118 22 12 265

4. 118 110 34 121 22 12 262

5. 121 118 22 110 34 12 261

6. 121 110 22 118 34 12 253

7. 121 118 12 110 34 22 251

8. 118 110 22 121 34 12 250

9. 121 110 12 118 34 22 243

10. 118 110 12 121 34 22 240
11. 121 34 22 118 110 12 177
12. 118 34 22 121 110 12 174
13. 121 34 12 118 110 22 167
14. 110 34 22 121 118 12 166
15. 118 34 12 121 110 22 164
16. 110 34 12 121 118 22 156
17. 121 22 12 118 110 34 155
18. 118 22 12 121 110 34 152
19. 110 22 12 121 118 34 144

20. 34 22 12 121 118 110 68
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the sum of the observations in the first (treated) group is 273. We repeat this

6\ 6.5.4 .
step until all °C, = ( 3> =371°" 20 distinct rearrangements have been

examined.

Five Steps to a Permutation Test

1) Analyze the problem
a) What is the hypothesis? What are the alternatives?
b) What distribution is the data drawn from?
¢) What losses are associated with bad decisions?
2) Choose a statistic which will distinguish the hypothesis from the alternative.
3) Compute the test statistic for the original observations.
4) Rearrange the observations
a) Compute the test statistic for the new arrangement
b) Compare the new value of test statistic with the value you obtained for the
original observations.
c) Repeat steps a) and b) until you are ready to make a decision.
5) Make a decision
Reject the hypothesis and accept the alternative if the value of the test statistic
for the observations as they were labelled originally is an extreme value in the
permutation distribution of the statistic. Otherwise, accept the hypothesis and
reject the alternative.

1.3.5. Make a Decision

The sum of the observations in the original Vitamin E treated group, 349, is
equaled only once and never exceeded in the twenty distinct random re-
labellings. If chance alone is operating, then such an extreme value is a rare,
only-one-time-in-twenty event. I reject the null hypothesis at the five percent
(1 in 20) significance level and embrace the alternative that the treatment
is effective and responsible for the difference I observed.

In using this decision procedure, I risk making an error and rejecting a true
hypothesis once in every twenty times. In this case, I did make just such an
error. I was never able to replicate the observed life-promoting properties of
Vitamin E in other repetitions of this experiment. Good statistical methods
can reduce and contain the probability of making a bad decision, but they
cannot eliminate the possibility.

1.4. What’s in a Name?

Permutation tests are also known as randomization, rerandomization and
exact tests. Historically, one may distinguish between Pitman’s notion of
the randomization test applicable only to the samples at hand, and Fisher’s
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idea of a permutation test which could be applied inductively to the larger
populations from which the samples are drawn, but few research workers
honor this distinction today. Gabriel and Hall [1983] use the term “re-
randomization” to distinguish between the initial randomization of treat-
ment assignments at the design phase and the subsequent “rerandomiza-
tions” which occur during the permutation analysis. In this book, we shall
use.the three names “permutation,” “randomization,” and “rerandomization”
interchangeably.

Most permutation tests provide “exact” significance levels. We define “ex-
act,” “significance level” and other important concepts in Section 2.2 and
establish the conditions under which permutation tests are exact and unbi-
ased. We reserve the name “exact test” for the classic Fisher’s test for 2 x 2
tables, studying this test and other permutation tests applied to categorical
data in Chapter 6.

The terms “distribution-free” and “nonparametric” often arise in connec-
tion with the permutation tests. “Distribution-free” means that the signifi-
cance level of the test is independent of the form of the hypothetical infinite
population from which the sample is drawn. Permutation tests are almost
but not quite “distribution-free” in that only one or two assumptions about
the underlying population(s) are required for their application. A preliminary
rank transformation often can ensure that the tests are distribution-free. Bell
and Doksum [1967] prove that all distribution-free tests of independence are
permutation tests.

“Non-parametric” means that the parametric form of the underlying popu-
lation distribution is not specified explicitly. It is probably safe to say that
ninety-nine percent of permutation tests are nonparametric and that ninety-
nine percent of common non-parametric tests are permutation tests in which
the original observations have been replaced by ranks. The sign test is one
notable exception.

1.4.1. Comparison with Other Tests

When the samples are very large, decisions based on parametric tests like the
t-test and the F usually agree with decisions based on the corresponding
permutation test. With small samples, the parametric test ordinarily is pre-
ferable IF the assumptions of the parametric test are satisfied completely.
The familiar “rank” tests are simply permutation tests applied to the ranks
of the observations rather than their original values, (see Sections 9.3 and
11.2).

1.4.2. Sampling from the Data at Hand

The two resampling methods—the permutation tests and the bootstrap—
have much in common. Both are computer intensive, and both are limited to
the data at hand.



8 1. A Wide Range of Applications

With the permutation test, you recompute the test statistic for all possible
relabelings of the combined samples. If the original samples contained the
observations 1, 2, 4 and 3, 5, 6, you would consider the relabelings 1, 2, 3 and
4,5,6;1,2,5 and 3, 4, 6 and so forth. With the bootstrap, you recompute
the test statistic for each of a series of samples with replacement taken
separately from each sample: thus, 1, 1,2 and 3,4,4;1,2,3and 5, 5, 5 and so
forth.

For some testing situations and test statistics, the bootstrap and the ran-
domization test are asymptotically equivalent [Romano, 1989; Robinson,
1987]. But often they yield quite different results, a point we make at length
in Sections 7.2 and 11.2.

When you analyze an experiment or survey with a parametric test—
Student’s t, for example—you compare the observed value of the test statistic
with the values in a table of its theoretical distribution, for example, in a table
of Student’s ¢ with eight degrees of freedom. Analyzing the same experiment
with a permutation test, you compare the observed value of the test statistic
with the set of what-if values you obtain by rearranging and relabeling the
data.

In view of all the necessary computations—the test statistic must be recom-
puted for each what-if scenario—it is not surprising that the permutation
test’s revival in popularity parallels the increased availability of high-speed
computers. Although, the permutation test was introduced by Fisher and
Pitman in the 1930, it represented initially a theoretical standard rather
than a practical approach. But with each new quantum leap in computer
speed, the permutation test was applied to a wider and wider variety of
problems. In earlier eras—the ‘50’s, the '60’s and the "70s—the permutation
test’s proponents, enthusiastic at first, would grow discouraged as, inevitably,
the number of computations proved too demanding for even the largest of the
then-available computing machines. But with today’s new and more powerful
generation of desktops, it is often faster to compute a p-value for an exact
permutation test than to look up an asymptotic approximation in a book of
tables.

With both the bootstrap and the permutation test, all significance levels are
computed on the fly. The statistician is not limited by the availability of
tables, but is free to choose a test statistic exactly matched to hypothesis and
alternative [ Bradley, 1968].

1.5. Questions
Take the time to think about the answers to these questions even if you don’t
answer them explicitly.

1. In the simple example analyzed in this chapter, what would the result have been if
you had used as your test statistic the difference between the sums of the first and
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second samples? the difference between their means? the sum of the squares of the
observations in the first sample? the sum of their ranks?

2. How was the analysis of my experiment affected by the loss of two of the cultures
due to contamination? Suppose these cultures had escaped contamination and
given rise to the observations 90 and 95; what would be the results of a permuta-
tion analysis applied to the new, enlarged data set consisting of the following
cell counts:

Treated 121 118 110 90
Untreated 95 34 22 12




CHAPTER 2

A Simple Test

“Actually, the statistician does not carry out this very tedious process but his
conclusions have no justification beyond the fact they could have been arrived
at by this very elementary method.”

R.A. Fisher, 1936, on permutation tests.

2.1. Properties of the Test

In this chapter, we consider the assumptions that underlie the permutation
test and take a look at some of the permutation test’s formal properties—its
significance level, power, and robustness. This first look is relatively non-
mathematical in nature. A formal derivation is provided in Chapter 14.

In the example of the missing labels in the preceding chapter, we intro-
duced a statistical test based on the random assignment of labels to treat-
ments. We showed this test provided a significance level of five percent, an
exact significance level, not an approximation. The test we derived is valid
under very broad assumptions. The data could have been drawn from a
normal distribution or they could have come from some quite different distri-
bution. All that is required for our permutation test comparing samples from
two populations to be valid is that under the null hypothesis the distribution
from which the data in the treatment group is drawn be the same as that from
which the untreated sample is taken.

This freedom from reliance on numerous assumptions is a big plus. The
fewer the assumptions, the fewer the limitations, and the broader the poten-
tial applications of a test. But before statisticians introduce a test into their
practice, they need to know a few more things about it:

How powerful a test is it? That is, how likely is it to pick up actual differ-
ences between treated and untreated populations? Is this test as powerful or
more powerful than the test we are using currently?

How robust is the new test? That is, how sensitive is it to violations in the
underlying assumptions and the conditions of the experiment?

10
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What if data is missing as it is in so many of the practical experiments we
perform? Will missing data affect the significance level of our test?

What are the effects of extreme values or outliers? In an experiment with
only five or six observations, it is obvious that a single extreme value can
mislead the experimenter. In Section 9.3 of this text, you will learn techniques
for diminishing the effect of extreme values.

Can we extend our results to complex experimental designs in which there
are several treatments at several different levels and several simultaneous
observations on each subject?

The answer to this last question, as the balance of this book will reveal
to you, is yes. For example, you can easily apply permutation methods to
studies in which you test a single factor at three or four levels simultaneously
(see Chapter 3, Section 5). You can also apply permutation methods to exper-
imental designs in which you control and observe the values of multiple
variables (Chapters 4 and 95).

The balance of this chapter is devoted to providing a theoretical basis for
all the preceding questions and answers.

2.2. Fundamental Concepts

Why do we elect to use one statistical procedure rather than another—a
permutation test, say, as opposed to a table of chi-square? If you’ve just
completed a course in statistics, you probably already know the answer. If it’s
been a year or so since you last looked at a statistics text, then you will find
this section helpful.

In this section, you are introduced in an informal way to the fundamental
concepts of variation, population and sample distributions, Type I and Type
I error, significance level, power, and exact and unbiased tests. Formal defi-
nitions and derivations are provided in Chapter 14.

2.2.1. Population and Sample Distributions

The two factors that distinguish the statistical from the deterministic ap-
proach are variation and the possibility of error. The effect of this variation
is that a distribution of values takes the place of a single, unique outcome.

I found Freshman Physics extremely satisfying: Boyle’s Law for example,
V = KT/P, with its tidy relationship between the volume, temperature and
pressure of a perfect gas. The problem was I could never quite duplicate this
law in the Freshman Physics laboratory. Maybe it was the measuring instru-
ments, my lack of familiarity with the equipment, or simple measurement
error—but I kept getting different values for the constant K.

By now, I know that variation is the norm—particularly in the clinical and
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biological areas. Instead of getting a fixed, reproducible V to correspond to a
specific T and P, one ends up with a distribution of values instead. But I also
know that, with a large enough sample, the mean and shape of this distribu-
tion are reproducible.

Figure 2.1a and 2.1b depict two such distributions. The first is a normal
distribution. Examining the distribution curve, we see that the normally-
distributed variable can take all possible values between —oo and + o0, but
most of the time it takes values that are close to its median (and mean) u. The

p(x)

\

T

px)

N WA A
I

Frequency

C

Figure 2.1. Distributions: a) normal distribution, b) exponential distribution, c) distri-
bution of values in a sample taken from a normal distribution.
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second is an exponential distribution; the exponentially-distributed variable
only takes positive values; the majority of the time these values are less than
its mean u, but on occasion they can be many times larger.

Both these distributions are limiting cases; they represent the aggregate
result of an infinite number of observations; thus the distribution curves are
smooth. The choppy histogram in Figure 2.1c is typical of what one sees with
a small, finite sample of observations—in this case, a sample of 25 observa-
tions taken from a normal distribution with mean u.

2.2.2. Two Types of Error

It’s usually fairly easy to reason from cause to effect—that is, if you have a
powerful enough computer. Get the right formula, Boyle’s Law, say, plug in
enough values to enough decimal places, and out pops the answer. The diffi-
culty with reasoning in the opposite direction, from effect to cause, is that
more than one set of causes can be responsible for precisely the same set of
effects. We can never be completely sure which set of causes is responsible.
Consider the relationship between sex (cause) and height (effect). Boys are
taller than girls. Right? So that makes this new 6’2" person in our lives ...
a starter on the women’s volleyball team.

In real life, in real populations, there are vast differences from person to
person. Some women are tall and some women are short. In Lake Wobegon
MN, all the men are good looking and all the children are brighter than
average. But in most other places in the world, there is a wide range of talent
and abilities. As a further example of this variation, consider that half an
aspirin will usually take care of one of my headaches while other people can
and do take two or three aspirins at a time and get only minimal relief.

Figure 2.2 depicts the results of an experiment in which two groups were
each given a “pain-killer.” The first group got buffered aspirin, the second
group received a new experimental drug. Each of the participants then pro-
vided a subjective rating of the effects of the drug. The ratings ranged from
“got worse,” to “much improved,” depicted on a scale of 0 to 4. Take a
close look at Figure 2.2. Does the new drug represent an improvement over
aspirin?

Those who took the new experimental drug do seem to have done better
on the average than those who took aspirin. Or are the differences we observe
in Figure 2.2 simply the result of chance? If it’s just a chance effect and we opt
in favor of the new drug, we’ve made an error. We also make an error if we
decide there is no difference and the new drug really is better. These decisions
and the effects of making them are summarized in Table 2.1.

We distinguish the two types of error because they have quite different
implications. For example, Fears, Tarone, and Chu [1977] use permutation
methods to assess several standard screens for carcinogenicity. Their Type 1
error, a false positive, consists of labeling a relatively innocuous compound
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drug ‘x’
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Self-Rating by Patient

B

Figure 2.2. Response to treatment: self-rating by patient; a) asprin-treated group;
b) drug-‘x’-treated group.

Table 2.1a. Decision Making Under Uncertainty

Our Decision

The Facts No Difference Drug is better

No Difference Type I error
Drug is Better Type Il error

Table 2.1b. Decision Making Under Uncertainty

Fears et al.’s Decision

The Facts Nota carcinogen Compound a carcinogen

No effect Type I error
Carcinogen  Type Il error
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as carcinogenic. Such an action means economic loss for the manufacturer
and the denial of the compound’s benefits to the public. Neither consequence
is desirable. But a false negative, a Type Il error, would mean exposing a
large number of people to a potentially lethal compound.

Because variation is inherent in nature, we are bound to make the occa-
sional error when we draw inferences from experiments and surveys, particu-
larly if, for example, chance hands us a completely unrepresentative sample.
When I toss a coin in the air six times, [ can get three heads and three tails,
but I can also get six heads. This latter event is less probable, but it is not
impossible. Does the best team always win?

We can’t eliminate the risk in making decisions, but we can contain it by
the correct choice of statistical procedure. For example, we can require that
the probability of making a Type I error not exceed 5% (or 1% or 10%) and
restrict our choice to statistical methods that ensure we do not exceed this
level. If we have a choice of several statistical procedures, all of which restrict
the Type I error appropriately, we can choose the method which leads to the
smallest probability of making a Type II error.

2.2.3. Significance Level and Power

In selecting a statistical method, statisticians work with two closely related
concepts, significance level and power. The significance level of a test, denoted
throughout the text by the Greek letter o, is the probability of making a Type
I error; that is, o is the probability of deciding erroneously on the alternative
when, in fact, the hypothesis is true. The power of a test, denoted throughout
the text by the Greek letter f, is the complement of the probability of making
a Type II error; that is, B is the probability of deciding on the alternative
when the alternative is the correct choice.

0 0 —»

Figure 2.3. Comparing power curves. For near alternatives, with 6 small, @, is the
more powerful test; for far alternatives, with 6 large, ¢, is more powerful. Thus neither
test is uniformly most powerful.
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The ideal statistical test would have a significance level « of zero and a
power f of 1, or 100%. But unless we are all-knowing, this ideal can not be
realized. In practice, we will fix a significance level a > 0, where « is the
largest value we feel comfortable with, and choose a statistic that maximizes
or comes closest to maximizing f the power. If a test at a specific significance
level « is more powerful against a specific alternative than all other tests at
the same significance level, we term it most powerful.

As we see in Figure 2.3, the power may depend upon the alternative. In
those instances when a test at a specific significance level is more powerful
against all alternatives than all other tests at the same significance level, we
term it uniformly most powerful.

The significance level and power may also depend upon how the values of
the variables we observe are distributed. Does the population distribution
follow a bell-shaped normal curve with the most frequent values in the center?
Or is the distribution something quite different? To protect our interests, we
may need to require that the Type I error be less than or equal to some
predetermined value for all possible distributions.

Which Test Should I Use?

Figure 2.4a depicts the power curve of two tests based on samples of size 6. In this
example, the ¢, is uniformly more powerful than ¢,, hence, using ¢, in preference
to ¢, will expose us to less risk. Figure 2.4b depicts the power curve of these same
two tests but using different size samples; the power curve of ¢, is still based on a
sample of size 6, but that of ¢, now is based on a sample of size 9. The two new
power curves coincide, revealing that the two tests now have equal risks. But it
would cost us 50% more observations if we were to use test 2 with its larger sample
size in place of test 1.

Moral: a more powerful test reduces the costs of experimentation while minimizing
the risk.

2.2.4. Exact, Unbiased Tests

In practice, we seldom know the distribution of a variable or its variance. We
usually want to test a compound hypothesis such as H: X has mean 0. This
latter hypothesis includes several simple hypotheses such as H;: X is normal
with mean 0 and variance 1; H,: X is normal with mean 0 and variance 1.2;
and H,: X has a gamma distribution with mean 0 and four degrees of freedom.

A test is said to be exact with respect to a compound hypothesis if the
probability of making a type I error is exactly « for each and every one of the
possibilities that make up the hypothesis. A test is said to be conservative, if
the type I error never exceeds a. Obviously, an exact test is conservative
though the reverse may not be true.
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Figure 2.4. Comparing power curves. a) equal sample sizes—the power curve of test
¢, dominates that of test ¢,. b) unequal sample sizes—the power curves of the two
tests coincide.

The importance of an exact test cannot be overestimated, particularly a
test that is exact regardless of the underlying distribution. If a test that is
nominally at level a is actually at level x, we may be in trouble before we start:
If y > a, the risk of a type I error is greater than we are willing to bear. If
x < o, then our test is suboptimal, and we can improve on it by enlarging its
rejection region. We return to these points again in Chapter 11, on choosing
a statistical method.

A test is said to be unbiased and of level « providing its power function g
satisfies the following two conditions:

p is conservative; that is, i, < a for every 0 that satisfies the hypothesis;
and

By = o for every 0 that is an alternative to the hypothesis.

That is, a test is unbiased if using the test you are more likely to re-
ject a false hypothesis than a true one. I find unbiasedness to be a natural
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and desirable principle, but not everyone shares this view; see, for example,
Suissa and Shuster [1984].

Faced with some new experimental situation, our objective always is to
derive a uniformly most powerful unbiased test if one exists. But, if we can’t
derive a uniformly most powerful test (and Figure 2.3 depicts just such a
situation) then we will look for a test which is most powerful against those
alternatives that are of immediate interest.

2.2.5. Exchangeable Observations

A sufficient condition for a permutation test to be exact and unbiased against
shifts in the direction of higher values is the exchangeability of the observa-
tions in the combined sample. The observations {X, Y,...,Z} are exchange-
able if the probability of any particular joint outcome, X + Y + Z = 6, for
example, is the same regardless of the order in which the observations are
considered [Lehmann 1986, p. 231]. Chapter 14, Section 1 provides a formal
derivation of this fundamental result. See, also, Draper et al. [1993].

Independent, identically distributed observations are exchangeable. So are
samples without replacement from a finite population (Polya urn models)
[Koch, 1982]. So are dependent normally distributed random variables {X;}
for which the variance of X; is a constant independent of i and the covariance
of X; and X; is a constant independent of i and j. An additional example of
dependent but exchangeable variables is given in Section 3.4.

Sometimes a simple transformation will ensure that observations are ex-
changeable. For example, if we know that X comes from a population with
mean p and distribution F(x — p) and an independent observation, Y, comes
from a population with mean v and distribution F(x — v), then the indepen-
dent variables X’ = X — pand Y’ = Y — v are exchangeable.

In deciding whether your own observations are exchangeable, and whether
a permutation test is applicable, the key question is the one we posed in the
very first chapter, Section 1.2.2.1:

Under the null hypothesis of no differences among the various experimen-
tal or survey groups, can we exchange the labels on the observations without
affecting the results?

The effect of a “no” answer to this question is discussed in Chapter 9.1
along with practical guidelines for the design and conduct of experiments and
surveys to ensure the answer is “yes.”

2.3. Which Test?

We are now able to make an initial comparison of the four types of statistical
tests—permutation, rank, bootstrap, and parametric.
Recall from Chapter 1 that with a permutation test, we:
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1. Choose a test statistic S(X)

2. Compute S for the original set of observations

3. Obtain the permutation distribution of S by repeatedly rearranging the
observations. With two or more samples, we combine all the observations
into a single large sample before we rearrange them.

4. Obtain the upper a-percentage point of the permutation distribution and
accept or reject the null hypothesis according to whether S for the original
observations is smaller or larger than this value.

If the observations are exchangeable then the resultant test is exact and
unbiased.

As noted in this chapter’s opening quotation from Fisher, although permu-
tation tests were among the very first statistical tests to be developed, they
were beyond the computing capacities of the 1930’s. One alternative, which
substantially reduces the amount of computation required, is the rank test.
To form a rank test (e.g., Mann—Whitney or Friedman’s test), we:

1. Choose a test statistic S.

2. Replace the original observations {X,;, i=1,...,I, j = 1,...,J} by their
ranks in the combined sample {R,, k = 1...1J}. As an example, if the
original observations are 5.2, 1, and 7, their ranks are 2, 1, and 3. Compute
S for the original set of ranks.

3. Obtain the permutation distribution of S by repeatedly rearranging the
ranks and recomputing the test statistic. Or, since ranks always take the
same values 1, 2, and so forth, take advantage of a previously tabulated
distribution.

4. Accept or reject the hypothesis in accordance with the upper a-percent-
age point of this permutation distribution.

In short, a rank test is simply a permutation test applied to the ranks of the
observations rather than their original values. If the observations are ex-
changeable, then the resultant rank test is exact and unbiased. Generally, a
rank test is less powerful than a permutation test, but see Section 9.3 for a
discussion of the merits and drawbacks of using ranks.

The bootstrap is a relatively recent introduction (circa 1970), primarily
because the bootstrap also is computation intensive. The bootstrap, like the
permutation test, requires a minimum number of assumptions and derives its
critical values from the data at hand.

To obtain a nonparametric bootstrap, we:

1. Choose a test statistic S(X).

2. Compute S for the original set of observations.

3. Obtain the bootstrap distribution of § by repeatedly resampling from the
observations. We need not combine the samples, but may resample sepa-
rately from each sample. We resample with replacement.

4. Obtain the upper a-percentage point of the bootstrap distribution and
accept or reject the null hypothesis according to whether S for the original
observations is smaller or larger than this value.
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Table 2.2. Comparison of Methods for Testing Equality of Means of

Two Populations

Permutation

Distribution-free methods

Rank
(e.g. Wilcoxon)

Nonparametric
Bootstrap

Parametric
(e.g. t-test)

Choose test
statistic

(e.g., sum of
observations in
first sample)

Calculate statistic

Are observations
exchangeable?

Derive permuta-
tion distribution
from combined
sample

Compare statistic
with percentiles
of distribution

Choose test
statistic

(e.g., sum of ranks
in first sample)

Convert to ranks
Calculate
statistic

Are observations
exchangeable?

Use table of
permutation
distribution of
ranks

Compare statistic
with percentiles
of distribution

Choose test
statistic

(e.g., difference
between means
of samples)

Calculate statistic

Are observations
independent?
With identical
parameters of
interest?

Derive bootstrap
distribution:
resample separ-
ately from each
sample

Compare statistic
with percentiles
of distribution

Choose test
statistic whose
distribution can
be derived
analytically

(e.g., Student’s ¢)

Calculate statistic

Are observations
independent?
Do they follow
specified
distribution?

Use tabulated
distribution

Compare statistic
with percentiles
of distribution

The bootstrap is neither exact nor conservative. Generally, but not always,
a nonparametric bootstrap is less powerful than a permutation test. One
exception to the rule is when we compare the variances of two populations
(see Section 3.4). If the observations are independent and from distributions
with identical values of the parameter of interest, then the bootstrap is
asymptotically exact [Liu, 1988]. And it may be possible to bootstrap when
no other statistical method is applicable, see Section 4.4.

To obtain a parametric test (.g, a t-test or an F-test), we:

1. Choose a test statistic, S, whose distribution F, may be computed and
tabulated independent of the observations.

2. Compute S for the observations X.

3. (This step may be skipped as the distribution F, is already known and
tabulated.)
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4. Compare S(X) with the upper a-percentage point of F, and accept or reject
the null hypothesis according to whether S(X) is smaller or larger than
this value.

If S is distributed as F;, then the parametric test is exact and, often, the
most powerful test available. In order for S to have the distribution F;, in
most cases the observations need to be independent and, with small samples,
identically distributed with a specific distribution, G;. If S really has some
other distribution, then the parametric test may lack power and may not be
conservative. With large samples, the permutation test is usually as powerful
as the most powerful parametric test [Bickel and Van Zwet, 1978]. If S is not
distributed as F,, it may be more powerful.

2.4. World Views

Parametric tests such as Student’s ¢ are based on a sampling model. Propo-
nents of this model envision a hypothetical population, infinite in size, whose
members take values in accordance with some fixed (if unknown) distribution
function. For example, normally distributed observations would be drawn
from a population whose values range from minus infinity to plus infinity in
accordance with a bell-shaped or normal curve. From this population, pro-
ponents claim, we can draw a series of values of independent, identically-
distributed random variables to form a random sample.

This view of the world is very natural to a trained mathematician, but does
it really correspond to the practical reality which confronts the physician, the
engineer, or the scientist?

Fortunately, we needn’t rely on the existence of a hypothetical infinite
population to form a permutation test [Welch, 1937]. The permutation tests
make every bit as much sense in a context which Lehmann [1986] terms
the randomization model in which the results are determined by the specific
set of experimental subjects and by how these subjects are assigned to
treatment.

Suppose that as a scientist you have done things or are contemplating
doing things to the members of some representative subset or sample of a
larger population—several cages of rats from the population of all geneti-
cally similar rats, several acres of land from the set of all similar acres, several
long and twisted rods from the set of all similarly-machined rods. Or, as
opposed to a sample, perhaps your particular experiment requires you to
perform the same tests on every machine in your factory, or on every avail-
able fossil, or on the few surviving members of what was once—before man
—a thriving species.

In these experiments, there are two sorts of variation: the variation within
an experimental subject over which you have little or no control—blood
pressure, for example, varies from hour to hour and day to day within a given
individual—and the variation between subjects over which you have even
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less control. Observations on untreated subjects take on values that vary
about a parameter y; which depends on the individual i who is being exam-
ined. Observations on treated subjects have a mean value y; + 6 where the
treatment effect J is confounded with the mean y; of the jth experimental
subject. How are we to tell if the differences between observations on treated
and untreated groups represent a true treatment effect or merely result from
differences in the two sets of subjects?

If we assign subjects to treatment categories at random, so that every per-
mutation of the labels is equally likely, the joint probability density of the
observations is

1 m n
(n +m) Xi = Hj; X;— M .. —0).
(n + m)! (j1,4§m+,.) 111 Iy H3) B f( K, )
Under the null hypothesis of no treatment effect, that is 6 = 0, this density
can be written as

1 m+n

(n + m)' (jl..ij+,.) 1=1—[1 f(xl ”],»)'

By randomizing the assignment of subjects to treatment, we provide a sta-
tistical basis for analyzing the results. And we can reduce (but not eliminate)
the probability, say, that all the individuals with naturally high blood pres-
sure end up in the treatment group.

Because we know that blood pressure is an important factor, one that
varies widely from individual to individual, we could do the experiment
somewhat differently, dividing the experimental subjects into blocks so as
to randomize separately within a “high” blood pressure group and a “low”
blood pressure group. But we may not always know in advance which factors
are important. Or, we may not be able to measure these factors until the date
of the experiment itself. Fortunately, as we shall see in Sections 4.3 and 9.2,
randomizing the assignment of subjects to treatment (or treatments to sub-
ject), also ensures that we are in a position to correct for significant cofactors
after the experiment is completed.

Using a permutation test to analyze an experiment in which we have ran-
domly assigned subjects to treatment is merely to analyze the experiment
in the manner in which it was designed.

2.5. Questions

1. a) Power. Sketch the power curve §(6) for one or both of the two-sample compari-
sons described in this chapter. (You already know two of the values for each
power curve. What are they?)

b) Using the same set of axes, sketch the power curve of a test based on a much
larger sample.
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Suppose that without looking at the data you
i) always reject;
ii) always accept; or
iii) use a chance device so as to reject with probability a.
For each of these three tests, determine the power and the significance level.
Are any of these three tests exact? Unbiased?

Decisions. Suppose you have two potentially different radioactive isotopes with
half-life parameters 4, and 4,, respectively. You gather data on the two isotopes
and, taking advantage of a uniformly-most-powerful-unbiased permutation test,
you reject the null hypothesis H: 4; = 4, in favor of the one-sided alternative
not H: 4; > 4,. What are you or the person you are advising going to do about
it? Will you need an estimate of 4,/4,? What estimate will you use? (Hint: See
Section 3.2 in the next chapter.)

Review some of the hypotheses you tested in the past. Distinguish your actions
after the test was performed from the conclusions you reached. (In other words,
did you do more testing? Rush to publication? Abandon a promising line of
research?) What losses were connected with your actions? Should you have
used a higher/lower significance level? Should you have used a more powerful
test or taken more/fewer observations? And, if you used a parametric test like
Student’s ¢ or Welch’s z, were all the assumptions for these tests satisfied?

The advertisement reads, “Safe, effective, faster than aspirin.” A picture of a
happy smiling woman has the caption, “My headache vanished faster than I
thought possible.” The next time you are down at the pharamacy, the new drug
is there at the same price as your favorite headache remedy. Would you buy it?
Why or why not? Do you think the ad is telling the truth? What makes you
think it is?

In the United States, in early 1995, a variety of government agencies and regula-
tions would almost guarantee the ad is truthful—or, if not, that it would not
appear in print a second time. Suppose you are part of the government’s regula-
tory team reviewing the evidence supplied by the drug company. Looking into
the claim of safety, you are told only “we could not reject the null hypothesis.”
Is this statement adequate? What else would you want to know?

Suppose, once again, you are a consumer with a spliting headache, but when
you go to buy the new drug, you discover it is twice the price of your favorite
remedy. The ad does promise it is faster than asprin; a footnote to the ad states
a statistically significant increase in speed was found in an FDA-approved
survey of 100 patients. Would you be willing to pay the difference in price for
the new drug? Why or why not?

If you aren’t satisfied with or are uncertain of your answers, you may want to

return to these questions as you proceed further into the text.



CHAPTER 3

Testing Hypotheses

In this chapter, you learn how to approach and resolve a series of testing
problems of increasing complexity; specifically, tests for location and scale
parameters in one, two, and k samples. You learn how to derive confidence
intervals for the unknown parameters. And you learn to increase the power
of your tests by sampling from blocks of similar composition.

3.1. One-Sample Tests
3.1.1. Tests for a Location Parameter

One of the simplest testing problems would appear to be that of testing for
the value of the location parameter of a distribution F(8) using a series of
observations x,, x,, ..., x, from that distribution. This testing problem is a
simple one if we can assume that the underlying distribution is symmetric
about the unknown parameter 6, that is, if

PriX<0—x}=F@—-x)=1—F@+x)=Pr{X>60+x}, forallx.

The normal distribution with its familiar symmetric bell-shaped curve,
and the double exponential, Cauchy, and uniform distribution are examples
of symmetric distributions. The difference of two independent observations
drawn from the same population also has a symmetric distribution, as you
will see when we come to consider experiments involving matched pairs in
Section 3.6.

Suppose we wish to test the hypothesis that § < 6, against the alternative
that @ > 6,. As in Chapter 1, we proceed in four steps:

First, we choose a test statistic that will discriminate between the hypothe-
sis and the alternative. As one possibility, consider the sum of the deviations
about ,. Under the hypothesis, positive and negative deviations ought to

24
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cancel and this sum should be close to zero or negative. Under the alterna-
tive, positive terms should predominate and this sum should be large. But
how large should the sum be for us to reject the hypothesis?

We saw in Chapter 2 that we can use the permutation distribution to
obtain the answer; but what should we permute? The principle of sufficiency
can help us here:

Suppose we had lost track of the signs (plus or minus) of the deviations. We
could attach new signs at random, selecting a plus or a minus with equal
probability. If we are correct in our hypothesis that the variables have a
symmetric distribution about 6,, the resulting values should have precisely
the same distribution as the original observations. The absolute values of the
observations are sufficient for regenerating the sample. (You’ll find more on
the topic of sufficiency in Sections 10.3 and 14.2 with regard to choosing a
test statistic.)

Under the alternative of a location parameter larger than 6,, randomizing
the signs of the deviations should reduce the sum from what it was originally;
as we consider one after another in a series of random reassignments, our
original sum should be revealed as an extreme value.

Before implementing this permutation procedure, we note that the sum of
Jjust the deviations with plus signs attached is related to the sum of all the
deviations by the formula:

{ Zol xX; = (in + leil)/z,

because the + 1’s get added twice, once in each sum on the right hand side of
the equation while the —1’s and |—1/’s cancel. Thus, we can reduce the
number of calculations by summing only the positive deviations.

As an illustration, suppose that 6, is 0 and that the original observations
are —1, 2, 3, 1.1, 5. Our first step is to compute the sum of the positive
deviations which is 11.1.

Among the 2 x 2 x 2 x 2 x 2 or 2° possible reassignments of plus and
minus signs are

+1, =2, 43, +1.1, +5

+1, +2, +3, + 1.1, +5
and

—1,-2,+3, +1.1, +5

Our third step is to compute the sum of the positive deviations for each
rearrangement. For the three rearrangements shown above, this sum would
be 10.1, 12.1 and 9.1 respectively.

Our fourth step is to compare the original value of our test statistic with its
permutation distribution. Only two of the 32 rearrangements have sums as
large as the sum, 11.1, of the original observations. Is 2/32 = 1/16 = .0625
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statistically significant? Perhaps or perhaps not. It all depends on the relative
losses we assign to type I and type II error and on the loss function—are
small differences of practical as well as statistical significance? Certainly, a
significance level of 0.0625 is suggestive. Suggestive enough that in this case
we might want to look at additional data or perform additional experiments
before accepting the hypothesis that 0 is the true value of 6.

3.1.2 Properties of the Test

Adopting the sampling model advanced in Section 2.4, we see the preceding
permutation test is applicable even if the different observations come from
different distributions—provided, that is, that these distributions are all sym-
metric and all have the same location parameter or median. (If these distribu-
tions are symmetric then if the mean exists, it is identical with the median.) If
you are willing to specify their values through the use of a parametric model,
the medians needn’t be the same! (See problem 6).

Most powerful test. Against specific normal alternatives, this permutation
test provides a most powerful unbiased test of the distribution-free hypo-
thesis H: 6 = 6, [Lehmann, 1986, p. 239]. For large samples, its power is
almost the same as Student’s t-test [Albers, Bickel, and van Zwet, 1976]. We
provide proofs of these and related results in Chapter 14.

Asymptotic consistency. What happens if the underlying distributions are
almost but not quite symmetric? Romano [1990] shows that the permutation
test for a location parameter is asymptotically exact provided the underlying
distribution has finite variance. His result applies whether the permutation
test is based on the mean, the median, or some statistical functional of the
location parameter. If the underlying distribution is almost symmetric, the
test will be almost exact even when based on as few as 10 or 12 observations.
See Section 13.7 for the details of a Monte Carlo procedure to use in deciding
when “almost” means “good enough.”

Capsule Summary

ONE-SAMPLE TEST H: mean/median = §,
K: mean/median # 6,

Assumptions

1) exchangeable observations

2) distributions F; symmetric about median

Transform Let X=X, — 0,
Test statistic

Sum of nonnegative X;
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3.1.3. Exact Significance Levels: A Digression

Many of us are used to reporting our results in terms of significance levels of
0.01, 0.05, or 0.10, and significance levels of 0.0625 or 0.03125 may seem
confusing at first. These “oddball” significance levels often occur with small
sample sizes. Five observations means just 32 possibilities and one extreme
observation out of 32 corresponds to .03125. Things improve as sample sizes
get larger. With seven observations, we can test at a significance level of .049.
Is this close enough to 0.05?

Lehmann [1986] describes a method called ‘‘randomization on the bound-
ary” for obtaining a significance level of exactly 5% (or exactly 1%, or exactly
10%,). But this method isn’t very practical. In the worst case, “on the bound-
ary,” you must throw a die or use some other chance device to make your
decision.

What is the practical solution? We agree with Kempthorne [1975, 1977,
1979]. Forget tradition. There is nothing sacred about a p-value of 59, or
10%. Report the exact significance level, whether it is .065 or .049. Let your
colleagues reach their own conclusions based on the losses they associate
with each type of error.

3.2. Confidence Intervals

The method of randomization can help us find a good interval estimate of the
unknown location parameter 6.

The set of confidence intervals are the duals of the corresponding tests of
hypotheses:

In the first step of our permutation test for the location parameter of a
single sample, we subtract 6, from each of the observations. We might test a
whole series of hypotheses involving different values for 8, until we find a 6,
such that as long as 6, > 6,, we accept the hypothesis, but if §, < 8, we reject
it. Then an 100 (1 — «)%, confidence interval for 6 is given by the interval
{6>6,}.

Suppose the original observations are —1, 2, 3, 1.1, and 5 and we want to
find a confidence interval that will cover the true value of the parameter
31nds of the time. In the first part of this chapter, we saw that {sth of the
rearrangements of the signs resulted in samples that were as extreme as these
observations. Thus, we would accept the hypothesis that 8 < 0 at the {sth
and any smaller level including the s5nd. Similarly, we would accept the
hypothesis that < —0.5 at the 35nd level, or even that 8 < —1 + ¢ where ¢
is an arbitrarily small but still positive number. But we would reject the
hypothesis that § < —1 — ¢ as after subtracting —1 — ¢ the transformed
observations are ¢, 3 +¢,4 + ¢ 2.1 + 6,6 + &

Our one-sided confidence interval is { — 1, 00} and we have confidence that
3Lnds of the time the method we’ve used yields an interval that includes the
true value of the location parameter 6.
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Our one-sided test of a hypothesis gives rise to a one-sided confidence
interval. But knowing that 6 is larger than — 1 may not be enough. We may
want to pin 8 down to a more precise two-sided interval, say that 0 lies
between —1 and +1.

To accomplish this, we need to begin with a two-sided test. Our hypothesis
for this test is that 6 = 6, against the two-sided alternatives that 6 is smaller
or larger than §,. We use the same test statistic—the sum of the positive
observations, that we used in the previous one-sided test. Again, we look at
the distribution of our test statistic over all possible assignments of the plus
and minus signs to the observations. But this time we reject the hypothesis
if the value of the test statistic for the original observations is either one
of the largest or one of the smallest of the possible values.

In our example, we don’t have enough observations to find a two-sided
confidence interval at the 33nd level, so we'll try to find one at the {2ths. The
lower boundary of the new confidence interval is still — 1. But what is the
new upper boundary? If we subtract 5 from every observation, we would
have the values —6, —3, —2, —3.9, —0; their sum is — 14.9. Only the current
assignment of signs to the transformed values, that is, only one out of the 32
possible assignments, yields this small a sum for the positive values. The
symmetry of the permutation test requires that we set aside another 35nd of
the arrangements at the high end. Thus we would reject the hypothesis that
6 = 5 at the 55 + 35 or {sth level. Consequently, the interval {—1,5} has a
L3th chance of covering the unknown parameter value.

These results are readily extended to a confidence interval for a vector of
parameters, 8, that underlies a one-sample, two-sample, or k-sample experi-
mental design with single- or vector-valued variables. In each case, the 100
(1 — «)% confidence interval consists of all values of the parameter vector 6
for which we would accept the hypothesis at level a. Remember, one-sided
tests produce one-sided intervals and two-sided tests produce two-sided con-
fidence intervals.

In deriving a confidence interval, we look first for a pivotal quantity or
pivot, Q(X4,...,X,,0), whose distribution is independent of the parameters of
the original distribution. One example is Q = X — v, where X is the sample
mean, and the {X;} i = 1, ..., n, are independent and identically distributed
as F(x — v). A second example is Q = X/o, where the {X;} are indepen-
dent and identically distributed as F(x/o). If the {X;} are independent with
the identical exponential distribution 1 — exp[ — At] (see problem 2 in Chap-
ter 2), then T =2) t,/A is a pivotal quantity whose distribution does not
depend on A. We can use this distribution to find an a and b such that

1
Pr(a < T < b) =1 — a. But then Pr{ZbZ ZaZti}_ 1 — a. We use
a pivotal quantity in Section 7.5 to derive a confidence interval for a regres-
sion coefficient.
For further information on deriving confidence intervals using the ran-
domization approach see Section 14.3, as well as Lehmann [1986, pp. 246—
263], Gabriel and Hsu [1983], John and Robinson [1983], Maritz [ 1981, p. 7,
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p- 25], and Tritchler [1984]. For a discussion of the strengths and weaknesses
of pivotal quantities, see Berger and Wolpert [1984].

3.2.1. Comparison with Other Tests

When a choice of statistical methods exists, the best method is the one that
yields the shortest confidence interval for a given significance level. Rob-
inson [1987] finds approximately the same coverage probabilities for three
sets of confidence intervals for the slope of a simple linear regression, based,
respectively, on 1) the standardized bootstrap; 2) parametric theory; and 3)
a permutation procedure.

Confidence Intervals and Rejection Regions

There is a close connection between the confidence intervals and the rejection
regions we’ve constructed. If A(0")is a 1 — « level acceptance region for testing the
hypothesis 8 = 8, and S(X) is a 1 — a level confidence interval for 6 based on the
vector of observations X, then for the confidence intervals defined here, S(X)
consists of all the parameter values §* for which X belongs to A(6*), while 4(0)
consists of all the values of the statistic x for which 6 belongs to S(x).

P{0eS(X)} = P{X e A®)} > 1 — .

In Section 14.3, we show that if A(0) is the acceptance region of an unbiased test,
the correct value of the parameter is more likely to be covered by the confidence
intervals we’ve constructed than is an incorrect value.

3.3. Two-Sample Comparisons
3.3.1. Location Parameters

We tested the equality of the location parameters of two samples in Chapter
1. Recall that we observed 121, 118, and 110 in the treatment group and 34,
12, and 22 in the control group. Our test statistic was the sum of the obser-
vations in the first group and we rejected the null hypothesis because the
observed value of this statistic, 349, was as large or larger than it would have
been in any of the (§) = 20 rearrangements of the data.

In Chapter 14, we show that a permutation test based on this statistic is
exact and unbiased against stochastically increasing alternatives of the form
K: F,[x] = F,[x — 8], 6 > 0. In fact, we show that this permutation test
is a uniformly most powerful unbiased test of the null hypothesis H: F, = F,
against normally distributed shift alternatives. Against normal alternatives
and for large samples, its power is equal to that of the standard ¢-test [Bickel
and van Zwet, 1978].

The permutation test offers the advantage over the parametric ¢-test that it
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is exact even for very small samples whether or not the observations come
from a normal distribution. The parametric t-test relies on the existence of a
mythical infinite population from which all the observations are drawn (see
Section 2.4). The permutation test is applicable even to finite populations
such as all the machines in a given shop or all the supercomputers in the
world.

3.3.2. An Example

Suppose we have two samples: The first, control sample takes values 0, 1, 2,
3, and 19. The second, treatment sample takes values 3.1, 3.5, 4, 5, and 6.
Does the treatment have an effect?

The answer would be immediate if it were not for the value 19 in the first
sample. The presence of this extreme value changes the mean of the first
sample from 1.5 to 5. To dilute the effect of this extreme value on the results,
we convert all the data to ranks, giving the smallest.observation a rank of 1,
the next smallest the rank of 2, and so forth. The first sample includes the
ranks 1, 2, 3, 4, and 10 and the second sample includes the ranks 5, 6, 7, 8, and
9. Is the second sample drawn from a different population than the first?

Let’s count. The sum of the ranks in the first sample is 20. All the re-
arrangements with first samples of the form 1, 2, 3, 4, k, where k is chosen
from {5, 6, 7, 8,9 or 10} have sums that are as small or smaller than that of
our original sample. That’s six rearrangements. The four rearrangements
whose first sample contains 1, 2, 3, 5, and a fifth number chosen from the set
{6, 7, 8, 9} also have smaller sums. That’s 6 + 4 = 10 rearrangements so
far.

Continuing in this fashion—we leave the complete enumeration as an
exercise—we find that 19 of the (1) = 252 possible rearrangements have
sums that are as small or smaller than that of our original sample. Two
samples this different will be drawn from the same population just under
eight percent of the time by chance.

Capsule Summary

TWO-SAMPLE TEST FOR LOCATION
H: mean/medians of groups differ by d,
K: mean/medians of groups differ by d > d,,

Assumptions
1) exchangeable observations
2) Fi(x) = F(x) = Fyx — d)

Transform X=X —do
Test statistic
Sum of observations in smallest sample
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3.4. Comparing Variances
3.4.1. The Permutation Approach

At first glance, the permutation test for comparing the variances of two popu-
lations would appear to be an immediate extension of the test we use for
comparing the location parameters in which we use the squares of the obser-
vations rather than the observations themselves. But these squares are actu-
ally the sum of two components, one of which depends upon the unknown
variance, the other upon the unknown location parameter. In symbols, where
EX represents the mathematical expectation of a variable X:

EX?=EX —p+u?=EX — > +2uEX — )+ u*> =c* + 0 + u*

A permutation test based upon the squares of the observations is appropriate
only if the location parameters of the two populations are known or are
known to be equal [Bailer, 1989].

Can’t we eliminate the effects of the location parameters by working with
the deviations about each sample mean? Alas, these deviations are inter-
dependent [Maritz, 1981]. The problem is illustrated in Figure 3.1. In the
sketch on the left, the observations in the first sample are both further from
the common center than either of the observations in the second sample, and
of the four possible rearrangements of four observations between two sam-
ples, this arrangement is the most extreme. In the sketch on the right, the
observations in the first sample have undergone a shift to the right; this shift
has altered the relative ordering of the absolute deviations about the com-
mon center, and at least one other rearrangement is more extreme.

Still, we needn’t give up; if the samples are equal in size, the observations
continuous, and the two populations differ by at most a shift under the
hypothesis, we can obtain an exact permutation test with just a few prelimi-
nary calculations. First, we compute the median for each sample; e.g., in the
sample of three values—1, 6, 7—the median is 6; if there is an even number
of observations in the sample, we take as median the arithmetic average of
the two observations that bracket the median. Second, we discard the median
value from each sample; if there is an even number of observations in a
sample then we discard one of the bracketing values. Last, we replace each

0—c—0 0 0—c

A B

Figure 3.1. Comparison of two samples: A original data, B after first sample is shifted
to the right. C common center, x—x first sample, 0—O0 second sample.



32 3. Testing Hypotheses

of the remaining observations by the square of its deviation about its sample
median. In the preceding example, with observations 1, 6, 7, we would be left
with the squared deviates 25 and 1.

Our test statistic T is the sum of the n — 1 squared deviations remaining in
the first sample: T, = 26 in our example. Its permutation distribution is ob-
tained by rearranging the 2(n — 1) deviations remaining in the combined
sample.

If under the null hypothesis the two populations differ only in their loca-
tion parameters, F,(x) = F,(x — d), and F is increasing over at least a semi-
infinite interval, then this permutation test is exact: For the n — 1 deviations
remaining in the first sample are mutually exchangeable as are the n — 1

Capsule Summary

TWO-SAMPLE TEST FOR VARIANCE
H: variances of populations are equal
K: a2 > 6?

Assumptions
1) independent observations

2) continuous observations
3) Fy(x) = Fy{x — d)

Transform Xj; = (X;; — Mdn,)
discard redundant deviate from each sample

Test statistic
Sum of X}; in smallest sample

deviations remaining in the second sample. The shift relation between the
two populations ensures that the two sets of deviations are jointly exchange-
able. Exactness follows.

Although there are several dozen alternate solutions to the problem of
comparing the variances of two populations (see, for example, the list in
Conover, Johnson and Johnson [1981]), in a recent series of computer simu-
lations, my friend Michael Chernick and I found that none are close to exact
for samples of under sixteen in size. The permutation test for comparing
variances is exact, powerful, and distribution free.

3.4.2. The Bootstrap Approach

In order to use permutation methods to compare the variances of two popu-
lations, we have to sacrifice two of the observations. The resultant test is
exact and distribution free, but it is not most powerful. A more powerful test
is provided by the bootstrap confidence interval for the variance ratio. To
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Table 3.1A. Significance levels for Variance Comparisons for
BC, method, Efron and Tibshirani [X: 1986].* For various
underlying distributions by sample size. 500 simulations.

6,6 88 8,12 12,8 12,12 15, 15

Ideal 50 50 50 50 50 50
normal (0, 1) 44 52 53 56 45 49
double (0, 1) 53 51 63 70 55 54
gamma (4. 1) 48 55 60 65 52 52
exponential 54 58 56 70 46 63

* X preceding a date, as in Efron, X:1986, refers to a supporting bibliography at
the end of the text which includes material not directly related to permutation
methods

Table 3.1B. Power as a Function of the Ratio of the Variances. For various
distributions and two samples each of size 8. Rejections in 500 Monte Carlo
simulations.

permutation test bootstrap*
¢ =0,/0, 1. 15 2 3. 4. 1. 1.5 2. 3. 4,
Ideal 50 500 SO 500
normal 52 185 312 438 483 52 190 329 444 482
double 55 153 215 355 439 53  151* 250* 379*% 433
gamma 44 158 255 411 462 49 165 288 426 464

exponential 51 132 224 323 389 54 150* 233* 344* 408

*bootstrap intervals shortened so actual significance level is 10%.

derive this test, we resample repeatedly with replacement, drawing indepen-
dently from the two original samples, until we have two new samples the
same size as the originals. Each time we resample, we compute the variances
of the two new independent subsamples and calculate their ratio. The resul-
tant bootstrap confidence interval is asymptotically exact [Efron, 1981] and
can be made close to exact with samples of as few as eight observations:
See Table 3.1A. As Table 3.1B shows, this bootstrap is more powerful than
the permutation test we described in the previous section. One caveat also
revealed in the table: this bootstrap is still only “almost” exact.

3.5. k-Sample Comparisons
3.5.1. F-Ratio

Just as Student’s ¢ is the classic parametric statistic for testing the hypothesis
that the means of two normal distributions are the same, so the F-ratio of the
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between-group variance to the within-group variance is the classic parame-
tric statistic for testing the hypothesis that the means of k normal distribu-
tions are the same [Welch, 1937; Pitman, 1937].

Explicitly, let X;;(j = 1,...,n;; i = 1,...,s) be independently distributed as
F(x — y;), and thus cxchangeable, and consider the hypothesis H: yu; = -+ =
U, and the alternative not H: y; # y; for some pair (i, j). Welch [1937] pro-
poses as test statistic

Yon(X;. — X.)* /(s — 1)

W= Sy @&, = X, =)

(3.5.1)

It is easy to see that W is invariant under transformations of scale or
origin. Lehmann [1986, p. 375] shows that against normal alternatives, and
among all similarly invariant tests, the parametric test based on W is a uni-
formly most powerful procedure.

If the X;; are normally distributed with a common variance, then under the
hypothcsw W has the F-distribution with s — 1, n — s degrees of freedom.
But we may not know or not be willing to assume that these observations
do come from a normal distribution. Since the observations are indepen-
dent and identically distributed, they are exchangeable and, whether or not
they are normally distributed, we can still obtain the permutation distribu-
tion of W. We examine all possible reassignments of the observations to the
various treatment groups subject to the restriction that the number of obser-
vations in each of the k groups remains unchanged. Our analysis is exact
if the experimental units were randomly assigned to treatment to begin
with.

In a sidebar, we’ve provided an outline of a computer program that uses a
Monte Carlo to estimate the significance level (see Section 13.2). This pro-
gram is applicable to any of the experimental designs we consider in this
chapter and the next. Our one programing trick is to pack all the observa-
tions into a single linear vector X = (X;1,. ., Xyn» Xiny+15-- s Xin +npo--+)
and then to permute the observations within the vector. If we have k samples,
we only need to select k — 1 of them when we rearrange the data. The kth
sample is left over automatically.

We need to write a subprogram to compute the test statistic but there’s
less work involved than the formula for W would suggest. As is the case
with the permutation equivalent of the t-statistic, we can simplify the cal-
culation of the test statistic by eliminating terms that are invariant under
permutation of the subscripts. For example, the within-group sum of squares
in the denominator of W may be written as two sums Y Y (X;; — X..)* and
> ny( 2, The first of these sums is invariant under permutatlon of the
subscrlpts Thc second, the between-groups sum of squares, already occurs
in the numerator. Our test statistic reduces to the between-groups sum of
squares
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Sidebar

Program for estimating permutation significance levels; for tips on optimization,
see Chapter 13.

Monte, the number of Monte Carlo simulations; try 400

So, the value of the test statistic for the unpermuted observations
S, the value of the test statistic for the rearranged observations
X[ 1, aone-dimensional vector that contain the observations
n[ 1, a vector that contains the sample sizes

N, the total number of observations

Main program
Get data
put all the observations into a single linear vector
Compute the test statistic S,
Repeat Monte times:
Rearrange the observations
Recompute the test statistic S
Compare S with S,
Print out the proportion of times S was equal to or larger than S,

Rearrange
Set s to the size of the combined sample
Start: Choose a random integer k from 0 to s — 1
Swap X[k] and X[s — 1]:

temp = X[k];
X[kl =X[s—-1]
X[s — 1] = temp.

Decrement s and repeat from start
Stop after you’ve selected all but one of the samples.

Get data
This user-written procedure gets all the data and packs it into a single long

linear vector X.

Compute stat
This user-written procedure computes the test statistic.

Yon(X;. — X.)?

with a corresponding reduction in the number of calculations.

The size and power of this test are robust in the face of violations of the
normality assumption providing that the {X; j = 1,...,n;} are samples from
distributions F(x — y;) where F is an arbitrary distribution with finite vari-
ance [Robinson, 1973, 1983]. However, the parametric version of the test is
almost as robust. The real value of the permutation approach comes when we
realize that we are not restricted to a permutation version of an existing
statistic but are free to choose a test statistic optimal for the problem at hand.
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3.5.2. Pitman Correlation

The F-ratio test and its permutation version offer protection against any and
all deviations from the null hypothesis of equality among treatment means.
As a result, they may offer less protection against some specific alternative
than some other test function(s). When we have a specific alternative in mind,
as is so often the case in biomedical research; for example, when we are
testing for an ordered dose response, the F-ratio may not be the statistic of
choice.

Frank, Trzos, and Good [1977] studied the increase in chromosome abnor-
malities and micronucleii as the dose of various known mutagens was in-
creased. Their object was to develop an inexpensive but sensitive biochemical
test for mutagenicity that would be able to detect even marginal effects. Thus
they were more than willing to trade the global protection offered by the
F-test for a statistical test that would be sensitive to ordered alternatives.

Fortunately, a most powerful unbiased test (and one that is also most
powerful among tests that are invariant to changes in scale) has been known
since the late 1930’s. Pitman [1937] proposes a test for linear correlation
using as test statistic

S= Zf [i1n;X;
where f[i] is any monotone increasing function. The simplest choice is
fli]=i

The permutation distributions of §; with f[i] = ai + b and S, with f[i] =
i are equivalent in the sense that if S, S,, are the values of these test statis-
tics corresponding to the same set of observations {x;}, then Pr(S; > S,,) =
Pr(S, > S,0).

Let us apply the Pitman approach to the data collected by Frank et al.
shown in Table 3.2. As the anticipated effect is proportional to the logarithm
of the dose, we take f[dose] = log[dose + 1].

(Adding a 1 to the dose keeps this function from blowing up at a dose of
zero.) There are four dose groups; the original data for breaks may be written
in the form

Table 3.2. Micronucleii in polychromatophilic
erythrocytes and chromosome alterations in the
bone marrow of mice treated with CY.

Dose Number of Micronucleii Breaks
(mg/kg) animals per 200 cells per 25 cells
0 4 0000 0112
5 5 11145 01235
20 4 0004 3577
80 5 235112 67899
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0112 01235 3577 67899
As log[0 + 1] = 0, the value of the Pitman statistic for the original data is

0+ 11+log[6] + 22*log[21] + 39=xlog[81] = 112.1. The only larger
values are associated with the small handful of rearrangements of the form

0012 11235 3577 67899
0011 12235 3577 67899
6011 12233 5577 67899
0012 11233 5577 67899
0112 01233 55877 67899
0112 01235 3567 77899
0012 11235 3567 77899
0011 12235 3567 77899
0011 12233 5567 77899
0012 11233 5567 77899
0112 01233 5567 77899

A statistically significant ordered dose response (x < 0.001) has been
detected. The micronucleii also exhibit a statistically significantly dose
response when we calculate the permutation distribution of § =
Y log[dose; + 1]n,X;.. To make the calculations, we took advantage of the
computer program we developed in Section 3.5.1; the only change was in the
subroutine used to compute the test statistic.

A word of caution: If we use some function of the dose other than
f[dose] = log[dose + 1], we might not observe a statistically significant
result. Our choice of a test statistic must always make biological as well as
statistical sense; see question 3 in Section 3.9.

3.5.3. Effect of Ties

Ties can complicate the determination of the significance level. Because of
ties, each of the rearrangements noted in the preceding example might actu-
ally have resulted from several distinct reassignments of subjects to treatment
groups and must be weighted accordingly. To illustrate this point, suppose
we put tags on the 1’s in the original sample

01* 1# 2 01235 3577 67899
The rearrangement
0012 11235 3577 67899

corresponds to the three reassignments
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001 2 1* 1# 235 3577 67899
001* 2 1 1# 235 3577 67899
00 1# 2 1 1* 235 3577 67899

The 18 observations are divided into four dose groups containing 4, 5, 4, and
5 observations respectively so that there are (, 45 5) possible reassignments

of observations to dose groups. Each reassignment has probability of

(s5%5)

occurring so the probability of the rearrangement

0012 11235 3577 67899

3

(s43%5s)

To determine the significance level when there are ties, weight each distinct
rearrangement by its probability of occurrence. This weighting is done auto-
matically if you use Monte Carlo sampling methods as is done in the com-
puter program we provide in section 3.5.1.

Capsule Summary

K-SAMPLE TEST
H: all distributions and, in particular,
all population means the same
K1: at least one pair of means differ
K2: the population means are ordered

Assumptions
1) exchangeable observations
2) Fij(x) = F(x — ;)

Transform None
Test statistic
K1: Y ny(X;. — X.)%
K2:) fliln X,

3.5.4. Linear Estimation

Pitman correlation may be generalized by replacing the fixed function f[i]
by an estimate é derived by a linear estimation procedure such as least
squares polynomial regression, kernel estimation, local regression, and
smoothing splines [Raz, 1990].
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Suppose the jth treatment group is defined by x;, a vector-valued design
variable (x; might include settings for temperature, humidity, and phosphor-
ous concentration). Suppose also that we may represent the ith observation
in the jth group by a regression model of the form

Y, = u(x;) + e, j=1,...,n

where e is an error variable with mean 0, and u(x) is a smooth regression
function (that is, for any x and ¢ sufficiently small, u(x + ¢) may be closely
approximated by the first-order Taylor expansion u(x) + be).

The null hypothesis is that pu(x) = u, a constant that does not depend on
the design variable x. As always, we assume that the errors e;; are exchange-
able so that all n! assignments of the labels to the observations that preserve
the sample sizes {n;} are equally likely.

Raz’s test statistic is @ = Y (fi(x;))* where {1 is an estimate of u derived by
a linear estimation procedure such as least squares polynomial regression,
kernel estimation, local regression, and smoothing splines.

This test may be performed using the permutation distribution of Q or, for
large samples, a gamma-distribution approximation. See also Section 7.3.

3.5.5. A Unifying Theory

The permutation tests for Pitman correlation and the two-sample compari-
son of means are really special cases of a more general class of tests that
take the form of a dot product of two vectors [Wald and Wolfowitz, 1943;
De Cani, P: 1979]. Let W = {W,,..., Wy} and Z = {Z,,..., Zy} be fixed sets
of number and let z = {z,,...,zy} be a random permutation of the elements
of Z. Then we may use the dot product of the vectors zand W, T = ) z;w;, to
test the hypothesis that the labelling is irrelevant. In the two-sample compari-
son, W is a vector of m 1’s followed by n 0’s. In Pitman correlation, W =
{f[1],..., f[N]} where f is a monotone function.

3.6. Blocking

Although the significance level of a permutation test may be “distribution-
free,” its power strongly depends on the underlying distribution.

Figure 3.2 depicts the effect of a change in the variance of the underlying
population on the power of the permutation test for the difference in two
means. As the variance increases, the power decreases. To get the most from
your experiments, reduce the variance.

One way to reduce the variance is to subdivide the population under study
into more homogeneous subpopulations and to take separate samples from
each. Suppose you were designing a survey on the effect of income level
on the respondents’ attitudes toward compulsory pregnancy. Obviously, the
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B(®)

Figure 3.2. Effect of the population variance on the power of a test of two means.
0=20,—0,.

views of men and women differ markedly on this controversial topic. It
would not be prudent to rely on randomization to even out the sex ratios in
the various income groups.

The recommended solution is to block the experiment, to interview, and to
report on, men and women separately. You would probably want to do the
same type of blocking in a medical study. Similarly, in an agricultural study,
you would want to distinguish among clay soils, sandy, and sandy-loam.

In short, whenever a population can be subdivided into distinguishable
subpopulations, you can reduce the variance of your observations and
increase the power of your statistical tests by blocking or stratifying your
sample.

Suppose we have agreed to divide our sample into two blocks—one for
men, one for women. If this is an experiment, rather than a survey, we would
then assign subjects to treatments separately within each block.

In a study that involves two treatments and ten experimental subjects, four
men and six women, we would first assign the men to treatment and then the
women. We could assign the men in any of (3) = 6 ways and the women in
any of (§) = 20 ways. That is, there are 6 x 20 = 120 possible random assign-
ments in all.

When we come to analyze the results of our experiment, we use the per-
mutation approach to ensure we analyze in the way the experiment was
designed. Our test statistic is a natural extension of that used for the two-
sample comparison [ Lehmann, 1986], pp. 233—4:

B (np+my)

S=3 Xpj
B=1 j=mp+1

(3.6.1)

where B is the number of blocks, two in the present example, and the inner
sum extends over the n, treated observations x,; within each block.

We compute the test statistic for the original data. Then, we rearrange the
observations at random within each block, subject to the restriction that the



3.7. Matched Pairs 41

number of observations within each treatment category—the pair {n,, m,}—
remain constant.

We compute S for each of the 120 possible rearrangements. If the value of
S for the original data is among the 120« largest values, then we reject the
null hypothesis; otherwise we accept it.

3.6.1. Extending the Range of Applications

The resulting permutation test is exact and most powerful against normal
alternatives even if the observations on men and women have different distri-
butions [Lehmann, 1986]. As we saw in Section 2.3, all that is required is that
the subsets of errors be exchangeable.

The design need not be balanced. The test statistic S (equation 3.6.1) is a
sum of sums. Unequal sample sizes resulting from missing data or an inabil-
ity to complete one or more portions of the experiment will affect the analysis
only in the relative weights assigned to each subgrouping.

Warning: This remark applies only if the data is missing at random. If
treatment-related withdrawals are a problem in one of your studies, see
Entsuah [1990] for the details of a resampling procedure.

Blocking is applicable to any number of subgroups; in the extreme case,
that in which every pair of observations forms a distinct subgroup, we have
the case of matched pairs.

3.7. Matched Pairs

In a matched pairs experiment, we take blocking to its logical conclusion.
Each subject in the treatment group is matched as closely as possible by a
subject in the control group. For example, if a 45-year old black male hyper-
tensive is given a blood-pressure lowering pill, then we give a second simi-
larly-built 45-year old black male hypertensive a placebo. One member of
each pair is then assigned at random to the treatment group, and the other
member is assigned to the controls.

Assuming we have been successful in our matching, we will end up with a
series of independent pairs of observations (X;, ¥;) where the members of each
pair have been drawn from the distributions F;(x — v) and F{(x — v — J) re-
spectively. Regardless of the form of this unknown distribution, the differ-
ences Z; = Y, — X; will be symmetrically distributed about the unknown
parameter 6:

PrZ<z+d8)=Pr{Y —X<z+4}
=Pr{(Y-0v)— (X —v) <z + 6}
=(Pr{Y—v=2z+06+s}Pr{X —v=s}ds
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=[fz + 9f(s)ds
=[Pr{X—v=z+s}Pr{Y—v—5=s}ds
=Pr{X—-v)—(Y-v-9)<z}

=Pr{X -Y<z-0}
=Pr{Y-X>-z+4}
=Pr(Z>—-z+9)

This is precisely the case we considered at the beginning of this chapter and
the same readily computed permutation test is applicable.

This permutation test has the same properties of exactness, lack of bias,
and sensitivity under the same conditions as the one-sample test with the
following exception: If the observation on one member of a pair is missing,
then we must discard the remaining observation.

For an almost most powerful test when one member of the pair is cen-
sored, see Section 9.4. For an application of a permutation test to the case
where an experimental subject serves as her own control, see Shen and
Quade [1986].

Capsule Summary

MATCHED-PAIRS
H: distributions and, in particular, means/medians of the members of each pair
are the same
K: means/medians of the members of each pair differ by d > 0

Assumptions
1) independent observations
2) Fii(x) = Fy(x — d)

Transform z; = x; — xy;
Test statistic Sum of positive z;

3.8. Questions

1. Show that the following statistics lead to equivalent permutation tests for the
equality of two location parameters:
a) Y X,; (our original choice)
b) ¥ X,:/n, — Y X,,/n, (the difference of the sample means)

(szi/"z - ZX“/VH)

c) (the t-statistic).
VE Xy — X2+ Y (X — X)) m +n —2)
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Hint: The sums () X,; + ) X,;), Q. X3; + ), X%) and the sample sizes n,, n, are
invariant under permutations.

2. In the example of Section 3.3.2, list all rearrangements in which the sum of the
ranks in the first sample is less than or equal to the original sum.

3. Use both the F-ratio and Pitman correlation to analyze the data for micronucleii
in Table 3.2. Explain the difference in results.

4. The following vaginal virus titres were observed in mice by H.E. Renis of the
Upjohn Company 144 hours after inoculation with Herpes virus type II (see
Good [1979] for complete details):

Saline controls 10000, 3000, 2600, 2400, 1500.
Treated with antibiotic 9000, 1700, 1100, 360., 1.

Is this a one-sample, two-sample, k-sample, or matched pairs study? Does treat-
ment have an effect?

Most authorities would suggest using a logarithmic transformation before ana-
lyzing this data. Repeat your analysis after taking the logarithm of each of the
observations. Is there any difference? Compare your results and interpretations
with those of Good [1979].

5. Using the logarithm of the viral titre, determine an approximate 90% confidence
interval for the treatment effect. (Hint: Keep subtracting a constant from the loga-
rithms of the observations on saline controls until you can no longer detect a
treatment difference.)

6. Suppose you make a series of I independent pairs of observations {x;, y;;i = 1...I}.
y; might be tensile strength and x; the percentage of some trace metal. You know
from your previous work that each of the y; has a symmetric distribution.

a) How would you test the hypothesis that for all i, the median of y; is x;? (Hint:
See 3.1.2)

b) Do you need to assume that the distributions of the {y;} all have the same
shape, ie., that they are all normal or all double exponential? Are the {y;}
exchangeable? Are the {z; = y; — x;}? {We return to these questions in Chapter
7.



CHAPTER 4

Experimental Designs

4.1. Introduction

In this chapter, we explore the use of permutation methods for analyzing the
results of complex experimental designs that may involve multiple control
variables, covariates, and restricted randomization.

4.2. Balanced Designs

The analysis of randomized blocks we studied in Chapter 3 can be general-
ized to very complex experimental designs with multiple control variables
and confounded effects. In this section, we consider the evaluation of main
effects and interactions in the two- and three-way univariate analysis of vari-
ance and in the Latin Square. Only balanced designs with the sample sizes
equal in all subcategories are considered here. Unbalanced designs are con-
sidered in Section 4.4.

What distinguishes the complex experimental design from the simple one-
sample, two-sample, and k-sample experiments we have considered so far is
the presence of multiple control factors.

For example, we may want to assess the simultaneous effects on crop yield
of hours of sunlight and rainfall. We determine to observe the crop yield X;;,
for I different levels of sunlight, i = 1, ..., I, and J different levels of rainfall,
j=1,...,J,and to make M observations at each factor combination, m = 1,
..., M. We adopt as our model relating the dependent variable, crop-yield
(the effect) to the independent variables of sunlight and rainfall (the causes)

Xijm =u + S; + rj + (Sr)ij + Sijm‘

In this model, terms with a single subscript like s;, the effect of sunlight, are
called main effects. Terms with multiple subscripts like sr;;, the residual and
nonadditive effect of sunlight and rainfall, are called interactions. The {g;, }
represent that portion of crop yield that can not be explained by the indepen-

44
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dent variables alone; these are variously termed the residuals, the errors, or
the model errors. To ensure the residuals are exchangeable so that permuta-
tion methods can be applied, the experimental units must be assigned at
random to treatment (see Section 4.2.4).

If we wanted to assess the simultaneous effect on crop yield of three factors
simultaneously—sunlight, rainfall, and fertilizer, say, we would observe the
crop yield X, for I different levels of sunlight, i = 1,..., I, J different levels
of rainfall, j =1, ..., J, and K different levels of fertilizer, k = 1, ..., K and
make M observations at each factor combination, m = 1, ..., M. Our model
would then be

Xijem =+ 5 + 15+ fio + (57);j + (e + (e + (5P)ijic + Eijim-

In this model we have three main effects, s;, 7;, and f;, three two-way
interactions, (sr);;, (S)u, ()i, @ single three-way interaction, (sr);;, and the
€ITOT LErMm &;jip-

Including the additive constant u in the model allows us to define all main
effects and interactions so they sum to zero,

Zsi = 0’

Y r);=0 for j=1,...,J,

i
and so forth. That is, under the null hypothesis of no effect of sunlight on
crop yield, each of the main effects s, = --- = s; = 0. Under the alternative,
the different terms s; represent deviations from a zero average, with the inter-
action term (sr);; representing the deviation from the sum s; + r;.

Clearly, when we have multiple factors, we must also have multiple test
statistics. In the preceding example, we require three separate tests and test
statistics for the three main effects s;, r;, and f;, plus four other statistical tests
for the three two-way and the one three-way interactions. Will we be able to
find statistics that measure a single intended effect without confounding it
with a second unrelated effect? Will the several test statistics be independent
of one another?

In the permutation analysis of an experimental design as in the parametric
analysis of variance, the answer is yes to both questions only if the design is
balanced, that is, if there are equal numbers of observations in each subcate-
gory, and if the test statistics are independent of one another.

In a balanced design, the permutation test has a three-fold advantage over
the parametric ANOVA: it is exact; it is not restricted by an assumption
of normality (although, it does require that the experimental errors be ex-
changeable; see Section 2.2); yet it is as powerful or more powerful than
parametric approach; see Scheffe 1959; Collier and Baker, 1966; and Brad-
bury, 1987.

In an unbalanced design, main effects will be confounded with interac-
tions so that the two cannot be tested separately, a topic we return to in
Section 4.4.
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4.2.1. Main Effects

In a k-way analysis with equal sample sizes M in each category, we can assess
the main effects using essentially the same statistics we would use for ran-
domized blocks. Take sunlight in the preceding example. If we have only two
levels of sunlight, then, referring to equation 3.6.1, our test statistic for the
effect of sunlight is

J K M
S=2 2 2 Xijkm 4.1)
j=1 k=1 m=1
If we have more than two levels of sunlight, our test statistic is
I J K
F2=% Y 2 (X — Xp) (4.2)
i=1 j=1 k=1
or
1 J K
F1= Z Z Z | X — Xojie| 4.3)

The dot . used as a subscript indicates that we have summed over the
corresponding subscript and then taken an average by dividing by the num-
ber of terms in that sum; thus

Xijk- Z Xijkm/ M.
The statistics F2 and F1 offer protection against a broad variety of shift
alternatives including
Ki:sy=5,>s83="""
Kyis,>5,>83="""
Kiyis, <s;>83=

As a result, they may not provide a most powerful test for any single one of
these alternatives. If we believe the effect to be monotone increasing, then, in
line with the thinking detailed in Section 3.5.2, we would use the Pitman
correlation statistic

||[\/]a.
||[\/]7<

R=3 3

To obtain the permutation distributions of the test statistics S, F2, F1, and
R, we permute the observations independently in each of the JK blocks
determined by a specific combination of rainfall and fertilizer. Exchanging
observations within a category corresponding to a specific level of sunlight
leaves the statistics S, F2, F1, and R unchanged. We can concentrate on
exchanges between categories, and the total number of rearrangements is

MI JK
()

f[l] ijk- jk') (44)
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We compute the test statistic (S, F1, or R) for each rearrangement, rejecting
the hypothesis that sunlight has no effect on crop yield only if the value of S
(or F1 or R) that we obtain using the original arrangement of the observa-
tions lies among the « most extreme of these values.

Of the two F-statistics, F1 is to be preferred to F2. F1 is as powerful or
more powerful for detecting location shifts and more powerful for detecting
concentration changes [ Mielke and Berry, 1983].

A third alternative to F1 and F2 is

nin; — 1)(X;. — X..)?

F= XJ: 2 (X — X;.)? “
k

[James X: 19517 which Hall [X: 1989] recommends for use with the bootstrap
when we can not be certain that the observations in the various categories all
have the same variance. In simulation studies with permutation tests and
variances that differed by an order of magnitude, I found F3 was inferior to
Fl1.

A final alternative to the statistics S, F1, and F2 is the standard F-ratio
statistic

i M(X,.. — X...)?
F ==t

4.6

(I — 1)6* (46
where 7 is our estimate of the variance of the errors ;. But if we use F, we
are forced to consider exchanges between as well as within blocks, thus ne-
gating the advantages of blocking as described in Section 3.6.

4.2.2. An Example

In this section, we apply the permutation method to determine the main
effects of sunlight and fertilizer on crop yield using the data from the two-
factor experiment depicted in Table 4.1a. As there are only two levels of
sunlight in this experiment, we use S (equation 4.1) to test for the main
effect. For the original observations, S = 23 + 55 + 75 = 153. One possible
rearrangement is shown in Table 4.1b in which we have interchanged the two
observations marked with an asterisk, the 5 and 6. The new value of S is 154.

As can be seen by a continuing series of straightforward hand calculations,
the test statistic, S, for the main effect of sunlight is as small or smaller than
it is for the original observations in only 8 out of the (§)® = 8000 possible
rearrangements. For example, it is smaller when we swap the 9 of the Hi-Lo
group for the 10 of the Lo-Lo group (the two observations marked with the
pound sign). As a result, we conclude that the effect of sunlight is statistically
significant.

The computations for the main effect of fertilizer are more complicated
—we must examine (5 3 ;)° rearrangements, and compute the statistic F1
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Table 4.1a. Effect of Sunlight and Fertilizer

on Crop Yield

Fertilizer
S LO MED HIGH
u LO 5 15 21
n 10 22 29
1 8 18 25
i
g HI 6 25 55
h 9 32 60
t 12 40 48

Table 4.1b. Effect of Sunlight and
Fertilizer. Data Rearranged

LO MED HIGH
LO 6* 15 21
10# 22 29
8 18 25
HI 5* 25 55
9# 32 60
12 40 48

for each. We use F1 rather than R because of the possibility that too much
fertilizer—the “High” level, might actually suppress growth. Only a com-
puter can do this many calculations quickly and correctly, so we adapted our
program from Section 3.5 to make them (see Sidebar). The estimated signifi-
cance level is .001 and we conclude that this main effect, too, is statistically
significant.

In this last example, each category held the same number of experimental
subjects. If the numbers of observations were unequal, our main effect would
have been confounded with one or more of the interactions (see Section 4.5).
In contrast to the simpler designs we studied in the previous chapter, missing
data will affect our analysis.

4.2.3. Interactions

To test the hypothesis of no interaction, we first eliminate row and column
effects by subtracting the row and column means from the original observa-
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Sidebar

Program for estimating significance level of the main effect of fertilizer on crop
yield in a balanced design

Set aside space for

Monte the number of Monte Carlo simulations

So the original value of test statistic

S test statistic for rearranged data

data {5, 10, 8, 15, 22, 18, 21, 29, 25, 6, 9, 12, 25, 32, 40, 55, 60, 48};
n=3 number of observations in each category

blocks = 2 number of blocks
levels =3  number of levels of factor

Main program
Get data
put all the observations into a single linear vector
Compute S, for the original observations
Repeat Monte times:
for each block
Rearrange the data in the block
Compute S
Compare S with S,
Print out the proportion of times S was larger than S,

Rearrange
Set s to the number of observations in the block
Start: Choose a random integer k from 0 to s — 1
Swap X[k] and X[s — 1]:
Decrement s and repeat from start
Stop after you've selected all but one of the samples.

Get data
user-written procedure gets data and packs it into a two-dimensional array in
which each row corresponds to a block.

Compute
I J

i=1 j=1
for cacil block
calculate the mean of that block
for each level within a block
calculate the mean of that block-level
calculate difference from block mean

tions. That is, we set
k= Xip — Xio. — X5+ X5

where by adding the grand mean, X..., we ensure the overall sum will be zero.
In the example of the effect of sunlight and fertilizer on crop yield, we are left
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Table 4.2. Effect of Sunlight and Fertilizer
on Crop Yield. Testing for Nonadditive

Interaction
Fertilizer

g LO MED HIGH
u LO 4.1 -2.1 —11.2
n 9.1 4.1 -3.2
1 7.1 0.1 -72
i

g HI -9.38 -7 7.8
h —6.8 -0.7 12.8
t —-3.8 72 0.8

with the residuals shown in Table 4.2. The pattern of plus and minus signs in
this table of residuals suggests that fertilizer and sunlight affect crop yield
in a superadditive fashion. Note the minus signs associated with the mis-
matched combinations of a high level of sunlight and a low level of fertilizer
and a low level of sunlight with a high level of fertilizer. To encapsulate our
intuition in numeric form, we sum the deviates within each cell, square the
sum, and then sum the squares to form the test statistic

We compute this test statistic for each rerandomization of the 18 deviates
into six subsamples. In most cases, the values of the test statistic are close
to zero as the entries in each cell cancel. The value of the test statistic for our
original data, I = 2126.8, stands out as an exceptional value and we conclude
there is a significant interaction between sunlight and fertilizer (« < .003) in
addition to the separate, significant additive effects of sunlight and fertilizer.

We include our own test program as a Sidebar.

4.2.4. Designing an Experiment

All the preceding results are based on the assumption that the assignment of
treatments to plots (or subjects) is made at random. While it might be con-
venient to fertilize our plots as shown in Figure 4.1a, the result could be a
systematic bias, particularly if, for example, there is a gradient in dissolved
minerals from east to west across the field.

The layout adopted in Figure 4.1b, obtained with the aid of a computer-
ized random number generator, reduces but does not eliminate the effects
of this hypothetical gradient. Because this layout was selected at random,
the exchangeability of the error terms and, hence, the exactness of the cor-
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Sidebar

Program for estimating significance level of the interaction of sunlight and
fertilizer on crop yield based on the deviates from the additive model

Set aside space for

Monte the number of Monte Carlo simulations

So the original value of test statistic

S test statistic for rearranged data

data {5, 10, 8, 15, 22, 18, 21, 29, 25, 6, 9, 12, 25, 32, 40, 55, 60, 48};
deviates vector of deviates

n=3 number of observations in each category

blocks = 2 number of blocks
levels =3  number of levels of factor

Main program
Get data
Calculate the Deviates
Compute the test statistic S,
Repeat Monte times:
Rearrange the observations
Compute the test statistic S
Compare S with S,
Print out the proportion of times S was larger than S,

Compute

for each block
for each level
sum the deviates
square this sum
cumulate

Deviates
Xip=Xip— Xio.. — X+ X
Set aside space for level means, block means, and grand mean
for each level calculate mean
for each block
calculate mean
for each level
cumulate grand mean
for each block
for each level
calculate deviate from additive model
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Hi Med Lo
Hi Med Lo
Hi Med Lo

a

Hi Med Lo
Lo Lo Med
Hi Hi Med
b

Hi Med Lo
Lo Hi Med
Med Lo Hi

c

Figure 4.1. a) Systematic assignment of fertilizer levels to plots; b) random assign-
ment of fertilizer levels to plots; c) Latin Square assignment of fertilizer levels to plots.

responding permutation test is assured. Unfortunately, the layout of Fig-
ure 4.1a with its built-in bias can also result from a random assignment;
its selection is neither more nor less probable than any of the other (5 3 3)
possibilities.

What can we do to avoid such an undesireable event? In the layout of
Figure 4.1c, known as a Latin Square, each fertilizer level occurs once and
once only in each row and in each column; if there is a systematic gradient of
minerals in the soil, then this layout ensures that the gradient will have
almost equal impact on each of the three treatment levels. It will have an
almost equal impact even if the gradient extends from northeast to southwest
rather than from east to west, or north to south. I use the phrase “almost
equal” because a gradient effect may still persist. The design and analysis of
Latin Squares is described in the next section.

To increase the sensitivity of your experiments and to eliminate any sys-
tematic bias, I recommend you use the following three-step procedure during
the design phase:

1) List all the factors you feel may influence the outcome of your experiment.

2) Block all factors which are under your control; this process is described in
Section 3.6. You may want to use some of these factors to restrict the
scope of your experiment, e.g., eliminate all individuals under 18 and over
60.
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F Factor 1

a

(t: 1 2 3
o 1 A B C
r 2 B C A
2 3 C A B

Figure 4.2. A Latin Square.

3) Randomly assign units to treatment within each block. See also, Maxwell
and Cole [X: 1991].!

4.2.5. Latin Square

The Latin Square considered in Section 4.2.4 is one of the simplest examples
of an experimental design in which the statistician takes advantage of some
aspect of the model to reduce the overall sample size.

A Latin Square is a three-factor experiment in which each combination of
factors occurs once and once only. We can use a Latin Square as in Figure
4.2 to assess the effects of soil composition on crop yield:

In this diagram, Factor 1—gypsum concentration, for example, i<ns1:XMLFault xmlns:ns1="http://cxf.apache.org/bindings/xformat"><ns1:faultstring xmlns:ns1="http://cxf.apache.org/bindings/xformat">java.lang.OutOfMemoryError: Java heap space</ns1:faultstring></ns1:XMLFault>