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PREFACE

My motivation for writing the first edition of Introductory Econometrics: A Modern
Approach was that I saw a fairly wide gap between how econometrics is taught to
undergraduates and how empirical researchers think about and apply econometric methods.
I became convinced that teaching introductory econometrics from the perspective of
professional users of econometrics would actually simplify the presentation, in addition to
making the subject much more interesting.

Based on the positive reactions to earlier editions, it appears that my hunch was
correct. Many instructors, having a variety of backgrounds and interests and teaching
students with different levels of preparation, have embraced the modern approach to
econometrics espoused in this text. The emphasis in this edition is still on applying econo-
metrics to real-world problems. Each econometric method is motivated by a particular
issue facing researchers analyzing nonexperimental data. The focus in the main text is
on understanding and interpreting the assumptions in light of actual empirical applica-
tions: the mathematics required is no more than college algebra and basic probability and
statistics.

Organized for Today’s Econometrics Instructor

The fifth edition preserves the overall organization of the fourth. The most noticeable
feature that distinguishes this text from most others is the separation of topics by the kind
of data being analyzed. This is a clear departure from the traditional approach, which
presents a linear model, lists all assumptions that may be needed at some future point
in the analysis, and then proves or asserts results without clearly connecting them to the
assumptions. My approach is first to treat, in Part 1, multiple regression analysis with
cross-sectional data, under the assumption of random sampling. This setting is natural to
students because they are familiar with random sampling from a population in their intro-
ductory statistics courses. Importantly, it allows us to distinguish assumptions made about
the underlying population regression model—assumptions that can be given economic
or behavioral content—from assumptions about how the data were sampled. Discussions
about the consequences of nonrandom sampling can be treated in an intuitive fashion after
the students have a good grasp of the multiple regression model estimated using random
samples.

An important feature of a modern approach is that the explanatory variables—along
with the dependent variable—are treated as outcomes of random variables. For the social
sciences, allowing random explanatory variables is much more realistic than the traditional
assumption of nonrandom explanatory variables. As a nontrivial benefit, the population
model/random sampling approach reduces the number of assumptions that students must
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absorb and understand. Ironically, the classical approach to regression analysis, which
treats the explanatory variables as fixed in repeated samples and is still pervasive in intro-
ductory texts, literally applies to data collected in an experimental setting. In addition, the
contortions required to state and explain assumptions can be confusing to students.

My focus on the population model emphasizes that the fundamental assumptions
underlying regression analysis, such as the zero mean assumption on the unobservable
error term, are properly stated conditional on the explanatory variables. This leads to a
clear understanding of the kinds of problems, such as heteroskedasticity (nonconstant
variance), that can invalidate standard inference procedures. By focusing on the popula-
tion I am also able to dispel several misconceptions that arise in econometrics texts at all
levels. For example, I explain why the usual R-squared is still valid as a goodness-of-
fit measure in the presence of heteroskedasticity (Chapter 8) or serially correlated errors
(Chapter 12); I provide a simple demonstration that tests for functional form should not
be viewed as general tests of omitted variables (Chapter 9); and I explain why one should
always include in a regression model extra control variables that are uncorrelated with the
explanatory variable of interest, which is often a key policy variable (Chapter 6).

Because the assumptions for cross-sectional analysis are relatively straightforward
yet realistic, students can get involved early with serious cross-sectional applications with-
out having to worry about the thorny issues of trends, seasonality, serial correlation, high
persistence, and spurious regression that are ubiquitous in time series regression models.
Initially, I figured that my treatment of regression with cross-sectional data followed by
regression with time series data would find favor with instructors whose own research in-
terests are in applied microeconomics, and that appears to be the case. It has been gratify-
ing that adopters of the text with an applied time series bent have been equally enthusiastic
about the structure of the text. By postponing the econometric analysis of time series data,
I am able to put proper focus on the potential pitfalls in analyzing time series data that
do not arise with cross-sectional data. In effect, time series econometrics finally gets the
serious treatment it deserves in an introductory text.

As in the earlier editions, I have consciously chosen topics that are important for
reading journal articles and for conducting basic empirical research. Within each topic,
I have deliberately omitted many tests and estimation procedures that, while traditionally
included in textbooks, have not withstood the empirical test of time. Likewise, I have
emphasized more recent topics that have clearly demonstrated their usefulness, such
as obtaining test statistics that are robust to heteroskedasticity (or serial correlation) of
unknown form, using multiple years of data for policy analysis, or solving the omitted
variable problem by instrumental variables methods. I appear to have made fairly good
choices, as I have received only a handful of suggestions for adding or deleting material.

I take a systematic approach throughout the text, by which I mean that each topic
is presented by building on the previous material in a logical fashion, and assumptions
are introduced only as they are needed to obtain a conclusion. For example, empirical
researchers who use econometrics in their research understand that not all of the
Gauss-Markov assumptions are needed to show that the ordinary least squares (OLS)
estimators are unbiased. Yet the vast majority of econometrics texts introduce a complete
set of assumptions (many of which are redundant or in some cases even logically con-
flicting) before proving the unbiasedness of OLS. Similarly, the normality assumption is
often included among the assumptions that are needed for the Gauss-Markov Theorem,
even though it is fairly well known that normality plays no role in showing that the OLS
estimators are the best linear unbiased estimators.
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My systematic approach is illustrated by the order of assumptions that I use for
multiple regression in Part 1. This structure results in a natural progression for briefly
summarizing the role of each assumption:

MLR.1: Introduce the population model and interpret the population parameters
(which we hope to estimate).

MLR.2: Introduce random sampling from the population and describe the data that
we use to estimate the population parameters.

MLR.3: Add the assumption on the explanatory variables that allows us to compute the
estimates from our sample; this is the so-called no perfect collinearity assumption.

MLR.4: Assume that, in the population, the mean of the unobservable error does not
depend on the values of the explanatory variables; this is the “mean independence”
assumption combined with a zero population mean for the error, and it is the key
assumption that delivers unbiasedness of OLS.

After introducing Assumptions MLR.1 to MLR.3, one can discuss the algebraic
properties of ordinary least squares—that is, the properties of OLS for a particular set of
data. By adding Assumption MLR.4, we can show that OLS is unbiased (and consistent).
Assumption MLR.5 (homoskedasticity) is added for the Gauss-Markov Theorem and for
the usual OLS variance formulas to be valid. Assumption MLR.6 (normality), which is not
introduced until Chapter 4, is added to round out the classical linear model assumptions.
The six assumptions are used to obtain exact statistical inference and to conclude that the
OLS estimators have the smallest variances among all unbiased estimators.

T use parallel approaches when I turn to the study of large-sample properties and when
I treat regression for time series data in Part 2. The careful presentation and discussion of
assumptions makes it relatively easy to transition to Part 3, which covers advanced top-
ics that include using pooled cross-sectional data, exploiting panel data structures, and
applying instrumental variables methods. Generally, I have strived to provide a unified
view of econometrics, where all estimators and test statistics are obtained using just a few
intuitively reasonable principles of estimation and testing (which, of course, also have rig-
orous justification). For example, regression-based tests for heteroskedasticity and serial
correlation are easy for students to grasp because they already have a solid understanding
of regression. This is in contrast to treatments that give a set of disjointed recipes for out-
dated econometric testing procedures.

Throughout the text, I emphasize ceteris paribus relationships, which is why, after
one chapter on the simple regression model, I move to multiple regression analysis. The
multiple regression setting motivates students to think about serious applications early.
I also give prominence to policy analysis with all kinds of data structures. Practical top-
ics, such as using proxy variables to obtain ceteris paribus effects and interpreting partial
effects in models with interaction terms, are covered in a simple fashion.

New to This Edition

I have added new exercises to nearly every chapter. Some are computer exercises using
existing data sets, some use new data sets, and others involve using computer simulations
to study the properties of the OLS estimator. I have also added more challenging problems
that require derivations.
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Some of the changes to the text are worth highlighting. In Chapter 3 I have further
expanded the discussion of multicollinearity and variance inflation factors, which I first
introduced in the fourth edition. Also in Chapter 3 is a new section on the language that
researchers should use when discussing equations estimated by ordinary least squares. It
is important for beginners to understand the difference between a model and an estimation
method and to remember this distinction as they learn about more sophisticated procedures
and mature into empirical researchers.

Chapter 5 now includes a more intuitive discussion about how one should think about
large-sample analysis, and emphasizes that it is the distribution of sample averages that
changes with the sample size; population distributions, by definition, are unchanging.
Chapter 6, in addition to providing more discussion of the logarithmic transformation as
applied to proportions, now includes a comprehensive list of considerations when using
the most common functional forms: logarithms, quadratics, and interaction terms.

Two important additions occur in Chapter 7. First, I clarify how one uses the sum of squared
residual F test to obtain the Chow test when the null hypothesis allows an intercept differ-
ence across the groups. Second, I have added Section 7.7, which provides a simple yet general
discussion of how to interpret linear models when the dependent variable is a discrete response.

Chapter 9 includes more discussion of using proxy variables to account for omitted,
confounding factors in multiple regression analysis. My hope is that it dispels some mis-
understandings about the purpose of adding proxy variables and the nature of the result-
ing multicollinearity. In this chapter I have also expanded the discussion of least absolute
deviations estimation (LAD). New problems—one about detecting omitted variables bias
and one about heteroskedasticity and LAD estimation—have been added to Chapter 9;
these should be a good challenge for well-prepared students.

The appendix to Chapter 13 now includes a discussion of standard errors that are
robust to both serial correlation and heteroskedasticity in the context of first-differencing
estimation with panel data. Such standard errors are computed routinely now in applied
microeconomic studies employing panel data methods. A discussion of the theory
is beyond the scope of this text but the basic idea is easy to describe. The appendix in
Chapter 14 contains a similar discussion for random effects and fixed effects estimation.
Chapter 14 also contains a new Section 14.3, which introduces the reader to the “correlated
random effects” approach to panel data models with unobserved heterogeneity. While this
topic is more advanced, it provides a synthesis of random and fixed effects methods, and
leads to important specification tests that are often reported in empirical research.

Chapter 15, on instrumental variables estimation, has been expanded in several ways.
The new material includes a warning about checking the signs of coefficients on instru-
mental variables in reduced form equations, a discussion of how to interpret the reduced
form for the dependent variable, and—as with the case of OLS in Chapter 3—emphasizes
that instrumental variables is an estimation method, not a “model.”

Targeted at Undergraduates, Adaptable
for Master’s Students

The text is designed for undergraduate economics majors who have taken college algebra and
one semester of introductory probability and statistics. (Appendices A, B, and C contain the req-
uisite background material.) A one-semester or one-quarter econometrics course would not be
expected to cover all, or even any, of the more advanced material in Part 3. A typical introductory
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course includes Chapters 1 through 8, which cover the basics of simple and multiple regression
for cross-sectional data. Provided the emphasis is on intuition and interpreting the empirical ex-
amples, the material from the first eight chapters should be accessible to undergraduates in most
economics departments. Most instructors will also want to cover at least parts of the chapters on
regression analysis with time series data, Chapters 10, 11, and 12, in varying degrees of depth. In
the one-semester course that I teach at Michigan State, I cover Chapter 10 fairly carefully, give an
overview of the material in Chapter 11, and cover the material on serial correlation in Chapter 12.
I find that this basic one-semester course puts students on a solid footing to write em-
pirical papers, such as a term paper, a senior seminar paper, or a senior thesis.
Chapter 9 contains more specialized topics that arise in analyzing cross-sectional data, including
data problems such as outliers and nonrandom sampling; for a one-semester course, it can be
skipped without loss of continuity.

The structure of the text makes it ideal for a course with a cross-sectional or pol-
icy analysis focus: the time series chapters can be skipped in lieu of topics from
Chapters 9, 13, 14, or 15. Chapter 13 is advanced only in the sense that it treats two new
data structures: independently pooled cross sections and two-period panel data analysis.
Such data structures are especially useful for policy analysis, and the chapter provides
several examples. Students with a good grasp of Chapters 1 through 8 will have little dif-
ficulty with Chapter 13. Chapter 14 covers more advanced panel data methods and would
probably be covered only in a second course. A good way to end a course on cross-sectional
methods is to cover the rudiments of instrumental variables estimation in Chapter 15.

I have used selected material in Part 3, including Chapters 13, 14, 15, and 17, in a
senior seminar geared to producing a serious research paper. Along with the basic one-
semester course, students who have been exposed to basic panel data analysis, instrumen-
tal variables estimation, and limited dependent variable models are in a position to read
large segments of the applied social sciences literature. Chapter 17 provides an introduc-
tion to the most common limited dependent variable models.

The text is also well suited for an introductory master’s level course, where the empha-
sis is on applications rather than on derivations using matrix algebra. Several instructors
have used the text to teach policy analysis at the master’s level. For instructors wanting to
present the material in matrix form, Appendices D and E are self-contained treatments of
the matrix algebra and the multiple regression model in matrix form.

At Michigan State, PhD students in many fields that require data analysis—including
accounting, agricultural economics, development economics, economics of education,
finance, international economics, labor economics, macroeconomics, political science,
and public finance—have found the text to be a useful bridge between the empirical work
that they read and the more theoretical econometrics they learn at the PhD level.

Design Features

Numerous in-text questions are scattered throughout, with answers supplied in
Appendix F. These questions are intended to provide students with immediate feedback.
Each chapter contains many numbered examples. Several of these are case studies drawn
from recently published papers, but where I have used my judgment to simplify the
analysis, hopefully without sacrificing the main point.

The end-of-chapter problems and computer exercises are heavily oriented toward
empirical work, rather than complicated derivations. The students are asked to reason
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carefully based on what they have learned. The computer exercises often expand on the
in-text examples. Several exercises use data sets from published works or similar data sets
that are motivated by published research in economics and other fields.

A pioneering feature of this introductory econometrics text is the extensive glossary.
The short definitions and descriptions are a helpful refresher for students studying for
exams or reading empirical research that uses econometric methods. I have added and
updated several entries for the fifth edition.

Data Sets—Available in Six Formats

This edition adds R data set as an additional format for viewing and analyzing data. In response
to popular demand, this edition also provides the Minitab® format. With more than 100 data
sets in six different formats, including Stata®, EViews®, Minitab®, Microsoft® Excel, R, and
TeX, the instructor has many options for problem sets, examples, and term projects. Because
most of the data sets come from actual research, some are very large. Except for partial lists of
data sets to illustrate the various data structures, the data sets are not reported in the text. This
book is geared to a course where computer work plays an integral role.

Updated Data Sets Handbook

An extensive data description manual is also available online. This manual contains a list of
data sources along with suggestions for ways to use the data sets that are not described in the
text. This unique handbook, created by author Jeffrey M. Wooldridge, lists the source of all
data sets for quick reference and how each might be used. Because the data book contains page
numbers, it is easy to see how the author used the data in the text. Students may want to view
the descriptions of each data set and it can help guide instructors in generating new homework
exercises, exam problems or term projects. The author also provides suggestions on improv-
ing the data sets in this detailed resource that is available on the book’s companion website at
http://login.cengage.com and students can access it free at www.cengagebrain.com.

Instructor Supplements

Instructor’s Manual with Solutions

The Instructor’s Manual with Solutions (978-1-111-57757-5) contains answers to all
problems and exercises, as well as teaching tips on how to present the material in each
chapter. The instructor’s manual also contains sources for each of the data files, with many
suggestions for how to use them on problem sets, exams, and term papers. This supple-
ment is available online only to instructors at http://login.cengage.com.

PowerPoint slides

Exceptional new PowerPoint® presentation slides, created specifically for this edition, help you
create engaging, memorable lectures. You’ll find teaching slides for each chapter in this edition,
including the advanced chapters in Part 3. You can modify or customize the slides for your spe-
cific course. PowerPoint® slides are available for convenient download on the instructor-only,
password-protected portion of the book’s companion website at http://login.cengage.com.
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Scientific Word Slides

Developed by the author, new Scientific Word® slides offer an alternative format
for instructors who prefer the Scientific Word® platform, the word processor cre-
ated by MacKichan Software, Inc. for composing mathematical and technical docu-
ments using LaTeX typesetting. These slides are based on the author’s actual lectures
and are available in PDF and TeX formats for convenient download on the instructor-
only, password-protected section of the book’s companion website at http://login.
cengage.com.

Test Bank

In response to user requests, this edition offers a brand new Test Bank written by the
author to ensure the highest quality and correspondence with the text. The author has cre-
ated Test Bank questions from actual tests developed for his own courses. You will find
a wealth and variety of problems, ranging from multiple-choice, to questions that require
simple statistical derivations to questions that require interpreting computer output. The
Test Bank is available for convenient download on the instructor-only, password-protected
portion of the companion website at http://login.cengage.com.

Student Supplements

The Student Solutions Manual contains suggestions on how to read each chapter as well as
answers to selected problems and computer exercises. The Student Solutions Manual can
be purchased as a Printed Access Code (978-1-111-57694-3) or as an Instant Access Code
(978-1-111-57693-6) and accessed online at www.cengagebrain.com.

Suggestions for Designing Your Course

I have already commented on the contents of most of the chapters as well as possible
outlines for courses. Here I provide more specific comments about material in chapters
that might be covered or skipped:

Chapter 9 has some interesting examples (such as a wage regression that includes 1Q
score as an explanatory variable). The rubric of proxy variables does not have to be for-
mally introduced to present these kinds of examples, and I typically do so when finishing
up cross-sectional analysis. In Chapter 12, for a one-semester course, I skip the material
on serial correlation robust inference for ordinary least squares as well as dynamic models
of heteroskedasticity.

Even in a second course I tend to spend only a little time on Chapter 16, which cov-
ers simultaneous equations analysis. I have found that instructors differ widely in their
opinions on the importance of teaching simultaneous equations models to undergraduates.
Some think this material is fundamental; others think it is rarely applicable. My own view
is that simultaneous equations models are overused (see Chapter 16 for a discussion).
If one reads applications carefully, omitted variables and measurement error are much
more likely to be the reason one adopts instrumental variables estimation, and this is
why I use omitted variables to motivate instrumental variables estimation in Chapter 15.
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Still, simultaneous equations models are indispensable for estimating demand and supply
functions, and they apply in some other important cases as well.

Chapter 17 is the only chapter that considers models inherently nonlinear in their
parameters, and this puts an extra burden on the student. The first material one should
cover in this chapter is on probit and logit models for binary response. My presentation
of Tobit models and censored regression still appears to be novel in introductory texts.
I explicitly recognize that the Tobit model is applied to corner solution outcomes on
random samples, while censored regression is applied when the data collection process
censors the dependent variable at essentially arbitrary thresholds.

Chapter 18 covers some recent important topics from time series econometrics,
including testing for unit roots and cointegration. I cover this material only in a second-
semester course at either the undergraduate or master’s level. A fairly detailed introduction
to forecasting is also included in Chapter 18.

Chapter 19, which would be added to the syllabus for a course that requires a term
paper, is much more extensive than similar chapters in other texts. It summarizes some
of the methods appropriate for various kinds of problems and data structures, points out
potential pitfalls, explains in some detail how to write a term paper in empirical economics,
and includes suggestions for possible projects.
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As always, it was a pleasure working with the team at South-Western/Cengage
Learning. Mike Worls, my longtime acquisitions editor, has learned very well how to
guide me with a firm yet gentle hand. Julie Warwick has quickly mastered the difficult
challenges of being the developmental editor of a dense, technical textbook. Julie’s
careful reading of the manuscript and fine eye for detail have improved this fifth edition
considerably.

Jean Buttrom did a terrific job as production manager and Karunakaran Gunasekaran
at PreMediaGlobal professionally and efficiently oversaw the project management and
typesetting of the manuscript.

Special thanks to Martin Biewen at the University of Tiibingen for creating the origi-
nal Powerpoint slides for the text. Thanks also to Francis Smart for assisting with the
creation of the R data sets.

This book is dedicated to my wife, Leslie Papke, who contributed materially to this
edition by writing the initial versions of the Scientific Word slides for the chapters in
Part 3; she then used the slides in her public policy course. Our children have contrib-
uted, too: Edmund has helped me keep the data handbook current, and Gwenyth keeps us
entertained with her artistic talents.

Jeffrey M. Wooldridge
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hapter 1 discusses the scope of econometrics and raises general issues that arise in the

application of econometric methods. Section 1.1 provides a brief discussion about
the purpose and scope of econometrics, and how it fits into economics analysis.
Section 1.2 provides examples of how one can start with an economic theory and build a
model that can be estimated using data. Section 1.3 examines the kinds of data sets that
are used in business, economics, and other social sciences. Section 1.4 provides an intui-
tive discussion of the difficulties associated with the inference of causality in the social

sciences.

1.1 What Is Econometrics?

Imagine that you are hired by your state government to evaluate the effectiveness of a
publicly funded job training program. Suppose this program teaches workers various ways
to use computers in the manufacturing process. The twenty-week program offers courses
during nonworking hours. Any hourly manufacturing worker may participate, and enroll-
ment in all or part of the program is voluntary. You are to determine what, if any, effect
the training program has on each worker’s subsequent hourly wage.

Now, suppose you work for an investment bank. You are to study the returns on dif-
ferent investment strategies involving short-term U.S. treasury bills to decide whether they
comply with implied economic theories.

The task of answering such questions may seem daunting at first. At this point, you
may only have a vague idea of the kind of data you would need to collect. By the end of
this introductory econometrics course, you should know how to use econometric methods
to formally evaluate a job training program or to test a simple economic theory.

Econometrics is based upon the development of statistical methods for estimating
economic relationships, testing economic theories, and evaluating and implementing gov-
ernment and business policy. The most common application of econometrics is the fore-
casting of such important macroeconomic variables as interest rates, inflation rates, and
gross domestic product. Whereas forecasts of economic indicators are highly visible and
often widely published, econometric methods can be used in economic areas that have
nothing to do with macroeconomic forecasting. For example, we will study the effects of
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political campaign expenditures on voting outcomes. We will consider the effect of school
spending on student performance in the field of education. In addition, we will learn how
to use econometric methods for forecasting economic time series.

Econometrics has evolved as a separate discipline from mathematical statis-
tics because the former focuses on the problems inherent in collecting and analyzing
nonexperimental economic data. Nonexperimental data are not accumulated through
controlled experiments on individuals, firms, or segments of the economy. (Nonexperi-
mental data are sometimes called observational data, or retrospective data, to empha-
size the fact that the researcher is a passive collector of the data.) Experimental data
are often collected in laboratory environments in the natural sciences, but they are much
more difficult to obtain in the social sciences. Although some social experiments can be
devised, it is often impossible, prohibitively expensive, or morally repugnant to conduct
the kinds of controlled experiments that would be needed to address economic issues. We
give some specific examples of the differences between experimental and nonexperimen-
tal data in Section 1.4.

Naturally, econometricians have borrowed from mathematical statisticians whenever
possible. The method of multiple regression analysis is the mainstay in both fields, but its
focus and interpretation can differ markedly. In addition, economists have devised new
techniques to deal with the complexities of economic data and to test the predictions of
economic theories.

1.2 Steps in Empirical Economic Analysis

Econometric methods are relevant in virtually every branch of applied economics. They
come into play either when we have an economic theory to test or when we have a rela-
tionship in mind that has some importance for business decisions or policy analysis. An
empirical analysis uses data to test a theory or to estimate a relationship.

How does one go about structuring an empirical economic analysis? It may seem
obvious, but it is worth emphasizing that the first step in any empirical analysis is the
careful formulation of the question of interest. The question might deal with testing a
certain aspect of an economic theory, or it might pertain to testing the effects of a govern-
ment policy. In principle, econometric methods can be used to answer a wide range of
questions.

In some cases, especially those that involve the testing of economic theories, a for-
mal economic model is constructed. An economic model consists of mathematical equa-
tions that describe various relationships. Economists are well known for their building of
models to describe a vast array of behaviors. For example, in intermediate microeconom-
ics, individual consumption decisions, subject to a budget constraint, are described by
mathematical models. The basic premise underlying these models is utility maximization.
The assumption that individuals make choices to maximize their well-being, subject to
resource constraints, gives us a very powerful framework for creating tractable economic
models and making clear predictions. In the context of consumption decisions, utility
maximization leads to a set of demand equations. In a demand equation, the quantity
demanded of each commodity depends on the price of the goods, the price of substi-
tute and complementary goods, the consumer’s income, and the individual’s character-
istics that affect taste. These equations can form the basis of an econometric analysis of
consumer demand.
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Economists have used basic economic tools, such as the utility maximization
framework, to explain behaviors that at first glance may appear to be noneconomic in
nature. A classic example is Becker’s (1968) economic model of criminal behavior.

ECONOMIC MODEL OF CRIME

In a seminal article, Nobel Prize winner Gary Becker postulated a utility maximization
framework to describe an individual’s participation in crime. Certain crimes have clear
economic rewards, but most criminal behaviors have costs. The opportunity costs of crime
prevent the criminal from participating in other activities such as legal employment. In
addition, there are costs associated with the possibility of being caught and then, if con-
victed, the costs associated with incarceration. From Becker’s perspective, the decision
to undertake illegal activity is one of resource allocation, with the benefits and costs of
competing activities taken into account.

Under general assumptions, we can derive an equation describing the amount of time
spent in criminal activity as a function of various factors. We might represent such a func-
tion as

y= f(—xl’ X, X3, X4, X5, Xg, .X7), [1 1]
where

y = hours spent in criminal activities,

x; = “wage” for an hour spent in criminal activity,
X, = hourly wage in legal employment,

x3 = income other than from crime or employment,
x, = probability of getting caught,

x5 = probability of being convicted if caught,

x¢ = expected sentence if convicted, and

X, = age.

Other factors generally affect a person’s decision to participate in crime, but the list above
is representative of what might result from a formal economic analysis. As is common in
economic theory, we have not been specific about the function f(-) in (1.1). This function
depends on an underlying utility function, which is rarely known. Nevertheless, we can use
economic theory—or introspection—to predict the effect that each variable would have
on criminal activity. This is the basis for an econometric analysis of individual criminal
activity.

Formal economic modeling is sometimes the starting point for empirical analysis,
but it is more common to use economic theory less formally, or even to rely entirely
on intuition. You may agree that the determinants of criminal behavior appearing in
equation (1.1) are reasonable based on common sense; we might arrive at such an equa-
tion directly, without starting from utility maximization. This view has some merit,
although there are cases in which formal derivations provide insights that intuition can
overlook.

Next is an example of an equation that we can derive through somewhat informal
reasoning.
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JOB TRAINING AND WORKER PRODUCTIVITY

Consider the problem posed at the beginning of Section 1.1. A labor economist would
like to examine the effects of job training on worker productivity. In this case, there is
little need for formal economic theory. Basic economic understanding is sufficient for
realizing that factors such as education, experience, and training affect worker produc-
tivity. Also, economists are well aware that workers are paid commensurate with their
productivity. This simple reasoning leads to a model such as

wage = f(educ, exper, training), [1.2]
where
wage = hourly wage,
educ = years of formal education,
exper = years of workforce experience, and

training = weeks spent in job training.

Again, other factors generally affect the wage rate, but equation (1.2) captures the
essence of the problem.

After we specify an economic model, we need to turn it into what we call an
econometric model. Because we will deal with econometric models throughout this text,
it is important to know how an econometric model relates to an economic model. Take
equation (1.1) as an example. The form of the function f(-) must be specified before we
can undertake an econometric analysis. A second issue concerning (1.1) is how to deal
with variables that cannot reasonably be observed. For example, consider the wage that
a person can earn in criminal activity. In principle, such a quantity is well defined, but it
would be difficult if not impossible to observe this wage for a given individual. Even vari-
ables such as the probability of being arrested cannot realistically be obtained for a given
individual, but at least we can observe relevant arrest statistics and derive a variable that
approximates the probability of arrest. Many other factors affect criminal behavior that we
cannot even list, let alone observe, but we must somehow account for them.

The ambiguities inherent in the economic model of crime are resolved by specifying a
particular econometric model:

crime = B, + Bywage,, + B,othinc + B; freqarr + B, freqconv

+ Bsavgsen + Bgage + u, [1.3]
where
crime = some measure of the frequency of criminal activity,
wage,, = the wage that can be earned in legal employment,
othinc = the income from other sources (assets, inheritance, and so on),

freqarr = the frequency of arrests for prior infractions (to approximate
the probability of arrest),

freqconv = the frequency of conviction, and

avgsen = the average sentence length after conviction.

The choice of these variables is determined by the economic theory as well as data
considerations. The term u contains unobserved factors, such as the wage for criminal
activity, moral character, family background, and errors in measuring things like criminal
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activity and the probability of arrest. We could add family background variables to the
model, such as number of siblings, parents’ education, and so on, but we can never elimi-
nate u entirely. In fact, dealing with this error term or disturbance term is perhaps the
most important component of any econometric analysis.

The constants B, By, ..., Be are the parameters of the econometric model, and they
describe the directions and strengths of the relationship between crime and the factors
used to determine crime in the model.

A complete econometric model for Example 1.2 might be

wage = By + Beduc + B,exper + Bstraining + u, [1.4]

where the term u contains factors such as “innate ability,” quality of education, family
background, and the myriad other factors that can influence a person’s wage. If we
are specifically concerned about the effects of job training, then 35 is the parameter of
interest.

For the most part, econometric analysis begins by specifying an econometric model,
without consideration of the details of the model’s creation. We generally follow this
approach, largely because careful derivation of something like the economic model of
crime is time-consuming and can take us into some specialized and often difficult areas
of economic theory. Economic reasoning will play a role in our examples, and we will
merge any underlying economic theory into the econometric model specification. In the
economic model of crime example, we would start with an econometric model such as
(1.3) and use economic reasoning and common sense as guides for choosing the variables.
Although this approach loses some of the richness of economic analysis, it is commonly
and effectively applied by careful researchers.

Once an econometric model such as (1.3) or (1.4) has been specified, various
hypotheses of interest can be stated in terms of the unknown parameters. For example, in
equation (1.3), we might hypothesize that wage,,, the wage that can be earned in legal em-
ployment, has no effect on criminal behavior. In the context of this particular econometric
model, the hypothesis is equivalent to 8, = 0.

An empirical analysis, by definition, requires data. After data on the relevant vari-
ables have been collected, econometric methods are used to estimate the parameters in the
econometric model and to formally test hypotheses of interest. In some cases, the econo-
metric model is used to make predictions in either the testing of a theory or the study of a
policy’s impact.

Because data collection is so important in empirical work, Section 1.3 will describe
the kinds of data that we are likely to encounter.

1.3 The Structure of Economic Data

Economic data sets come in a variety of types. Whereas some econometric methods can
be applied with little or no modification to many different kinds of data sets, the special
features of some data sets must be accounted for or should be exploited. We next describe
the most important data structures encountered in applied work.

Cross-Sectional Data
A cross-sectional data set consists of a sample of individuals, households, firms, cities,

states, countries, or a variety of other units, taken at a given point in time. Sometimes, the
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data on all units do not correspond to precisely the same time period. For example, several
families may be surveyed during different weeks within a year. In a pure cross-sectional
analysis, we would ignore any minor timing differences in collecting the data. If a set of
families was surveyed during different weeks of the same year, we would still view this as
a cross-sectional data set.

An important feature of cross-sectional data is that we can often assume that they
have been obtained by random sampling from the underlying population. For example, if
we obtain information on wages, education, experience, and other characteristics by ran-
domly drawing 500 people from the working population, then we have a random sample
from the population of all working people. Random sampling is the sampling scheme cov-
ered in introductory statistics courses, and it simplifies the analysis of cross-sectional data.
A review of random sampling is contained in Appendix C.

Sometimes, random sampling is not appropriate as an assumption for analyzing cross-
sectional data. For example, suppose we are interested in studying factors that influence
the accumulation of family wealth. We could survey a random sample of families, but
some families might refuse to report their wealth. If, for example, wealthier families are
less likely to disclose their wealth, then the resulting sample on wealth is not a random
sample from the population of all families. This is an illustration of a sample selection
problem, an advanced topic that we will discuss in Chapter 17.

Another violation of random sampling occurs when we sample from units that are
large relative to the population, particularly geographical units. The potential problem in
such cases is that the population is not large enough to reasonably assume the observa-
tions are independent draws. For example, if we want to explain new business activity
across states as a function of wage rates, energy prices, corporate and property tax rates,
services provided, quality of the workforce, and other state characteristics, it is unlikely
that business activities in states near one another are independent. It turns out that the
econometric methods that we discuss do work in such situations, but they sometimes need
to be refined. For the most part, we will ignore the intricacies that arise in analyzing such
situations and treat these problems in a random sampling framework, even when it is not
technically correct to do so.

Cross-sectional data are widely used in economics and other social sciences.
In economics, the analysis of cross-sectional data is closely aligned with the ap-
plied microeconomics fields, such as labor economics, state and local public finance,
industrial organization, urban economics, demography, and health economics. Data on
individuals, households, firms, and cities at a given point in time are important for testing
microeconomic hypotheses and evaluating economic policies.

The cross-sectional data used for econometric analysis can be represented and
stored in computers. Table 1.1 contains, in abbreviated form, a cross-sectional data set
on 526 working individuals for the year 1976. (This is a subset of the data in the file
WAGEI1.RAW.) The variables include wage (in dollars per hour), educ (years of educa-
tion), exper (years of potential labor force experience), female (an indicator for gender),
and married (marital status). These last two variables are binary (zero-one) in nature and
serve to indicate qualitative features of the individual (the person is female or not; the
person is married or not). We will have much to say about binary variables in Chapter 7
and beyond.

The variable obsno in Table 1.1 is the observation number assigned to each person
in the sample. Unlike the other variables, it is not a characteristic of the individual. All
econometrics and statistics software packages assign an observation number to each data
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obsno wage educ exper female married

1 3.10 11 2 1 0

2 3.24 12 22 1 1

3 3.00 11 2 0 0

4 6.00 8 44 0 1

5 5.30 12 7 0 1
525 11.56 16 5 0 é
526 3.50 14 5 1 0 s

unit. Intuition should tell you that, for data such as that in Table 1.1, it does not matter
which person is labeled as observation 1, which person is called observation 2, and so on.
The fact that the ordering of the data does not matter for econometric analysis is a key
feature of cross-sectional data sets obtained from random sampling.

Different variables sometimes correspond to different time periods in cross-sectional
data sets. For example, to determine the effects of government policies on long-term eco-
nomic growth, economists have studied the relationship between growth in real per capita
gross domestic product (GDP) over a certain period (say, 1960 to 1985) and variables de-
termined in part by government policy in 1960 (government consumption as a percentage
of GDP and adult secondary education rates). Such a data set might be represented as in
Table 1.2, which constitutes part of the data set used in the study of cross-country growth
rates by De Long and Summers (1991).

The variable gpcrgdp represents average growth in real per capita GDP over the pe-
riod 1960 to 1985. The fact that govcons60 (government consumption as a percentage
of GDP) and second60 (percentage of adult population with a secondary education) cor-
respond to the year 1960, while gpcrgdp is the average growth over the period from 1960
to 1985, does not lead to any special problems in treating this information as a cross-
sectional data set. The observations are listed alphabetically by country, but nothing about
this ordering affects any subsequent analysis.

TABLE 1.2 A Data Set on Economic Growth Rates and Country Characteristics

obsno country gpcrgdp govcons60 second60
1 Argentina 0.89 9 32
2 Austria 3.32 16 50
3 Belgium 2.56 13 69
4 Bolivia 1.24 18 12
61 Zimbabwe 2.30 17 6 §
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Time Series Data

A time series data set consists of observations on a variable or several variables over
time. Examples of time series data include stock prices, money supply, consumer price in-
dex, gross domestic product, annual homicide rates, and automobile sales figures. Because
past events can influence future events and lags in behavior are prevalent in the social sci-
ences, time is an important dimension in a time series data set. Unlike the arrangement of
cross-sectional data, the chronological ordering of observations in a time series conveys
potentially important information.

A key feature of time series data that makes them more difficult to analyze than
cross-sectional data is that economic observations can rarely, if ever, be assumed to be
independent across time. Most economic and other time series are related, often strongly
related, to their recent histories. For example, knowing something about the gross domes-
tic product from last quarter tells us quite a bit about the likely range of the GDP during
this quarter, because GDP tends to remain fairly stable from one quarter to the next. Al-
though most econometric procedures can be used with both cross-sectional and time series
data, more needs to be done in specifying econometric models for time series data before
standard econometric methods can be justified. In addition, modifications and embellish-
ments to standard econometric techniques have been developed to account for and exploit
the dependent nature of economic time series and to address other issues, such as the fact
that some economic variables tend to display clear trends over time.

Another feature of time series data that can require special attention is the data frequency
at which the data are collected. In economics, the most common frequencies are daily,
weekly, monthly, quarterly, and annually. Stock prices are recorded at daily intervals (exclud-
ing Saturday and Sunday). The money supply in the U.S. economy is reported weekly. Many
macroeconomic series are tabulated monthly, including inflation and unemployment rates.
Other macro series are recorded less frequently, such as every three months (every quarter).
Gross domestic product is an important example of a quarterly series. Other time series, such
as infant mortality rates for states in the United States, are available only on an annual basis.

Many weekly, monthly, and quarterly economic time series display a strong seasonal
pattern, which can be an important factor in a time series analysis. For example, monthly
data on housing starts differ across the months simply due to changing weather conditions.
We will learn how to deal with seasonal time series in Chapter 10.

Table 1.3 contains a time series data set obtained from an article by Castillo-Freeman
and Freeman (1992) on minimum wage effects in Puerto Rico. The earliest year in the

TABLE 1.3 Minimum Wage, Unemployment, and Related Data for Puerto Rico

obsno year avgmin avgcov prunemp prgnp
1 1950 0.20 20.1 15.4 878.7
2 1951 0.21 20.7 16.0 925.0
3 1952 0.23 22.6 14.8 1015.9
37 1986 3.35 58.1 18.9 4281.6 %
38 1987 3.35 58.2 16.8 4496.7 §
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data set is the first observation, and the most recent year available is the last observation.
When econometric methods are used to analyze time series data, the data should be stored
in chronological order.

The variable avgmin refers to the average minimum wage for the year, avgcov is the
average coverage rate (the percentage of workers covered by the minimum wage law),
prunemp is the unemployment rate, and prgnp is the gross national product, in millions
of 1954 dollars. We will use these data later in a time series analysis of the effect of the
minimum wage on employment.

Pooled Cross Sections

Some data sets have both cross-sectional and time series features. For example, suppose
that two cross-sectional household surveys are taken in the United States, one in 1985 and
one in 1990. In 1985, a random sample of households is surveyed for variables such as
income, savings, family size, and so on. In 1990, a new random sample of households is
taken using the same survey questions. To increase our sample size, we can form a pooled
cross section by combining the two years.

Pooling cross sections from different years is often an effective way of analyzing
the effects of a new government policy. The idea is to collect data from the years before
and after a key policy change. As an example, consider the following data set on housing
prices taken in 1993 and 1995, before and after a reduction in property taxes in 1994. Sup-
pose we have data on 250 houses for 1993 and on 270 houses for 1995. One way to store
such a data set is given in Table 1.4.

Observations 1 through 250 correspond to the houses sold in 1993, and observations
251 through 520 correspond to the 270 houses sold in 1995. Although the order in which

TABLE 1.4 Pooled Cross Sections: Two Years of Housing Prices

obsno year hprice proptax sqrft bdrms bthrms
1 1993 85500 42 1600 3 2.0
2 1993 67300 36 1440 3 25
3 1993 134000 38 2000 4 2.5
250 1993 243600 41 2600 4 3.0
251 1995 65000 16 1250 2 1.0
252 1995 182400 20 2200 4 2.0
253 1995 97500 15 1540 3 2.0
520 1995 57200 16 1100 2 1.5 §
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we store the data turns out not to be crucial, keeping track of the year for each observation
is usually very important. This is why we enter year as a separate variable.

A pooled cross section is analyzed much like a standard cross section, except that
we often need to account for secular differences in the variables across the time. In fact,
in addition to increasing the sample size, the point of a pooled cross-sectional analysis is
often to see how a key relationship has changed over time.

Panel or Longitudinal Data

A panel data (or longitudinal data) set consists of a time series for each cross-sectional
member in the data set. As an example, suppose we have wage, education, and employ-
ment history for a set of individuals followed over a ten-year period. Or we might collect
information, such as investment and financial data, about the same set of firms over a
five-year time period. Panel data can also be collected on geographical units. For example,
we can collect data for the same set of counties in the United States on immigration flows,
tax rates, wage rates, government expenditures, and so on, for the years 1980, 1985,
and 1990.

The key feature of panel data that distinguishes them from a pooled cross section is
that the same cross-sectional units (individuals, firms, or counties in the preceding ex-
amples) are followed over a given time period. The data in Table 1.4 are not considered a
panel data set because the houses sold are likely to be different in 1993 and 1995; if there
are any duplicates, the number is likely to be so small as to be unimportant. In contrast,
Table 1.5 contains a two-year panel data set on crime and related statistics for 150 cities in
the United States.

There are several interesting features in Table 1.5. First, each city has been given a
number from 1 through 150. Which city we decide to call city 1, city 2, and so on is ir-
relevant. As with a pure cross section, the ordering in the cross section of a panel data set
does not matter. We could use the city name in place of a number, but it is often useful to
have both.

TABLE 1.5 A Two-Year Panel Data Set on City Crime Statistics

obsno city year murders  population unem police

1 1 1986 5 350000 8.7 440

2 1 1990 8 359200 7.2 471

3 2 1986 2 64300 5.4 75

4 2 1990 1 65100 5.5 75
297 149 1986 10 260700 9.6 286 %
298 149 1990 6 245000 9.8 334 g
299 150 1986 25 543000 4.3 520 %
300 150 1990 32 546200 5.2 493 g
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A second point is that the two years of data for city 1 fill the first two rows or
observations. Observations 3 and 4 correspond to city 2, and so on. Because each of the
150 cities has two rows of data, any econometrics package will view this as 300 observa-
tions. This data set can be treated as a pooled cross section, where the same cities happen
to show up in each year. But, as we will see in Chapters 13 and 14, we can also use the
panel structure to analyze questions that cannot be answered by simply viewing this as a
pooled cross section.

In organizing the observations in Table 1.5, we place the two years of data for each
city adjacent to one another, with the first year coming before the second in all cases. For
just about every practical purpose, this is the preferred way for ordering panel data sets.
Contrast this organization with the way the pooled cross sections are stored in Table 1.4.
In short, the reason for ordering panel data as in Table 1.5 is that we will need to perform
data transformations for each city across the two years.

Because panel data require replication of the same units over time, panel data sets,
especially those on individuals, households, and firms, are more difficult to obtain than
pooled cross sections. Not surprisingly, observing the same units over time leads to sev-
eral advantages over cross-sectional data or even pooled cross-sectional data. The benefit
that we will focus on in this text is that having multiple observations on the same units
allows us to control for certain unobserved characteristics of individuals, firms, and so
on. As we will see, the use of more than one observation can facilitate causal inference in
situations where inferring causality would be very difficult if only a single cross section
were available. A second advantage of panel data is that they often allow us to study the
importance of lags in behavior or the result of decision making. This information can be
significant because many economic policies can be expected to have an impact only after
some time has passed.

Most books at the undergraduate level do not contain a discussion of econometric
methods for panel data. However, economists now recognize that some questions are dif-
ficult, if not impossible, to answer satisfactorily without panel data. As you will see, we
can make considerable progress with simple panel data analysis, a method that is not much
more difficult than dealing with a standard cross-sectional data set.

A Comment on Data Structures

Part 1 of this text is concerned with the analysis of cross-sectional data, because this poses
the fewest conceptual and technical difficulties. At the same time, it illustrates most of the
key themes of econometric analysis. We will use the methods and insights from cross-
sectional analysis in the remainder of the text.

Although the econometric analysis of time series uses many of the same tools as
cross-sectional analysis, it is more complicated because of the trending, highly persistent
nature of many economic time series. Examples that have been traditionally used to illus-
trate the manner in which econometric methods can be applied to time series data are now
widely believed to be flawed. It makes little sense to use such examples initially, since this
practice will only reinforce poor econometric practice. Therefore, we will postpone the
treatment of time series econometrics until Part 2, when the important issues concerning
trends, persistence, dynamics, and seasonality will be introduced.

In Part 3, we will treat pooled cross sections and panel data explicitly. The analy-
sis of independently pooled cross sections and simple panel data analysis are fairly
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straightforward extensions of pure cross-sectional analysis. Nevertheless, we will wait
until Chapter 13 to deal with these topics.

1.4 Causality and the Notion of Ceteris Paribus
in Econometric Analysis

In most tests of economic theory, and certainly for evaluating public policy, the
economist’s goal is to infer that one variable (such as education) has a causal effect on
another variable (such as worker productivity). Simply finding an association between two
or more variables might be suggestive, but unless causality can be established, it is rarely
compelling.

The notion of ceteris paribus—which means “other (relevant) factors being equal”—
plays an important role in causal analysis. This idea has been implicit in some of our
earlier discussion, particularly Examples 1.1 and 1.2, but thus far we have not explicitly
mentioned it.

You probably remember from introductory economics that most economic questions
are ceteris paribus by nature. For example, in analyzing consumer demand, we are in-
terested in knowing the effect of changing the price of a good on its quantity demanded,
while holding all other factors—such as income, prices of other goods, and individual
tastes—fixed. If other factors are not held fixed, then we cannot know the causal effect of
a price change on quantity demanded.

Holding other factors fixed is critical for policy analysis as well. In the job train-
ing example (Example 1.2), we might be interested in the effect of another week of job
training on wages, with all other components being equal (in particular, education and
experience). If we succeed in holding all other relevant factors fixed and then find a link
between job training and wages, we can conclude that job training has a causal effect on
worker productivity. Although this may seem pretty simple, even at this early stage it
should be clear that, except in very special cases, it will not be possible to literally hold all
else equal. The key question in most empirical studies is: Have enough other factors been
held fixed to make a case for causality? Rarely is an econometric study evaluated without
raising this issue.

In most serious applications, the number of factors that can affect the variable of
interest—such as criminal activity or wages—is immense, and the isolation of any partic-
ular variable may seem like a hopeless effort. However, we will eventually see that, when
carefully applied, econometric methods can simulate a ceteris paribus experiment.

At this point, we cannot yet explain how econometric methods can be used to esti-
mate ceteris paribus effects, so we will consider some problems that can arise in trying
to infer causality in economics. We do not use any equations in this discussion. For each
example, the problem of inferring causality disappears if an appropriate experiment can be
carried out. Thus, it is useful to describe how such an experiment might be structured, and
to observe that, in most cases, obtaining experimental data is impractical. It is also helpful
to think about why the available data fail to have the important features of an experimental
data set.

We rely for now on your intuitive understanding of such terms as random, indepen-
dence, and correlation, all of which should be familiar from an introductory probability
and statistics course. (These concepts are reviewed in Appendix B.) We begin with an
example that illustrates some of these important issues.
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EFFECTS OF FERTILIZER ON CROP YIELD

Some early econometric studies [for example, Griliches (1957)] considered the effects
of new fertilizers on crop yields. Suppose the crop under consideration is soybeans.
Since fertilizer amount is only one factor affecting yields—some others include rainfall,
quality of land, and presence of parasites—this issue must be posed as a ceteris paribus
question. One way to determine the causal effect of fertilizer amount on soybean yield
is to conduct an experiment, which might include the following steps. Choose several
one-acre plots of land. Apply different amounts of fertilizer to each plot and subse-
quently measure the yields; this gives us a cross-sectional data set. Then, use statistical
methods (to be introduced in Chapter 2) to measure the association between yields and
fertilizer amounts.

As described earlier, this may not seem like a very good experiment because we have
said nothing about choosing plots of land that are identical in all respects except for the
amount of fertilizer. In fact, choosing plots of land with this feature is not feasible: some of
the factors, such as land quality, cannot even be fully observed. How do we know the results
of this experiment can be used to measure the ceteris paribus effect of fertilizer? The answer
depends on the specifics of how fertilizer amounts are chosen. If the levels of fertilizer are
assigned to plots independently of other plot features that affect yield—that is, other charac-
teristics of plots are completely ignored when deciding on fertilizer amounts—then we are in
business. We will justify this statement in Chapter 2.

The next example is more representative of the difficulties that arise when inferring causality
in applied economics.

MEASURING THE RETURN TO EDUCATION

Labor economists and policy makers have long been interested in the “return to educa-
tion.” Somewhat informally, the question is posed as follows: If a person is chosen from
the population and given another year of education, by how much will his or her wage
increase? As with the previous examples, this is a ceteris paribus question, which implies
that all other factors are held fixed while another year of education is given to the person.

We can imagine a social planner designing an experiment to get at this issue, much as
the agricultural researcher can design an experiment to estimate fertilizer effects. Assume,
for the moment, that the social planner has the ability to assign any level of education to
any person. How would this planner emulate the fertilizer experiment in Example 1.3? The
planner would choose a group of people and randomly assign each person an amount of
education; some people are given an eighth-grade education, some are given a high school
education, some are given two years of college, and so on. Subsequently, the planner mea-
sures wages for this group of people (where we assume that each person then works in a
job). The people here are like the plots in the fertilizer example, where education plays
the role of fertilizer and wage rate plays the role of soybean yield. As with Example 1.3,
if levels of education are assigned independently of other characteristics that affect pro-
ductivity (such as experience and innate ability), then an analysis that ignores these other
factors will yield useful results. Again, it will take some effort in Chapter 2 to justify this
claim; for now, we state it without support.
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Unlike the fertilizer-yield example, the experiment described in Example 1.4 is unfeasible.
The ethical issues, not to mention the economic costs, associated with randomly determin-
ing education levels for a group of individuals are obvious. As a logistical matter, we could
not give someone only an eighth-grade education if he or she already has a college degree.

Even though experimental data cannot be obtained for measuring the return to educa-
tion, we can certainly collect nonexperimental data on education levels and wages for a
large group by sampling randomly from the population of working people. Such data are
available from a variety of surveys used in labor economics, but these data sets have a
feature that makes it difficult to estimate the ceteris paribus return to education. People
choose their own levels of education; therefore, education levels are probably not deter-
mined independently of all other factors affecting wage. This problem is a feature shared
by most nonexperimental data sets.

One factor that affects wage is experience in the workforce. Since pursuing more edu-
cation generally requires postponing entering the workforce, those with more education
usually have less experience. Thus, in a nonexperimental data set on wages and education,
education is likely to be negatively associated with a key variable that also affects wage.
It is also believed that people with more innate ability often choose higher levels of edu-
cation. Since higher ability leads to higher wages, we again have a correlation between
education and a critical factor that affects wage.

The omitted factors of experience and ability in the wage example have analogs in
the fertilizer example. Experience is generally easy to measure and therefore is similar to
a variable such as rainfall. Ability, on the other hand, is nebulous and difficult to quantify;
it is similar to land quality in the fertilizer example. As we will see throughout this text,
accounting for other observed factors, such as experience, when estimating the ceteris
paribus effect of another variable, such as education, is relatively straightforward. We will
also find that accounting for inherently unobservable factors, such as ability, is much more
problematic. It is fair to say that many of the advances in econometric methods have tried
to deal with unobserved factors in econometric models.

One final parallel can be drawn between Examples 1.3 and 1.4. Suppose that in the fertilizer
example, the fertilizer amounts were not entirely determined at random. Instead, the assistant
who chose the fertilizer levels thought it would be better to put more fertilizer on the higher-
quality plots of land. (Agricultural researchers should have a rough idea about which plots of
land are of better quality, even though they may not be able to fully quantify the differences.)
This situation is completely analogous to the level of schooling being related to unobserved abil-
ity in Example 1.4. Because better land leads to higher yields, and more fertilizer was used on
the better plots, any observed relationship between yield and fertilizer might be spurious.

Difficulty in inferring causality can also arise when studying data at fairly high levels
of aggregation, as the next example on city crime rates shows.

THE EFFECT OF LAW ENFORCEMENT ON CITY CRIME
LEVELS

The issue of how best to prevent crime has been, and will probably continue to be, with us
for some time. One especially important question in this regard is: Does the presence of
more police officers on the street deter crime?

The ceteris paribus question is easy to state: If a city is randomly chosen and given,
say, ten additional police officers, by how much would its crime rates fall? Another way
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to state the question is: If two cities are the same in all respects, except that city A has ten
more police officers than city B, by how much would the two cities’ crime rates differ?

It would be virtually impossible to find pairs of communities identical in all respects
except for the size of their police force. Fortunately, econometric analysis does not require
this. What we do need to know is whether the data we can collect on community crime
levels and the size of the police force can be viewed as experimental. We can certainly
imagine a true experiment involving a large collection of cities where we dictate how
many police officers each city will use for the upcoming year.

Although policies can be used to affect the size of police forces, we clearly cannot
tell each city how many police officers it can hire. If, as is likely, a city’s decision on how
many police officers to hire is correlated with other city factors that affect crime, then the
data must be viewed as nonexperimental. In fact, one way to view this problem is to see
that a city’s choice of police force size and the amount of crime are simultaneously deter-
mined. We will explicitly address such problems in Chapter 16.

The first three examples we have discussed have dealt with cross-sectional data at
various levels of aggregation (for example, at the individual or city levels). The same
hurdles arise when inferring causality in time series problems.

THE EFFECT OF THE MINIMUM WAGE
ON UNEMPLOYMENT

An important, and perhaps contentious, policy issue concerns the effect of the minimum
wage on unemployment rates for various groups of workers. Although this problem can be
studied in a variety of data settings (cross-sectional, time series, or panel data), time series
data are often used to look at aggregate effects. An example of a time series data set on
unemployment rates and minimum wages was given in Table 1.3.

Standard supply and demand analysis implies that, as the minimum wage is increased
above the market clearing wage, we slide up the demand curve for labor and total employ-
ment decreases. (Labor supply exceeds labor demand.) To quantify this effect, we can
study the relationship between employment and the minimum wage over time. In addition
to some special difficulties that can arise in dealing with time series data, there are pos-
sible problems with inferring causality. The minimum wage in the United States is not
determined in a vacuum. Various economic and political forces impinge on the final mini-
mum wage for any given year. (The minimum wage, once determined, is usually in place
for several years, unless it is indexed for inflation.) Thus, it is probable that the amount of
the minimum wage is related to other factors that have an effect on employment levels.

We can imagine the U.S. government conducting an experiment to determine the em-
ployment effects of the minimum wage (as opposed to worrying about the welfare of low-
wage workers). The minimum wage could be randomly set by the government each year,
and then the employment outcomes could be tabulated. The resulting experimental time
series data could then be analyzed using fairly simple econometric methods. But this sce-
nario hardly describes how minimum wages are set.

If we can control enough other factors relating to employment, then we can still hope
to estimate the ceteris paribus effect of the minimum wage on employment. In this sense,
the problem is very similar to the previous cross-sectional examples.
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Even when economic theories are not most naturally described in terms of causality,
they often have predictions that can be tested using econometric methods. The following
example demonstrates this approach.

EXAMPLE 1.7 THE EXPECTATIONS HYPOTHESIS

The expectations hypothesis from financial economics states that, given all information
available to investors at the time of investing, the expected return on any two invest-
ments is the same. For example, consider two possible investments with a three-month
investment horizon, purchased at the same time: (1) Buy a three-month T-bill with a face
value of $10,000, for a price below $10,000; in three months, you receive $10,000.
(2) Buy a six-month T-bill (at a price below $10,000) and, in three months, sell it as a
three-month T-bill. Each investment requires roughly the same amount of initial capital,
but there is an important difference. For the first investment, you know exactly what the
return is at the time of purchase because you know the initial price of the three-month
T-bill, along with its face value. This is not true for the second investment: although you
know the price of a six-month T-bill when you purchase it, you do not know the price you
can sell it for in three months. Therefore, there is uncertainty in this investment for some-
one who has a three-month investment horizon.

The actual returns on these two investments will usually be different. According to
the expectations hypothesis, the expected return from the second investment, given all
information at the time of investment, should equal the return from purchasing a three-
month T-bill. This theory turns out to be fairly easy to test, as we will see in Chapter 11.

Summary

In this introductory chapter, we have discussed the purpose and scope of econometric analysis.
Econometrics is used in all applied economics fields to test economic theories, to inform gov-
ernment and private policy makers, and to predict economic time series. Sometimes, an econo-
metric model is derived from a formal economic model, but in other cases, econometric models
are based on informal economic reasoning and intuition. The goals of any econometric analysis
are to estimate the parameters in the model and to test hypotheses about these parameters; the
values and signs of the parameters determine the validity of an economic theory and the effects
of certain policies.

Cross-sectional, time series, pooled cross-sectional, and panel data are the most com-
mon types of data structures that are used in applied econometrics. Data sets involving a time
dimension, such as time series and panel data, require special treatment because of the correla-
tion across time of most economic time series. Other issues, such as trends and seasonality,
arise in the analysis of time series data but not cross-sectional data.

In Section 1.4, we discussed the notions of ceteris paribus and causal inference. In most
cases, hypotheses in the social sciences are ceteris paribus in nature: all other relevant factors
must be fixed when studying the relationship between two variables. Because of the nonexperi-
mental nature of most data collected in the social sciences, uncovering causal relationships is
very challenging.
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Key Terms
Causal Effect Economic Model Panel Data
Ceteris Paribus Empirical Analysis Pooled Cross Section
Cross-Sectional Data Set Experimental Data Random Sampling
Data Frequency Nonexperimental Data Retrospective Data
Econometric Model Observational Data Time Series Data
Problems

1 Suppose that you are asked to conduct a study to determine whether smaller class sizes

lead to improved student performance of fourth graders.

(i) If you could conduct any experiment you want, what would you do? Be specific.

(ii) More realistically, suppose you can collect observational data on several thousand
fourth graders in a given state. You can obtain the size of their fourth-grade class and
a standardized test score taken at the end of fourth grade. Why might you expect a
negative correlation between class size and test score?

(iii) Would a negative correlation necessarily show that smaller class sizes cause better
performance? Explain.

2 A justification for job training programs is that they improve worker productivity. Suppose
that you are asked to evaluate whethe r more job training makes workers more productive.
However, rather than having data on individual workers, you have access to data on manu-
facturing firms in Ohio. In particular, for each firm, you have information on hours of job
training per worker (training) and number of nondefective items produced per worker hour
(output).

(i) Carefully state the ceteris paribus thought experiment underlying this policy question.

(ii) Does it seem likely that a firm’s decision to train its workers will be independent of
worker characteristics? What are some of those measurable and unmeasurable worker
characteristics?

(iii) Name a factor other than worker characteristics that can affect worker productivity.

(iv) If you find a positive correlation between output and training, would you have con-
vincingly established that job training makes workers more productive? Explain.

3 Suppose at your university you are asked to find the relationship between weekly hours
spent studying (study) and weekly hours spent working (work). Does it make sense to char-
acterize the problem as inferring whether study “causes” work or work “causes” study?
Explain.

Computer Exercises

C1  Use the data in WAGE1.RAW for this exercise.
(i) Find the average education level in the sample. What are the lowest and highest
years of education?
(i) Find the average hourly wage in the sample. Does it seem high or low?
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C2

C3

C4

(iii) The wage data are reported in 1976 dollars. Using the Economic Report of the
President (2011 or later), obtain and report the Consumer Price Index (CPI) for
the years 1976 and 2010.

(iv) Use the CPI values from part (iii) to find the average hourly wage in 2010 dollars.
Now does the average hourly wage seem reasonable?

(v) How many women are in the sample? How many men?

Use the data in BWGHT.RAW to answer this question.

(i) How many women are in the sample, and how many report smoking during
pregnancy?

(i) What is the average number of cigarettes smoked per day? Is the average a good
measure of the “typical” woman in this case? Explain.

(iii) Among women who smoked during pregnancy, what is the average number
of cigarettes smoked per day? How does this compare with your answer from
part (ii), and why?

(iv) Find the average of fatheduc in the sample. Why are only 1,192 observations used
to compute this average?

(v) Report the average family income and its standard deviation in dollars.

The data in MEAPO1.RAW are for the state of Michigan in the year 2001. Use these

data to answer the following questions.

(i) Find the largest and smallest values of math4. Does the range make sense?
Explain.

(ii) How many schools have a perfect pass rate on the math test? What percentage is
this of the total sample?

(iii) How many schools have math pass rates of exactly 50%?

(iv) Compare the average pass rates for the math and reading scores. Which test is
harder to pass?

(v) Find the correlation between math4 and read4. What do you conclude?

(vi) The variable exppp is expenditure per pupil. Find the average of exppp along
with its standard deviation. Would you say there is wide variation in per pupil
spending?

(vii) Suppose School A spends $6,000 per student and School B spends $5,500 per
student. By what percentage does School A’s spending exceed School B’s? Com-
pare this to 100 [log(6,000) — log(5,500)], which is the approximation percent-
age difference based on the difference in the natural logs. (See Section A.4 in
Appendix A.)

The data in JTRAIN2.RAW come from a job training experiment conducted for low-

income men during 1976-1977; see Lalonde (1986).

(i) Use the indicator variable train to determine the fraction of men receiving job
training.

(i) The variable re78 is earnings from 1978, measured in thousands of 1982 dollars.
Find the averages of re78 for the sample of men receiving job training and the
sample not receiving job training. Is the difference economically large?

(iii) The variable unem?78 is an indicator of whether a man is unemployed or not in
1978. What fraction of the men who received job training are unemployed? What
about for men who did not receive job training? Comment on the difference.

(iv) From parts (ii) and (iii), does it appear that the job training program was effective?
What would make our conclusions more convincing?
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C5 The data in FERTIL2.DTA were collected on women living in the Republic of Botswana
in 1988. The variable children refers to the number of living children. The variable
electric is a binary indicator equal to one if the woman’s home has electricity, and

zero if not.
(i) Find the smallest and largest values of children in the sample. What is the average
of children?

(i) What percentage of women have electricity in the home?

(iii) Compute the average of children for those without electricity and do the same for
those with electricity. Comment on what you find.

(iv) From part (iii), can you infer that having electricity “causes” women to have fewer
children? Explain.
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PART

Regression Analysis with

Cross-Sectional Data

art 1 of the text covers regression analysis with cross-sectional data. It builds
upon a solid base of college algebra and basic concepts in probability and
statistics. Appendices A, B, and C contain complete reviews of these topics.

Chapter 2 begins with the simple linear regression model, where we explain one
variable in terms of another variable. Although simple regression is not widely used
in applied econometrics, it is used occasionally and serves as a natural starting point
because the algebra and interpretations are relatively straightforward.

Chapters 3 and 4 cover the fundamentals of multiple regression analysis, where we
allow more than one variable to affect the variable we are trying to explain. Multiple
regression is still the most commonly used method in empirical research, and so these
chapters deserve careful attention. Chapter 3 focuses on the algebra of the method of
ordinary least squares (OLS), while also establishing conditions under which the OLS
estimator is unbiased and best linear unbiased. Chapter 4 covers the important topic of
statistical inference.

Chapter 5 discusses the large sample, or asymptotic, properties of the OLS
estimators. This provides justification of the inference procedures in Chapter 4 when
the errors in a regression model are not normally distributed. Chapter 6 covers some
additional topics in regression analysis, including advanced functional form issues, data
scaling, prediction, and goodness-of-fit. Chapter 7 explains how qualitative information
can be incorporated into multiple regression models.

Chapter 8 illustrates how to test for and correct the problem of heteroskedasticity,
or nonconstant variance, in the error terms. We show how the usual OLS statistics can
be adjusted, and we also present an extension of OLS, known as weighted least squares,
that explicitly accounts for different variances in the errors. Chapter 9 delves further
into the very important problem of correlation between the error term and one or more
of the explanatory variables. We demonstrate how the availability of a proxy variable
can solve the omitted variables problem. In addition, we establish the bias and inconsis-
tency in the OLS estimators in the presence of certain kinds of measurement errors in the
variables. Various data problems are also discussed, including the problem of outliers.
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CHAPTER

The Simple Regression Model

he simple regression model can be used to study the relationship between two vari-
ables. For reasons we will see, the simple regression model has limitations as a
general tool for empirical analysis. Nevertheless, it is sometimes appropriate as an
empirical tool. Learning how to interpret the simple regression model is good practice for

studying multiple regression, which we will do in subsequent chapters.

2.1 Definition of the Simple Regression Model

Much of applied econometric analysis begins with the following premise: y and x are two
variables, representing some population, and we are interested in “explaining y in terms
of x,” or in “studying how y varies with changes in x.” We discussed some examples in
Chapter 1, including: y is soybean crop yield and x is amount of fertilizer; y is hourly wage
and x is years of education; and y is a community crime rate and x is number of police
officers.

In writing down a model that will “explain y in terms of x,” we must confront three
issues. First, since there is never an exact relationship between two variables, how do we
allow for other factors to affect y? Second, what is the functional relationship between
y and x? And third, how can we be sure we are capturing a ceteris paribus relationship
between y and x (if that is a desired goal)?

We can resolve these ambiguities by writing down an equation relating y to x. A simple
equation is

y=Bo+ Bx +u [2.1]

Equation (2.1), which is assumed to hold in the population of interest, defines the simple
linear regression model. It is also called the two-variable linear regression model or
bivariate linear regression model because it relates the two variables x and y. We now dis-
cuss the meaning of each of the quantities in (2.1). [Incidentally, the term “regression’ has
origins that are not especially important for most modern econometric applications, so we
will not explain it here. See Stigler (1986) for an engaging history of regression analysis.]
When related by (2.1), the variables y and x have several different names used inter-
changeably, as follows: y is called the dependent variable, the explained variable, the
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CHAPTER 2 The Simple Regression Model

TABLE 2.1 Terminology for Simple Regression

y X
Dependent variable Independent variable

Explained variable Explanatory variable 8
Response variable Control variable £
Predicted variable Predictor variable %
Regressand Regressor S

response variable, the predicted variable, or the regressand; x is called the indepen-
dent variable, the explanatory variable, the control variable, the predictor variable,
or the regressor. (The term covariate is also used for x.) The terms “dependent variable”
and “independent variable” are frequently used in econometrics. But be aware that the
label “independent” here does not refer to the statistical notion of independence between
random variables (see Appendix B).

The terms “explained” and “explanatory” variables are probably the most descrip-
tive. “Response” and “control” are used mostly in the experimental sciences, where the
variable x is under the experimenter’s control. We will not use the terms “predicted vari-
able” and “predictor,” although you sometimes see these in applications that are purely
about prediction and not causality. Our terminology for simple regression is summa-
rized in Table 2.1.

The variable u, called the error term or disturbance in the relationship, represents
factors other than x that affect y. A simple regression analysis effectively treats all factors
affecting y other than x as being unobserved. You can usefully think of u as standing for
“unobserved.”

Equation (2.1) also addresses the issue of the functional relationship between y and x.
If the other factors in u are held fixed, so that the change in u is zero, Au = 0, then x has a
linear effect on y:

Ay = B,Ax if Au=0. [2.2]

Thus, the change in y is simply 8, multiplied by the change in x. This means that 3, is the
slope parameter in the relationship between y and x, holding the other factors in u fixed;
it is of primary interest in applied economics. The intercept parameter 3,, sometimes
called the constant term, also has its uses, although it is rarely central to an analysis.

SOYBEAN YIELD AND FERTILIZER

Suppose that soybean yield is determined by the model
yield = B, + B fertilizer + u, [2.3]

so that y = yield and x = fertilizer. The agricultural researcher is interested in the effect of
fertilizer on yield, holding other factors fixed. This effect is given by 3,. The error term u
contains factors such as land quality, rainfall, and so on. The coefficient 8, measures the
effect of fertilizer on yield, holding other factors fixed: Ayield = B,A fertilizer.
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A SIMPLE WAGE EQUATION

A model relating a person’s wage to observed education and other unobserved factors is
wage = By + Beduc + u. [2.4]

If wage is measured in dollars per hour and educ is years of education, then 3, measures
the change in hourly wage given another year of education, holding all other factors fixed.
Some of those factors include labor force experience, innate ability, tenure with current
employer, work ethic, and numerous other things.

The linearity of (2.1) implies that a one-unit change in x has the same effect on y,
regardless of the initial value of x. This is unrealistic for many economic applications. For
example, in the wage-education example, we might want to allow for increasing returns:
the next year of education has a larger effect on wages than did the previous year. We will
see how to allow for such possibilities in Section 2.4.

The most difficult issue to address is whether model (2.1) really allows us to draw ceteris
paribus conclusions about how x affects y. We just saw in equation (2.2) that 3, does mea-
sure the effect of x on y, holding all other factors (in u) fixed. Is this the end of the causality
issue? Unfortunately, no. How can we hope to learn in general about the ceteris paribus
effect of x on y, holding other factors fixed, when we are ignoring all those other factors?

Section 2.5 will show that we are only able to get reliable estimators of Byand 8, from
a random sample of data when we make an assumption restricting how the unobservable
u is related to the explanatory variable x. Without such a restriction, we will not be able
to estimate the ceteris paribus effect, 8,. Because u and x are random variables, we need a
concept grounded in probability.

Before we state the key assumption about how x and u are related, we can always make
one assumption about u. As long as the intercept 3, is included in the equation, nothing is
lost by assuming that the average value of u in the population is zero. Mathematically,

E(w) = 0. [2.5]

Assumption (2.5) says nothing about the relationship between u and x, but simply makes
a statement about the distribution of the unobserved factors in the population. Using the
previous examples for illustration, we can see that assumption (2.5) is not very restrictive.
In Example 2.1, we lose nothing by normalizing the unobserved factors affecting soybean
yield, such as land quality, to have an average of zero in the population of all cultivated
plots. The same is true of the unobserved factors in Example 2.2. Without loss of gener-
ality, we can assume that things such as average ability are zero in the population of all
working people. If you are not convinced, you should work through Problem 2 to see that
we can always redefine the intercept in equation (2.1) to make (2.5) true.

We now turn to the crucial assumption regarding how u and x are related. A natural
measure of the association between two random variables is the correlation coefficient.
(See Appendix B for definition and properties.) If u# and x are uncorrelated, then, as ran-
dom variables, they are not linearly related. Assuming that u and x are uncorrelated goes a
long way toward defining the sense in which u and x should be unrelated in equation (2.1).
But it does not go far enough, because correlation measures only linear dependence between
u and x. Correlation has a somewhat counterintuitive feature: it is possible for u to be uncor-
related with x while being correlated with functions of x, such as x2. (See Section B.4 for
further discussion.) This possibility is not acceptable for most regression purposes, as it
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CHAPTER 2 The Simple Regression Model 25

causes problems for interpreting the model and for deriving statistical properties. A better
assumption involves the expected value of u given x.

Because u and x are random variables, we can define the conditional distribution of u
given any value of x. In particular, for any x, we can obtain the expected (or average) value
of u for that slice of the population described by the value of x. The crucial assumption is that
the average value of u does not depend on the value of x. We can write this assumption as

E(ulx) = E(u). [2.6]

Equation (2.6) says that the average value of the unobservables is the same across all slices
of the population determined by the value of x and that the common average is necessarily
equal to the average of u over the entire population. When assumption (2.6) holds, we say
that u is mean independent of x. (Of course, mean independence is implied by full inde-
pendence between u and x, an assumption often used in basic probability and statistics.)
When we combine mean independence with assumption (2.5), we obtain the zero condi-
tional mean assumption, E(u|x) = 0. It is critical to remember that equation (2.6) is the
assumption with impact; assumption (2.5) essentially defines the intercept, 3,

Let us see what (2.6) entails in the wage example. To simplify the discussion, assume
that u is the same as innate ability. Then (2.6) requires that the average level of ability is
the same regardless of years of education. For example, if E(abil|8) denotes the average
ability for the group of all people with eight years of education, and E(abil|16) denotes the
average ability among people in the population with sixteen years of education, then (2.6)
implies that these must be the same. In fact, the average ability level must be the same for
all education levels. If, for example, we think that average ability increases with years of
education, then (2.6) is false. (This would happen if, on average, people with more ability
choose to become more educated.) As we cannot observe innate ability, we have no way
of knowing whether or not average ability is the same for all education levels. But this is
an issue that we must address before relying on simple regression analysis.

In the fertilizer example, if fertil-

l EEEEE EEEEJI izer amounts are chosen independently

) of other features of the plots, then (2.6)

Suppose that a score on a final exam, score, will hold: the average land quality will
depends on classes attended (attend) and )

unobserved factors that affect exam perfor- not dep enq on the amooount 9f fertilizer.
mance (such as student ability). Then However, if more fertilizer is put on the

higher-quality plots of land, then the ex-

pected value of u changes with the level

When would you expect this model to of fertilizer, and (2.6) fails.

satisfy (2.6)? The zero conditional mean as-
sumption gives 3, another interpretation

that is often useful. Taking the expected value of (2.1) conditional on x and using

E(ulx) = 0 gives

score = By + Biattend + u. [2.7]

E(ylx) = By + Bx. [2.8]

Equation (2.8) shows that the population regression function (PRF), E(y|x), is a linear
function of x. The linearity means that a one-unit increase in x changes the expected
value of y by the amount B,. For any given value of x, the distribution of y is centered
about E(y|x), as illustrated in Figure 2.1.

It is important to understand that equation (2.8) tells us how the average value of
y changes with x; it does not say that y equals 8, + B,x for all units in the population.
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FIGURE 2.1 E(y|x) as a linear function of x.
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For example, suppose that x is the high school grade point average and y is the college
GPA, and we happen to know that E(colGPA|hsGPA) = 1.5 + 0.5 hsGPA. [Of course,
in practice, we never know the population intercept and slope, but it is useful to pretend
momentarily that we do to understand the nature of equation (2.8).] This GPA equation
tells us the average college GPA among all students who have a given high school GPA.
So suppose that isGPA = 3.6. Then the average colGPA for all high school graduates who
attend college with isGPA = 3.6 is 1.5 + 0.5(3.6) = 3.3. We are certainly not saying that
every student with AisGPA = 3.6 will have a 3.3 college GPA; this is clearly false. The PRF
gives us a relationship between the average level of y at different levels of x. Some students
with hisGPA = 3.6 will have a college GPA higher than 3.3, and some will have a lower
college GPA. Whether the actual colGPA is above or below 3.3 depends on the unobserved
factors in u, and those differ among students even within the slice of the population
with hisGPA = 3.6.

Given the zero conditional mean assumption E(u|x) = 0, it is useful to view
equation (2.1) as breaking y into two components. The piece 3, + ,x, which represents
E(y|x), is called the systematic part of y—that is, the part of y explained by x—and u is
called the unsystematic part, or the part of y not explained by x. In Chapter 3, when we
introduce more than one explanatory variable, we will discuss how to determine how large
the systematic part is relative to the unsystematic part.

In the next section, we will use assumptions (2.5) and (2.6) to motivate estimators
of B, and B, given a random sample of data. The zero conditional mean assumption also
plays a crucial role in the statistical analysis in Section 2.6.

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



CHAPTER 2 The Simple Regression Model

2.2 Deriving the Ordinary Least Squares Estimates

Now that we have discussed the basic ingredients of the simple regression model, we
will address the important issue of how to estimate the parameters 3, and 3, in equa-
tion (2.1). To do this, we need a sample from the population. Let {(x;,y,):i = 1, ..., n}
denote a random sample of size n from the population. Because these data come from
(2.1), we can write

Yi= Bo T Bixi+ u; [2.9]

for each i. Here, u;is the error term for observation i because it contains all factors affect-
ing y; other than x;.

As an example, x; might be the annual income and y,; the annual savings for family
i during a particular year. If we have collected data on fifteen families, then n = 15. A
scatterplot of such a data set is given in Figure 2.2, along with the (necessarily fictitious)
population regression function.

We must decide how to use these data to obtain estimates of the intercept and slope in
the population regression of savings on income.

There are several ways to motivate the following estimation procedure. We will use
(2.5) and an important implication of assumption (2.6): in the population, u« is uncorrelated
with x. Therefore, we see that u has zero expected value and that the covariance between
x and u is zero:

E() =0 [2.10]

FIGURE 2.2 Scatterplot of savings and income for 15 families, and the population

regression E(savingslincome) = B, + B, income.
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28 | PART 1 Regression Analysis with Cross-Sectional Data

and
Cov(x,u) = E(xu) = 0, [2.11]

where the first equality in (2.11) follows from (2.10). (See Section B.4 for the definition
and properties of covariance.) In terms of the observable variables x and y and the un-
known parameters 3yand 3, equations (2.10) and (2.11) can be written as

EQGy —Bo—Bx) =0 [2.12]
and
E[x(y = Bo— B0)] =0, [2.13]

respectively. Equations (2.12) and (2.13) imply two restrictions on the joint probability
distribution of (x,y) in the population. Since there are two unknown parameters to esti-
mate, we might hope that equations (2.12) and (2.13) can be used to obtain good estima-
tors of Byand ;. In fact, they can be. Given a sample of data, we choose estimates ﬁo and
B| to solve the sample counterparts of (2.12) and (2.13):

”712 i— éo - lei) =0 [2.14]
i=1
and
”ﬂzxi()’i - Bo - lei) =0. [2.15]
i=1

This is an example of the method of moments approach to estimation. (See Section C.4
for a discussion of different estimation approaches.) These equations can be solved for

Bo and B].
Using the basic properties of the summation operator from Appendix A, equation (2.14)
can be rewritten as

y= éo + él)_c’ [2.16]

where y = n”z::l v;1s the sample average of the y;and likewise for X. This equation allows
us to write 3,in terms of B3;, y, and X:

BU = y - BI)_C. [2.1 7]
Therefore, once we have the slope estimate By, it is straightforward to obtain the intercept
estimate [3,, given y and .

Dropping the n~ " in (2.15) (since it does not affect the solution) and plugging (2.17)
into (2.15) yields

in[yi -G - BAl)_C) - ,élxi] =0,
i=1
which, upon rearrangement, gives
in(yi -5 =8 zxi(xi - X).
i=1 i=1

From basic properties of the summation operator [see (A.7) and (A.8)],

n n

oxx—H =D (=9 and D x(i— P =D, x— Dy~ )

i=1 i=1
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CHAPTER 2 The Simple Regression Model

Therefore, provided that

D (x— 02 >0, [2.18]
i=1
the estimated slope is

Y =3 3i— )

Bi= . [2.19]

Zn (x; — %)

Equation (2.19) is simply the sample covariance between x and y divided by the sample
variance of x. (See Appendix C. Dividing both the numerator and the denominator by n — 1
changes nothing.) This makes sense because 3 equals the population covariance divided
by the variance of x when E(u) = 0 and Cov(x,u) = 0. An immediate implication is that if
x and y are positively correlated in the sample, then ,él is positive; if x and y are negatively
correlated, then ﬁ, is negative.

Although the method for obtaining (2.17) and (2.19) is motivated by (2.6), the only
assumption needed to compute the estimates for a particular sample is (2.18). This is
hardly an assumption at all: (2.18) is true provided the x; in the sample are not all equal to
the same value. If (2.18) fails, then we have either been unlucky in obtaining our sample
from the population or we have not specified an interesting problem (x does not vary in
the population). For example, if y = wage and x = educ, then (2.18) fails only if everyone
in the sample has the same amount of education (for example, if everyone is a high school
graduate; see Figure 2.3). If just one person has a different amount of education, then
(2.18) holds, and the estimates can be computed.

FIGURE 2.3 A scatterplot of wage against education when educ; = 12 for all i.
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PART 1 Regression Analysis with Cross-Sectional Data

The estimates given in (2.17) and (2.19) are calleq the orAdinary least squares (OLS)
estimates of B, and B,. To justify this name, for any 3,and B, define a fitted value for y
when x = x; as

3= By + Bix;. [2.20]

This is the value we predict for y when x = x; for the given intercept and slope. There is a
fitted value for each observation in the sample. The residual for observation i is the differ-
ence between the actual y;and its fitted value:

0=y~ 3= yi— By~ B [2.21]
Again, there are n such residuals. [These are not the same as the errors in (2.9), a point we
return to in Section 2.5.] The fitted values and residuals are indicated in Figure 2.4.
Now, suppose we choose 3, and 3, to make the sum of squared residuals,

20 =i By— B, [2.22]
i=1 i=1

as small as possible. The appendix to this chapter shows that the conditions necessary for
(30»31) to minimize (2.22) are given exactly by equations (2.14) and (2.15), without n”'.
Equations (2.14) and (2.15) are often called the first order conditions for the OLS esti-
mates, a term that comes from optimization using calculus (see Appendix A). From our
previous calculations, we know that the solutions to the OLS first order conditions are
given by (2.17) and (2.19). The name “ordinary least squares” comes from the fact that
these estimates minimize the sum of squared residuals.

FIGURE 2.4 Fitted values and residuals.
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When we view ordinary least squares as minimizing the sum of squared residuals, it
is natural to ask: Why not minimize some other function of the residuals, such as the abso-
lute values of the residuals? In fact, as we will discuss in the more advanced Section 9.4,
minimizing the sum of the absolute values of the residuals is sometimes very useful. But it
does have some drawbacks. First, we cannot obtain formulas for the resulting estimators;
given a data set, the estimates must be obtained by numerical optimization routines. As a
consequence, the statistical theory for estimators that minimize the sum of the absolute
residuals is very complicated. Minimizing other functions of the residuals, say, the sum
of the residuals each raised to the fourth power, has similar drawbacks. (We would never
choose our estimates to minimize, say, the sum of the residuals themselves, as residu-
als large in magnitude but with opposite signs would tend to cancel out.) With OLS, we
will be able to derive unbiasedness, consistency, and other important statistical properties
relatively easily. Plus, as the motivation in equations (2.13) and (2.14) suggests, and as
we will see in Section 2.5, OLS is suited for estimating the parameters appearing in the
conditional mean function (2.8).

Once we have determined the OLS intercept and slope estimates, we form the OLS
regression line:

y= Bo + BAlxa [2.23]

where it is understood that ,éo and ﬁl have been obtained using equations (2.17)
and (2.19). The notation y, read as “y hat,” emphasizes that the predicted values
from equation (2.23) are estimates. The intercept, By, is the predicted value of y when
x = 0, although in some cases it will not make sense to set x = 0. In those situations,
By is not, in itself, very interesting. When using (2.23) to compute predicted values of y
for various values of x, we must account for the intercept in the calculations. Equation
(2.23) is also called the sample regression function (SRF) because it is the estimated
version of the population regression function E(y|x) = B, + B,x. It is important to re-
member that the PRF is something fixed, but unknown, in the population. Because the
SRF is obtained for a given sample of data, a new sample will generate a different slope
and intercept in equation (2.23).
In most cases, the slope estimate, which we can write as

B, = Aj/Ax, [2.24]

is of primary interest. It tells us the amount by which y changes when x increases by one
unit. Equivalently,

Ay = B,Ax, [2.25]

so that given any change in x (whether positive or negative), we can compute the predicted
change in y.

We now present several examples of simple regression obtained by using real data.
In other words, we find the intercept and slope estimates with equations (2.17) and (2.19).
Since these examples involve many observations, the calculations were done using an
econometrics software package. At this point, you should be careful not to read too much
into these regressions; they are not necessarily uncovering a causal relationship. We have
said nothing so far about the statistical properties of OLS. In Section 2.5, we consider
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PART 1 Regression Analysis with Cross-Sectional Data

statistical properties after we explicitly impose assumptions on the population model
equation (2.1).

CEO SALARY AND RETURN ON EQUITY

For the population of chief executive officers, let y be annual salary (salary) in thou-
sands of dollars. Thus, y = 856.3 indicates an annual salary of $856,300, and y =
1,452.6 indicates a salary of $1,452,600. Let x be the average return on equity (roe) for
the CEO’s firm for the previous three years. (Return on equity is defined in terms of
net income as a percentage of common equity.) For example, if roe = 10, then average
return on equity is 10%.

To study the relationship between this measure of firm performance and CEO com-
pensation, we postulate the simple model

salary = By + Byroe + u.

The slope parameter 3; measures the change in annual salary, in thousands of dollars,
when return on equity increases by one percentage point. Because a higher roe is good for
the company, we think 3, > 0.

The data set CEOSAL1.RAW contains information on 209 CEOs for the year 1990;
these data were obtained from Business Week (5/6/91). In this sample, the average an-
nual salary is $1,281,120, with the smallest and largest being $223,000 and $14,822,000,
respectively. The average return on equity for the years 1988, 1989, and 1990 is 17.18%),
with the smallest and largest values being 0.5 and 56.3%, respectively.

Using the data in CEOSAL1.RAW, the OLS regression line relating salary to roe is

salary = 963.191 + 18.501 roe [2.26]
n =209,

where the intercept and slope estimates have been rounded to three decimal places; we
use “salary hat” to indicate that this is an estimated equation. How do we interpret the
equation? First, if the return on equity is zero, roe = 0, then the predicted salary is the
intercept, 963.191, which equals $963,191 since salary is measured in thousan(is;_l\kxt,
we can write the predicted change in salary as a function of the change in roe: Asalary =
18.501 (Aroe). This means that if the return on equity increases by one percentage
point, Aroe = 1, then salary is predicted to change by about 18.5, or $18,500.
Because (2.26) is a linear equation, this is the estimated change regardless of the initial
salary.

We can easily use (2.26) to compare predicted salaries at different values of roe.
Suppose roe = 30. Then salary = 963.191 + 18.501(30) = 1,518,221, which is just over
$1.5 million. However, this does not mean that a particular CEO whose firm had a roe =
30 earns $1,518,221. Many other factors affect salary. This is just our prediction from the
OLS regression line (2.26). The estimated line is graphed in Figure 2.5, along with the popu-
lation regression function E(salary|roe). We will never know the PRF, so we cannot tell how
close the SRF is to the PRF. Another sample of data will give a different regression line,
which may or may not be closer to the population regression line.
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FIGURE 2.5 The OLS regression line salary = 963.191 + 18.501 roe and the

(unknown) population regression function.
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WAGE AND EDUCATION

For the population of people in the workforce in 1976, let y = wage, where wage is
measured in dollars per hour. Thus, for a particular person, if wage = 6.75, the hourly
wage is $6.75. Let x = educ denote years of schooling; for example, educ = 12 cor-
responds to a complete high school education. Since the average wage in the sample is
$5.90, the Consumer Price Index indicates that this amount is equivalent to $19.06 in
2003 dollars.

Using the data in WAGE1.RAW where n = 526 individuals, we obtain the following
OLS regression line (or sample regression function):

Wage=—0.90 + 0.54 educ [2.27]
n = 526.

EXPLORING FURTHER 2.2 We must interpret this equation with

caution. The intercept of —0.90 liter-
ally means that a person with no edu-
cation has a predicted hourly wage of
—90¢ an hour. This, of course, is silly. It
turns out that only 18 people in the sam-
ple of 526 have less than eight years of

The estimated wage from (2.27), when
educ = 8, is $3.42 in 1976 dollars. What is
this value in 2003 dollars? (Hint: You have
enough information in Example 2.4 to an-
swer this question.)
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education. Consequently, it is not surprising that the regression line does poorly at very
low levels of education. For a person with eight years of education, the predicted wage is
wage =—0.90 + 0.54(8) = 3.42, or $3.42 per hour (in 1976 dollars).

The slope estimate in (2.27) implies that one more year of education increases hourly
wage by 54¢ an hour. Therefore, four more years of education increase the predicted wage
by 4(0.54) = 2.16, or $2.16 per hour. These are fairly large effects. Because of the linear
nature of (2.27), another year of education increases the wage by the same amount, regard-
less of the initial level of education. In Section 2.4, we discuss some methods that allow
for nonconstant marginal effects of our explanatory variables.

VOTING OUTCOMES AND CAMPAIGN EXPENDITURES

The file VOTE1.RAW contains data on election outcomes and campaign expenditures for
173 two-party races for the U.S. House of Representatives in 1988. There are two candi-
dates in each race, A and B. Let voteA be the percentage of the vote received by Candidate
A and shareA be the percentage of total campaign expenditures accounted for by Candi-
date A. Many factors other than shareA affect the election outcome (including the quality
of the candidates and possibly the dollar amounts spent by A and B). Nevertheless, we can
estimate a simple regression model to find out whether spending more relative to one’s
challenger implies a higher percentage of the vote.
The estimated equation using the 173 observations is

voteA = 26.81 + 0.464 shareA [2.28]
n=173.

This means that if Candidate A’s share of spending increases by one percentage point, Candi-
date A receives almost one-half a percentage point (0.464) more of the total vote. Whether
or not this is a causal effect is unclear, but it is not unbelievable. If shareA = 50, voteA is
predicted to be about 50, or half the vote.

CPLORING FURTHER 2.3
In Example 2.5, what is the predicted vote
for Candidate A if shareA = 60 (which

means 60%)? Does this answer seem
reasonable?

In some cases, regression analysis
is not used to determine causality but to
simply look at whether two variables are
positively or negatively related, much
like a standard correlation analysis. An
example of this occurs in Computer
Exercise C3, where you are asked to use
data from Biddle and Hamermesh (1990) on time spent sleeping and working to investi-
gate the tradeoff between these two factors.

A Note on Terminology

In most cases, we will indicate the estimation of a relationship through OLS by writing an
equation such as (2.26), (2.27), or (2.28). Sometimes, for the sake of brevity, it is useful
to indicate that an OLS regression has been run without actually writing out the equation.
We will often indicate that equation (2.23) has been obtained by OLS in saying that we
run the regression of

y on x, [2.29]
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CHAPTER 2 The Simple Regression Model

or simply that we regress y on x. The positions of y and x in (2.29) indicate which is the
dependent variable and which is the independent variable: we always regress the depen-
dent variable on the independent variable. For specific applications, we replace y and x
with their names. Thus, to obtain (2.26), we regress salary on roe, or to obtain (2.28), we
regress voteA on shareA.

When we use such terminology in (2.29), we will always mean that we plan to
estimate the intercept, ,éo, along with the slope, [§1. This case is appropriate for the vast
majority of applications. Occasionally, we may want to estimate the relationship between
y and x assuming that the intercept is zero (so that x = 0 implies that y = 0); we cover
this case briefly in Section 2.6. Unless explicitly stated otherwise, we always estimate an
intercept along with a slope.

2.3 Properties of OLS on Any Sample of Data

In the previous section, we went through the algebra of deriving the formulas for the
OLS intercept and slope estimates. In this section, we cover some further algebraic
properties of the fitted OLS regression line. The best way to think about these proper-
ties is to remember that they hold, by construction, for any sample of data. The harder
task—considering the properties of OLS across all possible random samples of data—is
postponed until Section 2.5.

Several of the algebraic properties we are going to derive will appear mundane.
Nevertheless, having a grasp of these properties helps us to figure out what happens to
the OLS estimates and related statistics when the data are manipulated in certain ways,
such as when the measurement units of the dependent and independent variables change.

Fitted Values and Residuals

We assume that the intercept and slope estimates, ,é’o and ,f)’], have been obtained for the
given sample of data. Given Bo and B], we can obtain the fitted value y, for each observa-
tion. [This is given by equation (2.20).] By definition, each fitted value of y,is on the OLS
regression line. The OLS residual associated with observation i, i;, is the difference be-
tween y; and its fitted value, as given in equation (2.21). If &;is positive, the line underpre-
dicts y;; if 4;1s negative, the line overpredicts y,;. The ideal case for observation i is when
i; = 0, but in most cases, every residual is not equal to zero. In other words, none of the
data points must actually lie on the OLS line.

EXAMPLE 2.6 CEO SALARY AND RETURN ON EQUITY

Table 2.2 contains a listing of the first 15 observations in the CEO data set, along with the
fitted values, called salaryhat, and the residuals, called uhat.

The first four CEOs have lower salaries than what we predicted from the OLS regres-
sion line (2.26); in other words, given only the firm’s roe, these CEOs make less than what
we predicted. As can be seen from the positive uhat, the fifth CEO makes more than pre-
dicted from the OLS regression line.
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PART 1 Regression Analysis with Cross-Sectional Data

TABLE 2.2 Fitted Values and Residuals for the First 15 CEOs

obsno roe salary salaryhat uhat
1 14.1 1095 1224.058 —129.0581
2 10.9 1001 1164.854 —163.8542
3 235 1122 1397.969 —275.9692
4 59 578 1072.348 —494.3484
5 13.8 1368 1218.508 149.4923
6 20.0 1145 1333.215 —188.2151
7 16.4 1078 1266.611 —188.6108
8 16.3 1094 1264.761 —170.7606
9 10.5 1237 1157.454 79.54626
10 26.3 833 1449.773 —616.7726
11 25.9 567 1442.372 —875.3721
12 26.8 933 1459.023 —526.0231
13 14.8 1339 1237.009 101.9911
14 22.3 937 1375.768 —438.7678
15 56.3 2011 2004.808 6.191895

Algebraic Properties of OLS Statistics

There are several useful algebraic properties of OLS estimates and their associated statis-
tics. We now cover the three most important of these.

(1) The sum, and therefore the sample average of the OLS residuals, is zero.
Mathematically,

n

i; = 0. [2.30]
i=1

This property needs no proof; it follows immediately from the OLS first order condition
(2.14), when we remember that the residuals are defined by 4, = y; — ﬁo - ﬁlxi. In other
words, the OLS estimates ﬁo and [§1 are chosen to make the residuals add up to zero (for

any data set). This says nothing about the residual for any particular observation i.
(2) The sample covariance between the regressors and the OLS residuals is zero. This
follows from the first order condition (2.15), which can be written in terms of the residuals as

D xi; = 0. [2.31]
i=1

The sample average of the OLS residuals is zero, so the left-hand side of (2.31) is
proportional to the sample covariance between x; and ;.

(3) The point (%,y) is always on the OLS regression line. In other words, if we take
equation (2.23) and plug in X for x, then the predicted value is y. This is exactly what
equation (2.16) showed us.
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CHAPTER 2 The Simple Regression Model

WAGE AND EDUCATION

For the data in WAGE1.RAW, the average hourly wage in the sample is 5.90, rounded to
two decimal places, and the average education is 12.56. If we plug educ = 12.56 into the
OLS regression line (2.27), we get wage = —0.90 + 0.54(12.56) = 5.8824, which equals
5.9 when rounded to the first decimal place. These figures do not exactly agree because
we have rounded the average wage and education, as well as the intercept and slope esti-
mates. If we did not initially round any of the values, we would get the answers to agree
more closely, but to little useful effect.

Writing each y; as its fitted value, plus its residual, provides another way to interpret
an OLS regression. For each i, write
yi=yit i [2.32]
From property (1), the average of the residuals is zero; equivalently, the sample aver-
age of the fitted values, ,, is the same as the sample average of the y;, or y = ¥. Further,
properties (1) and (2) can be used to show that the sample covariance between y,and 4; is
zero. Thus, we can view OLS as decomposing each y; into two parts, a fitted value and a
residual. The fitted values and residuals are uncorrelated in the sample.
Define the total sum of squares (SST), the explained sum of squares (SSE), and the
residual sum of squares (SSR) (also known as the sum of squared residuals), as follows:

SST =) (3 — - [2.33]
i=1
SSE= ) (;— 9~ [2.34]
i=1
SSR =) a?. [2.35]
i=1

SST is a measure of the total sample variation in the y;; that is, it measures how spread
out the y; are in the sample. If we divide SST by n — 1, we obtain the sample variance
of y, as discussed in Appendix C. Similarly, SSE measures the sample variation in the y;
(where we use the fact that § = %), and SSR measures the sample variation in the ;. The
total variation in y can always be expressed as the sum of the explained variation and the
unexplained variation SSR. Thus,

SST = SSE + SSR. [2.36]

Proving (2.36) is not difficult, but it requires us to use all of the properties of the summa-
tion operator covered in Appendix A. Write

n

M= 9= D M0i—3) + Gi— P

i=1

= Z[ﬁi+ @i_ y)]z

i=1
Yoai +2) 4G -9 + Y, Gi— 3P
i=1 i=1 i=1

SSR + 2 4,5, — 5 + SSE.

i=1
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PART 1 Regression Analysis with Cross-Sectional Data

Now, (2.36) holds if we show that
;= y) = 0. [2.37]
i=1
But we have already claimed that the sample covariance between the residuals and the
fitted values is zero, and this covariance is just (2.37) divided by n—1. Thus, we have
established (2.36).

Some words of caution about SST, SSE, and SSR are in order. There is no uniform
agreement on the names or abbreviations for the three quantities defined in equations (2.33),
(2.34), and (2.35). The total sum of squares is called either SST or TSS, so there is little con-
fusion here. Unfortunately, the explained sum of squares is sometimes called the “regression
sum of squares.” If this term is given its natural abbreviation, it can easily be confused with
the term “residual sum of squares.” Some regression packages refer to the explained sum of
squares as the “model sum of squares.”

To make matters even worse, the residual sum of squares is often called the “error sum
of squares.” This is especially unfortunate because, as we will see in Section 2.5, the errors
and the residuals are different quantities. Thus, we will always call (2.35) the residual sum
of squares or the sum of squared residuals. We prefer to use the abbreviation SSR to de-
note the sum of squared residuals, because it is more common in econometric packages.

Goodness-of-Fit

So far, we have no way of measuring how well the explanatory or independent variable, x,
explains the dependent variable, y. It is often useful to compute a number that summarizes
how well the OLS regression line fits the data. In the following discussion, be sure to re-
member that we assume that an intercept is estimated along with the slope.

Assuming that the total sum of squares, SST, is not equal to zero—which is true ex-
cept in the very unlikely event that all the y; equal the same value—we can divide (2.36)
by SST to get 1 = SSE/SST + SSR/SST. The R-squared of the regression, sometimes
called the coefficient of determination, is defined as

R?>= SSE/SST = 1 — SSR/SST. [2.38]

R? is the ratio of the explained variation compared to the total variation; thus, it is
interpreted as the fraction of the sample variation in 'y that is explained by x. The second
equality in (2.38) provides another way for computing R*.

From (2.36), the value of R? is always between zero and one, because SSE can be no
greater than SST. When interpreting R?, we usually multiply it by 100 to change it into a
percent: 100-R? is the percentage of the sample variation in y that is explained by x.

If the data points all lie on the same line, OLS provides a perfect fit to the data.
In this case, R? = 1. A value of R? that is nearly equal to zero indicates a poor fit of
the OLS line: very little of the variation in the y; is captured by the variation in the y,
(which all lie on the OLS regression line). In fact, it can be shown that R? is equal to the
square of the sample correlation coefficient between y; and y,. This is where the term
“R-squared” came from. (The letter R was traditionally used to denote an estimate of a
population correlation coefficient, and its usage has survived in regression analysis.)
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CHAPTER 2 The Simple Regression Model

CEO SALARY AND RETURN ON EQUITY

In the CEO salary regression, we obtain the following:
salary = 963.191 + 18.501 roe [2.39]

n =209, R* = 0.0132.

We have reproduced the OLS regression line and the number of observations for clarity.
Using the R-squared (rounded to four decimal places) reported for this equation, we can
see how much of the variation in salary is actually explained by the return on equity. The
answer is: not much. The firm’s return on equity explains only about 1.3% of the variation
in salaries for this sample of 209 CEOs. That means that 98.7% of the salary variations for
these CEOs is left unexplained! This lack of explanatory power may not be too surpris-
ing because many other characteristics of both the firm and the individual CEO should
influence salary; these factors are necessarily included in the errors in a simple regression
analysis.

In the social sciences, low R-squareds in regression equations are not uncommon,
especially for cross-sectional analysis. We will discuss this issue more generally under
multiple regression analysis, but it is worth emphasizing now that a seemingly low
R-squared does not necessarily mean that an OLS regression equation is useless. It is
still possible that (2.39) is a good estimate of the ceteris paribus relationship between
salary and roe; whether or not this is true does not depend directly on the size of R-
squared. Students who are first learning econometrics tend to put too much weight on
the size of the R-squared in evaluating regression equations. For now, be aware that
using R-squared as the main gauge of success for an econometric analysis can lead
to trouble.

Sometimes, the explanatory variable explains a substantial part of the sample varia-
tion in the dependent variable.

VOTING OUTCOMES AND CAMPAIGN EXPENDITURES

In the voting outcome equation in (2.28), R = 0.856. Thus, the share of campaign ex-
penditures explains over 85% of the variation in the election outcomes for this sample.
This is a sizable portion.

2.4 Units of Measurement and Functional Form

Two important issues in applied economics are (1) understanding how changing the units
of measurement of the dependent and/or independent variables affects OLS estimates and
(2) knowing how to incorporate popular functional forms used in economics into regres-
sion analysis. The mathematics needed for a full understanding of functional form issues
is reviewed in Appendix A.
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40 | PART 1 Regression Analysis with Cross-Sectional Data

The Effects of Changing Units of Measurement
on OLS Statistics

In Example 2.3, we chose to measure annual salary in thousands of dollars, and the return
on equity was measured as a percentage (rather than as a decimal). It is crucial to know
how salary and roe are measured in this example in order to make sense of the estimates
in equation (2.39).

We must also know that OLS estimates change in entirely expected ways when the
units of measurement of the dependent and independent variables change. In Example 2.3,
suppose that, rather than measuring salary in thousands of dollars, we measure it in
dollars. Let salardol be salary in dollars (salardol = 845,761 would be interpreted as
$845,761). Of course, salardol has a simple relationship to the salary measured in thou-
sands of dollars: salardol = 1,000-salary. We do not need to actually run the regression of
salardol on roe to know that the estimated equation is:

salardol = 963,191 + 18,501 roe. [2.40]

We obtain the intercept and slope in (2.40) simply by multiplying the intercept
and the slope in (2.39) by 1,000. This gives qua_tm (2.39) and (2.40) the same
interpretation. Looking at (2.40), if roe = 0, then salardol = 963,191, so the predicted
salary is $963,191 [the same value we obtained from equation (2.39)]. Furthermore, if roe
increases by one, then the predicted salary increases by $18,501; again, this is what we
concluded from our earlier analysis of equation (2.39).

Generally, it is easy to figure out what happens to the intercept and slope estimates
when the dependent variable changes units of measurement. If the dependent variable is
multiplied by the constant c— which means each value in the sample is multiplied by
c—then the OLS intercept and slope estimates are also multiplied by c. (This assumes
nothing has changed about the independent variable.) In the CEO salary example, ¢ =
1,000 in moving from salary to salardol.

— We can also use the CEO salary
Emmma EE@Q‘ example to see what happens when
we change the units of measurement

Suppppests el ssleny [ meseureel i - of the independent variable. Define

dreds of dollars, rather than in thousands of

dollars, say, salarhun. What will be the OLS roe{lec - roe/lQO to be the de_c1mal
intercept and slope estimates in the regres- equivalent of roe; thus, ro'edec =023
sion of salarhun on roe? means a return on equity of 23%.

To focus on changing the units of
measurement of the independent variable, we return to our original dependent vari-
able, salary, which is measured in thousands of dollars. When we regress salary on
roedec, we obtain

salary = 963.191 + 1,850.1 roedec. [2.41]

The coefficient on roedec is 100 times the coefficient on roe in (2.39). This is as it should
be. Changing roe by one percentage point is equivalent to Aroedec = 0.01. From (2.41),
if Aroedec = 0.01, then Asalary = 1,850.1(0.01) = 18.501, which is what is obtained by
using (2.39). Note that, in moving from (2.39) to (2.41), the independent variable was
divided by 100, and so the OLS slope estimate was multiplied by 100, preserving the in-
terpretation of the equation. Generally, if the independent variable is divided or multiplied
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CHAPTER 2 The Simple Regression Model 4

by some nonzero constant, ¢, then the OLS slope coefficient is multiplied or divided by c,
respectively.

The intercept has not changed in (2.41) because roedec = 0 still corresponds to a zero
return on equity. In general, changing the units of measurement of only the independent
variable does not affect the intercept.

In the previous section, we defined R-squared as a goodness-of-fit measure for
OLS regression. We can also ask what happens to R* when the unit of measurement of
either the independent or the dependent variable changes. Without doing any algebra, we
should know the result: the goodness-of-fit of the model should not depend on the units of
measurement of our variables. For example, the amount of variation in salary explained by
the return on equity should not depend on whether salary is measured in dollars or in thou-
sands of dollars or on whether return on equity is a percentage or a decimal. This intuition
can be verified mathematically: using the definition of R, it can be shown that R is, in
fact, invariant to changes in the units of y or x.

Incorporating Nonlinearities in Simple Regression

So far, we have focused on linear relationships between the dependent and indepen-
dent variables. As we mentioned in Chapter 1, linear relationships are not nearly general
enough for all economic applications. Fortunately, it is rather easy to incorporate many
nonlinearities into simple regression analysis by appropriately defining the dependent
and independent variables. Here, we will cover two possibilities that often appear in ap-
plied work.

In reading applied work in the social sciences, you will often encounter regression
equations where the dependent variable appears in logarithmic form. Why is this done?
Recall the wage-education example, where we regressed hourly wage on years of educa-
tion. We obtained a slope estimate of 0.54 [see equation (2.27)], which means that each
additional year of education is predicted to increase hourly wage by 54 cents. Because of
the linear nature of (2.27), 54 cents is the increase for either the first year of education or
the twentieth year; this may not be reasonable.

Probably a better characterization of how wage changes with education is that each
year of education increases wage by a constant percentage. For example, an increase in
education from 5 years to 6 years increases wage by, say, 8% (ceteris paribus), and an
increase in education from 11 to 12 years also increases wage by 8%. A model that gives
(approximately) a constant percentage effect is

log(wage) = By + Bieduc + u, [2.42]

where log(-) denotes the natural logarithm. (See Appendix A for a review of logarithms.)
In particular, if Au = 0, then

Y%Awage = (100-8,)Aeduc. [2.43]
Notice how we multiply B, by 100 to get the percentage change in wage given one ad-

ditional year of education. Since the percentage change in wage is the same for each
additional year of education, the change in wage for an extra year of education increases
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FIGURE 2.6 wage = exp(B, + B;educ), with B, > 0.

wage

0 educ
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A LOG WAGE EQUATION

Using the same data as in Example 2.4, but using log(wage) as the dependent variable, we
obtain the following relationship:

log(wage) = 0.584 + 0.083 educ [2.44]
n =526, R* = 0.186.

The coefficient on educ has a percentage interpretation when it is multiplied by 100: wage
increases by 8.3% for every additional year of education. This is what economists mean
when they refer to the “return to another year of education.”

It is important to remember that the main reason for using the log of wage in (2.42)
is to impose a constant percentage effect of education on wage. Once equation (2.44) is
obtained, the natural log of wage is rarely mentioned. In particular, it is not correct to say
that another year of education increases log(wage) by 8.3%.

The intercept in (2.44) is not very meaningful, because it gives the predicted
log(wage), when educ = 0. The R-squared shows that educ explains about 18.6% of the
variation in log(wage) (not wage). Finally, equation (2.44) might not capture all of the
nonlinearity in the relationship between wage and schooling. If there are “diploma ef-
fects,” then the twelfth year of education—graduation from high school—could be worth
much more than the eleventh year. We will learn how to allow for this kind of nonlinearity
in Chapter 7.
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CHAPTER 2 The Simple Regression Model

as education increases; in other words, (2.42) implies an increasing return to education.
By exponentiating (2.42), we can write wage = exp(8, + B,educ + u). This equation is
graphed in Figure 2.6, with u = 0.

Estimating a model such as (2.42) is straightforward when using simple regression.
Just define the dependent variable, y, to be y = log(wage). The independent variable is
represented by x = educ. The mechanics of OLS are the same as before: the intercept and
slope estimates are given by the formulas (2.17) and (2.19). In other words, we obtain ,[3’0
and 3, from the OLS regression of log(wage) on educ.

Another important use of the natural log is in obtaining a constant elasticity model.

EXAMPLE 2.11 CEO SALARY AND FIRM SALES

We can estimate a constant elasticity model relating CEO salary to firm sales. The data set
is the same one used in Example 2.3, except we now relate salary to sales. Let sales be an-
nual firm sales, measured in millions of dollars. A constant elasticity model is

log(salary) = By + B,log(sales) + u, [2.45]

where (3, is the elasticity of salary with respect to sales. This model falls under the simple
regression model by defining the dependent variable to be y = log(salary) and the inde-
pendent variable to be x = log(sales). Estimating this equation by OLS gives

log(salary) = 4.822 + 0.257 log(sales) [2.46]
n =209, R*=0.211.
The coefficient of log(sales) is the estimated elasticity of salary with respect to sales. It

implies that a 1% increase in firm sales increases CEO salary by about 0.257%—the usual
interpretation of an elasticity.

The two functional forms covered in this section will often arise in the remainder of
this text. We have covered models containing natural logarithms here because they appear
so frequently in applied work. The interpretation of such models will not be much differ-
ent in the multiple regression case.

It is also useful to note what happens to the intercept and slope estimates if we change
the units of measurement of the dependent variable when it appears in logarithmic form. Be-
cause the change to logarithmic form approximates a proportionate change, it makes sense
that nothing happens to the slope. We can see this by writing the rescaled variable as c,y; for
each observation i. The original equation is log(y;) = B, + Bx; + u;. If we add log(c,) to
both sides, we get log(c;) + log(y;) = [log(c;) + Byl + Bix; + u;, or log(c,y;) = [log(c,) +
Bol + Bx; + u;. (Remember that the sum of the logs is equal to the log of their product, as
shown in Appendix A.) Therefore, the slope is still 8;, but the intercept is now log(c,) + B,.
Similarly, if the independent variable is log(x), and we change the units of measurement
of x before taking the log, the slope remains the same, but the intercept changes. You will
be asked to verify these claims in Problem 9.
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TABLE 2.3 Summary of Functional Forms Involving Logarithms

Dependent Independent Interpretation
Model Variable Variable of B,
Level-level y X Ay = B;Ax g
Level-log 1% log(x) Ay = (8,/100)%Ax g
Log-level log(y) X %Ay = (1008;)Ax é
Log-log log(y) log(x) %Ay = B1%Ax §

We end this subsection by summarizing four combinations of functional forms avail-
able from using either the original variable or its natural log. In Table 2.3, x and y stand for
the variables in their original form. The model with y as the dependent variable and x as
the independent variable is called the level-level model because each variable appears in its
level form. The model with log(y) as the dependent variable and x as the independent vari-
able is called the log-level model. We will not explicitly discuss the level-log model here,
because it arises less often in practice. In any case, we will see examples of this model in
later chapters.

The last column in Table 2.3 gives the interpretation of 3,. In the log-level model,
100-B, is sometimes called the semi-elasticity of y with respect to x. As we mentioned in
Example 2.11, in the log-log model, 3, is the elasticity of y with respect to x. Table 2.3
warrants careful study, as we will refer to it often in the remainder of the text.

The Meaning of “Linear” Regression

The simple regression model that we have studied in this chapter is also called the simple
linear regression model. Yet, as we have just seen, the general model also allows for
certain nonlinear relationships. So what does “linear” mean here? You can see by look-
ing at equation (2.1) that y = B, + B,x + u. The key is that this equation is linear in
the parameters B,and 3,. There are no restrictions on how y and x relate to the original
explained and explanatory variables of interest. As we saw in Examples 2.10 and 2.11,
y and x can be natural logs of variables, and this is quite common in applications. But
we need not stop there. For example, nothing prevents us from using simple regression
to estimate a model such as cons = B, + B,Vinc + u, where cons is annual consumption
and inc is annual income.

Whereas the mechanics of simple regression do not depend on how y and x are de-
fined, the interpretation of the coefficients does depend on their definitions. For successful
empirical work, it is much more important to become proficient at interpreting coefficients
than to become efficient at computing formulas such as (2.19). We will get much more
practice with interpreting the estimates in OLS regression lines when we study multiple
regression.

Plenty of models cannot be cast as a linear regression model because they are not
linear in their parameters; an example is cons = 1/(B, + B,inc) + u. Estimation of such
models takes us into the realm of the nonlinear regression model, which is beyond the
scope of this text. For most applications, choosing a model that can be put into the linear
regression framework is sufficient.

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



CHAPTER 2 The Simple Regression Model

2.5 Expected Values and Variances of the OLS Estimators

In Section 2.1, we defined the population model y = 3, + 8,x + u, and we claimed that the
key assumption for simple regression analysis to be useful is that the expected value of u
given any value of x is zero. In Sections 2.2, 2.3, and 2.4, we discussed the algebraic prop-
erties of OLS estimation. We now return to the population model and study the statistical
properties of OLS. In other words, we now view [§0 and ,él as estimators for the parameters
Boand B, that appear in the population model. This means that we will study properties of the
distributions of 3, and 3, over different random samples from the population. (Appendix C
contains definitions of estimators and reviews some of their important properties.)

Unbiasedness of OLS

We begin by establishing the unbiasedness of OLS under a simple set of assumptions.
For future reference, it is useful to number these assumptions using the prefix “SLR” for
simple linear regression. The first assumption defines the population model.

Assumption SLR.1 Linear in Parameters

In the population model, the dependent variable, y, is related to the independent variable,
x, and the error (or disturbance), u, as

Yy =B+ Bix+u [2.47]

where B, and B; are the population intercept and slope parameters, respectively.

To be realistic, y, x, and u are all viewed as random variables in stating the population
model. We discussed the interpretation of this model at some length in Section 2.1 and
gave several examples. In the previous section, we learned that equation (2.47) is not as
restrictive as it initially seems; by choosing y and x appropriately, we can obtain interest-
ing nonlinear relationships (such as constant elasticity models).

We are interested in using data on y and x to estimate the parameters 3, and, espe-
cially, B,. We assume that our data were obtained as a random sample. (See Appendix C
for a review of random sampling.)

Assumption SLR.2 Random Sampling

We have a random sample of size n, {(x;,y,):i =1, 2, ..., n}, following the population model
in equation (2.47).

We will have to address failure of the random sampling assumption in later chapters that
deal with time series analysis and sample selection problems. Not all cross-sectional sam-
ples can be viewed as outcomes of random samples, but many can be.

We can write (2.47) in terms of the random sample as

yi=Bot Bixitu, i=1,2,...,n, [2.48]
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46 | PART 1 Regression Analysis with Cross-Sectional Data

FIGURE 2.7 Graph of y; = B, + B:x; + u;.
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where ; is the error or disturbance for observation i (for example, person i, firm i, city i,
and so on). Thus, u; contains the unobservables for observation i that affect y,. The u; should
not be confused with the residuals, i;, that we defined in Section 2.3. Later on, we will
explore the relationship between the errors and the residuals. For interpreting 3, and 3, in
a particular application, (2.47) is most informative, but (2.48) is also needed for some of
the statistical derivations.

The relationship (2.48) can be plotted for a particular outcome of data as shown in
Figure 2.7.

As we already saw in Section 2.2, the OLS slope and intercept estimates are not
defined unless we have some sample variation in the explanatory variable. We now add
variation in the x; to our list of assumptions.

Assumption SLR.3 Sample Variation in the Explanatory Variable

The sample outcomes on x, namely, {x;, i = 1, ..., n}, are not all the same value.

This is a very weak assumption—certainly not worth emphasizing, but needed never-
theless. If x varies in the population, random samples on x will typically contain variation,
unless the population variation is minimal or the sample size is small. Simple inspection
of summary statistics on x; reveals whether Assumption SLR.3 fails: if the sample stan-
dard deviation of x; is zero, then Assumption SLR.3 fails; otherwise, it holds.
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CHAPTER 2 The Simple Regression Model

Finally, in order to obtain unbiased estimators of 8;and 3,, we need to impose the
zero conditional mean assumption that we discussed in some detail in Section 2.1. We
now explicitly add it to our list of assumptions.

Assumption SLR.4 Zero Conditional Mean

The error u has an expected value of zero given any value of the explanatory variable. In
other words,

E(u|x) = 0.

For a random sample, this assumption implies that E(ui|xi) =0,foralli=1,2,...,n.

In addition to restricting the relationship between u and x in the population, the
zero conditional mean assumption—coupled with the random sampling assumption—
allows for a convenient technical simplification. In particular, we can derive the statisti-
cal properties of the OLS estimators as conditional on the values of the x; in our sample.
Technically, in statistical derivations, conditioning on the sample values of the indepen-
dent variable is the same as treating the x; as fixed in repeated samples, which we think
of as follows. We first choose n sample values for x,, x,, ..., x,. (These can be repeated.)
Given these values, we then obtain a sample on y (effectively by obtaining a random
sample of the u;). Next, another sample of y is obtained, using the same values for x,
Xy, ..., X,. Then another sample of y is obtained, again using the same x;, x5, ..., X,.
And so on.

The fixed-in-repeated-samples scenario is not very realistic in nonexperimental con-
texts. For instance, in sampling individuals for the wage-education example, it makes
little sense to think of choosing the values of educ ahead of time and then sampling in-
dividuals with those particular levels of education. Random sampling, where individuals
are chosen randomly and their wage and education are both recorded, is representative
of how most data sets are obtained for empirical analysis in the social sciences. Once we
assume that E(u|x) = 0, and we have random sampling, nothing is lost in derivations by
treating the x; as nonrandom. The danger is that the fixed-in-repeated-samples assumption
always implies that u; and x; are independent. In deciding when simple regression analy-
sis is going to produce unbiased estimators, it is critical to think in terms of Assumption
SLR.4.

Now, we are ready to show that the OLS estimators are unbiased. To this end, we use
the fact that " (x; — ©)(y; — 5) = X, (x; — H)y, (see Appendix A) to write the OLS slope
estimator in equation (2.19) as

. Z (x5 — X)y;
B = !

Zn (x; — )_5)2

[2.49]

Because we are now interested in the behavior of ﬁ, across all possible samples, ﬁl is prop-
erly viewed as a random variable.
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We can write 3, in terms of the population coefficients and errors by substituting the
right-hand side of (2.48) into (2.49). We have

Z =By D= DB + B + )

B = SST, SST, ' [2.501

A

where we have defined the total variation in x;as SST,= Z :l=1(x,- — X)* to simplify the notation.
(This is not quite the sample variance of the x; because we do not divide by n — 1.) Using
the algebra of the summation operator, write the numerator of 3, as

Z(xi = X)Bo +Z(xi = XBx; +Z(xi = Xu;
i=1 i=1 i=1

= ﬁoz (x;— X% + BlZ(xi = X)x; +Z(xi = Xu; [2.51]
i=1 i=1 i=1

As shown in Appendix A, Y." (x;— % =0and Y _ (x;,—Dx;= Y, _ (x,— %) = SST,.
Therefore, we can write the numerator of 31 as B3,SST, + ! (x; — X)u;. Putting this over
the denominator gives

D @ =

A — + i=1
Bi=pt g

i=1

= B, + (I/SST,) Z du;, [2.52]

i=1

where d; = x; — X. We now see that the estimator 31 equals the population slope, 3, plus a
term that is a linear combination in the errors {u,, u,, ..., u, }. Conditional on the values of
X;, the randomness in ,f%l is due entirely to the errors in the sample. The fact that these errors
are generally different from zero is what causes ,f%l to differ from 3.

Using the representation in (2.52), we can prove the first important statistical property
of OLS.

THEOREM UNBIASEDNESS OF OLS:
2.1 Using Assumptions SLR.1 through SLR.4,

EBy) = Bo, and E(B) = By, [2.53]

for any values of By,and B;. In other words, ,@0 is unbiased for B,, and ,[§1 is unbiased
for B;.

PROOF: In this proof, the expected values are conditional on the sample values of the in-
dependent variable. Because SST, and d; are functions only of the x; they are nonrandom
in the conditioning. Therefore, from (2.52), and keeping the conditioning on {x;, x,, ..., X,}
implicit, we have

E@) = B+ EL1/5ST) S du] = g+ (1155T) Y Edju)

i=1 i=1

=B+ (1/SST) D" dE(u) = By + (1/SST) > d-0 = B,

i=1 i=1
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CHAPTER 2 The Simple Regression Model 49

where we have used the fact that the expected value of each u; (conditional on {x;, x,, ..., X,})
is zero under Assumptions SLR.2 and SLR.4. Since unbiasedness holds for any outcome on
{X1, X2, ..., X,}, unbiasedness also holds without conditioning on {x;, x,, ..., X,}.

The proof for 3, is now straightforward. Average (2.48) across i to get y= 8, + B;X+ 4,
and plug this into the formula for f,:

Bo=7 — BX = Bo+ BiX + 0 — Bix = By+ (B — BIX + .
Then, conditional on the values of the x;,
E(B) = Bo + EIBy — B = Bo + El(B: — B)Ix
since E(@) = 0 by Assumptions SLR.2 and SLR.4. But, we showed that E(8,) = B;, which

implies that E[(8; — ;)] = 0. Thus, E(8,) = Bo. Both of these arguments are valid for any
values of B, and B;, and so we have established unbiasedness.

Remember that unbiasedness is a feature of the sampling distributions of ﬁl and EO,
which says nothing about the estimate that we obtain for a given sample. We hope that,
if the sample we obtain is somehow “typical,” then our estimate should be “near” the
population value. Unfortunately, it is always possible that we could obtain an unlucky
sample that would give us a point estimate far from 3, and we can never know for sure
whether this is the case. You may want to review the material on unbiased estimators in
Appendix C, especially the simulation exercise in Table C.1 that illustrates the concept of
unbiasedness.

Unbiasedness generally fails if any of our four assumptions fail. This means that it
is important to think about the veracity of each assumption for a particular application.
Assumption SLR.1 requires that y and x be linearly related, with an additive disturbance.
This can certainly fail. But we also know that y and x can be chosen to yield interesting
nonlinear relationships. Dealing with the failure of (2.47) requires more advanced meth-
ods that are beyond the scope of this text.

Later, we will have to relax Assumption SLR.2, the random sampling assumption,
for time series analysis. But what about using it for cross-sectional analysis? Random
sampling can fail in a cross section when samples are not representative of the underlying
population; in fact, some data sets are constructed by intentionally oversampling different
parts of the population. We will discuss problems of nonrandom sampling in Chapters 9
and 17.

As we have already discussed, Assumption SLR.3 almost always holds in interesting
regression applications. Without it, we cannot even obtain the OLS estimates.

The assumption we should concentrate on for now is SLR.4. If SLR.4 holds, the OLS
estimators are unbiased. Likewise, if SLR.4 fails, the OLS estimators generally will be
biased. There are ways to determine the likely direction and size of the bias, which we will
study in Chapter 3.

The possibility that x is correlated with u is almost always a concern in simple
regression analysis with nonexperimental data, as we indicated with several examples
in Section 2.1. Using simple regression when u contains factors affecting y that are also
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50 | PART 1 Regression Analysis with Cross-Sectional Data

correlated with x can result in spurious correlation: that is, we find a relationship between
y and x that is really due to other unobserved factors that affect y and also happen to be
correlated with x.

STUDENT MATH PERFORMANCE AND THE SCHOOL
LUNCH PROGRAM

Let math10 denote the percentage of tenth graders at a high school receiving a passing
score on a standardized mathematics exam. Suppose we wish to estimate the effect of the
federally funded school lunch program on student performance. If anything, we expect
the lunch program to have a positive ceteris paribus effect on performance: all other fac-
tors being equal, if a student who is too poor to eat regular meals becomes eligible for the
school lunch program, his or her performance should improve. Let Inchprg denote the
percentage of students who are eligible for the lunch program. Then, a simple regression
model is

mathl0 = B, + Bnchprg + u, [2.54]

where u contains school and student characteristics that affect overall school performance.
Using the data in MEAP93.RAW on 408 Michigan high schools for the 1992-1993 school
year, we obtain

math10 = 32.14 — 0.319 Inchprg
n =408, R* = 0.171.

This equation predicts that if student eligibility in the lunch program increases by
10 percentage points, the percentage of students passing the math exam falls by about
3.2 percentage points. Do we really believe that higher participation in the lunch program
actually causes worse performance? Almost certainly not. A better explanation is that the
error term u in equation (2.54) is correlated with Inchprg. In fact, u contains factors such
as the poverty rate of children attending school, which affects student performance and is
highly correlated with eligibility in the lunch program. Variables such as school quality
and resources are also contained in u, and these are likely correlated with Inchprg. It is
important to remember that the estimate —0.319 is only for this particular sample, but its
sign and magnitude make us suspect that # and x are correlated, so that simple regression
is biased.

In addition to omitted variables, there are other reasons for x to be correlated with « in
the simple regression model. Because the same issues arise in multiple regression analy-
sis, we will postpone a systematic treatment of the problem until then.

Variances of the OLS Estimators

In addition to knowing that the sampling distribution of ,él is centered about 3, (,él is
unbiased), it is important to know how far we can expect 3, to be away from 3, on average.

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



CHAPTER 2 The Simple Regression Model 51

Among other things, this allows us to choose the best estimator among all, or at least a
broad class of, unbiased estimators. The measure of spread in the distribution of 3, (and 3,)
that is easiest to work with is the variance or its square root, the standard deviation. (See
Appendix C for a more detailed discussion.)

It turns out that the variance of the OLS estimators can be computed under Assumptions
SLR.1 through SLR.4. However, these expressions would be somewhat complicated. Instead,
we add an assumption that is traditional for cross-sectional analysis. This assumption states
that the variance of the unobservable, u, conditional on x, is constant. This is known as the
homoskedasticity or “constant variance” assumption.

Assumption SLR.5 Homoskedasticity

The error u has the same variance given any value of the explanatory variable. In other
words,

Var(ux) = .

We must emphasize that the homoskedasticity assumption is quite distinct from the
zero conditional mean assumption, E(u|x) = 0. Assumption SLR.4 involves the expected
value of u, while Assumption SLR.5 concerns the variance of u (both conditional on x).
Recall that we established the unbiasedness of OLS without Assumption SLR.5: the
homoskedasticity assumption plays no role in showing that Bo and ﬁl are unbiased. We add
Assumption SLR.5 because it simplifies the variance calculations for ﬁo and [5’1 and because
it implies that ordinary least squares has certain efficiency properties, which we will see
in Chapter 3. If we were to assume that u and x are independent, then the distribution of u
given x does not depend on x, and so E(u|x) = E(u) = 0 and Var(u|x) = o2, But indepen-
dence is sometimes too strong of an assumption.

Because Var(ulx) = E(u*|x) — [E(u|x)]* and E(ulx) = 0, 0> = E(u?|x), which means
o’ is also the unconditional expectation of u?. Therefore, o> = E(u?) = Var(u), because
E(u) = 0. In other words, o is the unconditional variance of u, and so ¢ is often called
the error variance or disturbance variance. The square root of o2, o, is the standard de-
viation of the error. A larger o means that the distribution of the unobservables affecting y
is more spread out.

It is often useful to write Assumptions SLR.4 and SLR.5 in terms of the conditional
mean and conditional variance of y:

E(ylx) = By + Bix. [2.55]
Var(ylx) = o [2.56]

In other words, the conditional expectation of y given x is linear in x, but the variance
of y given x is constant. This situation is graphed in Figure 2.8 where 3, > 0 and
B> 0.

When Var(u|x) depends on x, the error term is said to exhibit heteroskedasticity (or
nonconstant variance). Because Var(u|x) = Var(y|x), heteroskedasticity is present whenever
Var(y|x) is a function of x.
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PART 1 Regression Analysis with Cross-Sectional Data

FIGURE 2.8 The simple regression model under homoskedasticity.
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HETEROSKEDASTICITY IN A WAGE EQUATION

In order to get an unbiased estimator of the ceteris paribus effect of educ on wage, we must
assume that E(uleduc) = 0, and this implies E(wage|educ) = B, + Beduc. If we also make
the homoskedasticity assumption, then Var(u|educ) = o* does not depend on the level of
education, which is the same as assuming Var(wageleduc) = o*. Thus, while average wage
is allowed to increase with education level—it is this rate of increase that we are interested
in estimating—the variability in wage about its mean is assumed to be constant across all
education levels. This may not be realistic. It is likely that people with more education have
a wider variety of interests and job opportunities, which could lead to more wage vari-
ability at higher levels of education. People with very low levels of education have fewer
opportunities and often must work at the minimum wage; this serves to reduce wage vari-
ability at low education levels. This situation is shown in Figure 2.9. Ultimately, whether
Assumption SLR.5 holds is an empirical issue, and in Chapter 8 we will show how to test
Assumption SLR.5.
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FIGURE 2.9 Var(wageleduc) increasing with educ.
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With the homoskedasticity assumption in place, we are ready to prove the following:

1T 20]:{3YM SAMPLING VARIANCES OF THE OLS ESTIMATORS
2.2 Under Assumptions SLR.1 through SLR.5,

0_2

Var(B) = —— = ¢*/SST,, [2.57]

Z (x;— X
and

0'2rflz:xi2
Var(fy) = ——=—, [2.58]

=\2
Z (= X)
i=1
where these are conditional on the sample values {x;, ..., x,}.

PROOF: We derive the formula for Var(8,), leaving the other derivation as Problem 10.
The starting point is equation (2.52): B, = B, + (1/SST) D" ", du;. Because B is just a
constant, and we are conditioning on the x;, SST, and d; = x; — X are also nonrandom.
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Furthermore, because the u; are independent random variables across i (by random
sampling), the variance of the sum is the sum of the variances. Using these facts, we have

Var(B,) = (1/SST,)*Var

Zdu

i=1

(1/SST,) (Z d?Var(y,

(1/SST,) (Z d?a? [since Var(u;)) = ¢ for all i]

= ¢(1/SST,)*SST, = o%/SST,,

2(1/SST,) (Z di| =

which is what we wanted to show.

Equations (2.57) and (2.58) are the “standard” formulas for simple regression analy-
sis, which are invalid in the presence of heteroskedasticity. This will be important when
we turn to confidence intervals and hypothesis testing in multiple regression analysis.

For most purposes, we are interested in Var(B,). It is easy to summarize how this
variance depends on the error variance, o?, and the total variation in {x1, x5, ..., x,,}, SST..
First, the larger the error variance, the larger is Var( ﬁ1). This makes sense since more
variation in the unobservables affecting y makes it more difficult to precisely estimate (3.
On the other hand, more variability in the independent variable is preferred: as the vari-
ability in the x; increases, the variance of B, decreases. This also makes intuitive sense
since the more spread out is the sample of independent variables, the easier it is to trace
out the relationship between E(y|x) and x. That is, the easier it is to estimate 3,. If there is
little variation in the x;, then it can be hard to pinpoint how E(y|x) varies with x. As the
sample size increases, so does the total variation in the x;. Therefore, a larger sample size
results in a smaller variance for ;.

This analysis shows that, if we are
interested in B, and we have a choice,
then we should choose the x;to be as
spread out as possible. This is sometimes
possible with experimental data, but

Show that, when estimating B, it is best to
have X = 0. What isVar(B8y) in this case? [Hint:

n
Fa @iy el ple of mum e, Z =1 2= rarely do we have this luxury in the so-

X2 =

n V2 R if ¥ =
2i=1 b= XIE withtequalitylonlyifx==0.] cial sciences: usually, we must take the x;

that we obtain via random sampling.
Sometimes, we have an opportunity to obtain larger sample sizes, although this can
be costly.

For the purposes of constructing confidence intervals and deriving test statistics, we
will need to work with the standard deviations of ,él and ,éo, sd(,él) and sd(,éo). Recall that
these are obtained by taking the square roots of the variances in (2.57) and (2.58). In
particular, sd(8)) = o//{SST,, where ¢ is the square root of ¢, and ySST, is the square
root of SST..

Estimating the Error Variance
The onrmulas in (2.57) and (2.58) allow us to isolate the factors that contribute to Var(,él) and
Var(3,). But these formulas are unknown, except in the extremely rare case that o> is known.
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CHAPTER 2 The Simple Regression Model 55

Nevertheless, we can use the data to estimate o, which then allows us to estimate Var( ,31)
and Var( BO).

This is a good place to emphasize the difference between the errors (or disturbances)
and the residuals, since this distinction is crucial for constructing an estimator of o2
Equation (2.48) shows how to write the population model in terms of a randomly sampled
observation as y; = B, + Bx; + u;, where u; is the error for observation i. We can also
express y;in terms of its fitted value and residual as in equation (2.32): y;, = Bo + lei + 4.
Comparing these two equations, we see that the error shows up in the equation contain-
ing the population parameters, 3,and B3,. On the other hand, the residuals show up in the
estimated equation with [§0 and ,[3’1. The errors are never observed, while the residuals are
computed from the data.

We can use equations (2.32) and (2.48) to write the residuals as a function of the
errors:

Yi— Bo - BAlxi = (Bo+ B+ u;) — go - Elxi’
or

;= u;— (Bo = Bo) — (BI = Bx;. [2.59]

Although the expected value of ﬁo equals S, and similarly for El, iI;1s not the same as u;.
The difference between them does have an expected value of zero.

Now that we understand the difference between the errors and the residuals, we can
return to estimating o2, First, o> = E(u%), so an unbiased “estimator” of o* is n*'Z ?:1 u?.
Unfortunately, this is not a true estimator, because we do not observe the errors u;. But,
we do have estimates of the u;, namely, the OLS residuals ;. If we replace the errors with
the OLS residuals, we have n~'»_ " 4? = SSR/n. This is a true estimator, because it gives a
computable rule for any sample of data on x and y. One slight drawback to this estimator
is that it turns out to be biased (although for large n the bias is small). Because it is easy to
compute an unbiased estimator, we use that instead.

The estimator SSR/n is biased essentially because it does not account for two restric-
tions that must be satisfied by the OLS residuals. These restrictions are given by the two

OLS first order conditions:

iai =0, ixiﬁi =0. [2.60]
i=1 i=1

One way to view these restrictions is this: if we know n — 2 of the residuals, we can
always get the other two residuals by using the restrictions implied by the first order con-
ditions in (2.60). Thus, there are only n — 2 degrees of freedom in the OLS residuals,
as opposed to n degrees of freedom in the errors. It is important to understand that if we
replace #; with u;in (2.60), the restrictions would no longer hold.

The unbiased estimator of o? that we will use makes a degrees of freedom
adjustment:

A2 n2 = _
il 2) Z = SSR/(n — 2). [2.61]

(This estimator is sometimes denoted as s2, but we continue to use the convention of
putting “hats” over estimators.)
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L | {OIN"W (NBIASED ESTIMATION OF o
o Under Assumptions SLR.1 through SLR.5,
E6?) = o,

PROOF: If we average equation (2.59) across all i and use the fact that the OLS residuals
average out to zero, we have 0 = G — (B, — By — (B, — B)X; subtracting this from (2.59) gives
.= (u;— @) — (B, — B)x; — X). Therefore, (7 (u—u + (B — B X—X —2(u,-—L7)
(B; — B1)(x; — X). Summing across all i gives > " a7 = D" (u;, — 0> + (B — By
> 1(x = X)? = 2By — B D uilx; — X). Now, the expected value of the first term is
(n — 1)o?, something that is shown in Appendix C The expected value of the second term is

simply o? because E[(B, — B8;)°] = Var(8,) = a%/s2. Finally, the third term can be written as

52

2(B, — B,)’s%; taking expectations gives 25 Puttlng these three terms together gives E (Z" 0?) =

i=1
(n— No? + 0% — 20? = (n — 2)o?, so that E[SSR/(n — 2)] = o>

If 62 is plugged into the variance formulas (2.57) and (2.58), then we have unbiased
estimators of Var(,Bl) and Var(,BO) Later on, we will need estimators of the standard devia-
tions of [31 and ,80, and this requires estimating o . The natural estimator of o is

=6 [2.62]

and is called the standard error of the regression (SER). (Other names for & are the
standard error of the estimate and the root mean squared error, but we will not use these.)
Although ¢ is not an unbiased estimator of o, we can show that it is a consistent estimator
of o (see Appendix C), and it will serve our purposes well.

The estimate ¢ is interesting because it is an estimate of the standard deviation in
the unobservables affecting y; equivalently, it estimates the standard deviation in y af-
ter the effect of x has been taken out. Most regression packages report the value of 6
along with the R-squared, intercept, slope, and other OLS statistics (under one of the
several names listed above). For now, our primary interest is in using & to estimate the

sd(,Bl) is
A o n 1/2
se(B) = 6/y/SST, = &/(Zm - x>2) ;

this is called the standard error of ﬁ‘l. Note that se(ﬁl) is viewed as a random variable
when we think of running OLS over different samples of y; this is true because & varies
with different samples. For a given sample, se(B,) is a number, just as B, is simply a num-
ber when we compute it from the given data.

Similarly, se(B,) is obtained from sd(8,) by replacing o with &. The standard error of
any estimate gives us an idea of how precise the estimator is. Standard errors play a cen-
tral role throughout this text; we will use them to construct test statistics and confidence
intervals for every econometric procedure we cover, starting in Chapter 4.
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CHAPTER 2 The Simple Regression Model

2.6 Regression through the Origin and
Regression on a Constant

In rare cases, we wish to impose the restriction that, when x = 0, the expected value of y is
zero. There are certain relationships for which this is reasonable. For example, if income (x)
is zero, then income tax revenues (y) must also be zero. In addition, there are settings where a
model that originally has a nonzero intercept is transformed into a model without an intercept.
Formally, we now choose a slope estimator, which we call By, and a line of the form

=B, [2.63]

where the tildes over Bl and y are used to distinguish this problem from the much more
common problem of estimating an intercept along with a slope. Obtaining (2.63) is called
regression through the origin because the line (2.63) passes through the point x = 0,
vy = 0. To obtain the slope estimate in (2.63), we still rely on the method of ordinary least
squares, which in this case minimizes the sum of squared residuals:

Z(Yi - :élxi)z- [2.64]
i=1

Using one-variable calculus, it can be shown that ,él must solve the first order condition:

> i — Bx) = 0. [2.65]

i=1

From this, we can solve for B;:
n
Z XiYi
_ i=1
==
2
i=1

provided that not all the x; are zero, a case we rule out.

Note how 3, compares with the slope estimate when we also estimate the intercept
(rather than set it equal to zero). These two estimates are the same if, and only if, ¥ = 0.
[See equation (2.49) for Bi.] Obtaining an estimate of 3, using regression through the ori-
gin is not done very often in applied work, and for good reason: if the intercept B, # 0,
then él is a biased estimator of 3;. You will be asked to prove this in Problem 8.

In cases where regression through the origin is deemed appropriate, one must be care-
ful in interpreting the R-squared that is typically reported with such regressions. Usually,
unless stated otherwise, the R-squared is obtained without removing the sample average of
{y;:i=1, ..., n} in obtaining SST. In other words, the R-squared is computed as

Z(yi_.élxi)z
 J—— : [2.67]
> i
i=1

The numerator here makes sense because it is the sum of squared residuals, but the
denominator acts as if we know the average value of y in the population is zero. One

B, [2.66]
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58 | PART 1 Regression Analysis with Cross-Sectional Data

reason this version of the R-squared is used is that if we use the usual total sum of squares,
that is, we compute R-squared as ,,
A 2
Z(yi = Bix)

- —= : [2.68]
Z()’i -y )2
i=1
it can actually be negative. If expression (2.68) is negative then it means that using the
sample average y to predict y; provides a better fit than using x; in a regression through the
origin. Therefore, (2.68) is actually more attractive than equation (2.67) because equation
(2.68) tells us whether using x is better than ignoring x altogether.

This discussion about regression through the origin, and different ways to measure
goodness-of-fit, prompts another question: what happens if we only regress on a constant?
That is, we set the slope to zero (which means we need not even have an x) and estimate
an intercept only? The answer is simple: the intercept is j. This fact is usually shown
in basic statistics, where it is shown that the constant that produces the smallest sum of
squared deviations is always the sample average. In this light, equation (2.68) can be seen
as comparing regression on x through the origin with regression only on a constant.

Summary

We have introduced the simple linear regression model in this chapter, and we have covered
its basic properties. Given a random sample, the method of ordinary least squares is used to
estimate the slope and intercept parameters in the population model. We have demonstrated the
algebra of the OLS regression line, including computation of fitted values and residuals, and
the obtaining of predicted changes in the dependent variable for a given change in the indepen-
dent variable. In Section 2.4, we discussed two issues of practical importance: (1) the behavior
of the OLS estimates when we change the units of measurement of the dependent variable or
the independent variable and (2) the use of the natural log to allow for constant elasticity and
constant semi-elasticity models.

In Section 2.5, we showed that, under the four Assumptions SLR.1 through SLR.4, the OLS
estimators are unbiased. The key assumption is that the error term u has zero mean given any value
of the independent variable x. Unfortunately, there are reasons to think this is false in many social
science applications of simple regression, where the omitted factors in u are often correlated with x.
When we add the assumption that the variance of the error given x is constant, we get simple formu-
las for the sampling variances of the OLS estimators. As we saw, the variance of the slope estimator
ﬁl increases as the error variance increases, and it decreases when there is more sample variation in
the independent variable. We also derived an unbiased estimator for o> = Var(u).

In Section 2.6, we briefly discussed regression through the origin, where the slope
estimator is obtained under the assumption that the intercept is zero. Sometimes, this is useful,
but it appears infrequently in applied work.

Much work is left to be done. For example, we still do not know how to test hypotheses
about the population parameters, 3,and 3,. Thus, although we know that OLS is unbiased
for the population parameters under Assumptions SLR.1 through SLR.4, we have no way of
drawing inferences about the population. Other topics, such as the efficiency of OLS relative to
other possible procedures, have also been omitted.

The issues of confidence intervals, hypothesis testing, and efficiency are central to mul-
tiple regression analysis as well. Since the way we construct confidence intervals and test
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CHAPTER 2 The Simple Regression Model 59

statistics is very similar for multiple regression—and because simple regression is a special
case of multiple regression—our time is better spent moving on to multiple regression, which
is much more widely applicable than simple regression. Our purpose in Chapter 2 was to get
you thinking about the issues that arise in econometric analysis in a fairly simple setting.

THE GAUSS-MARKOV ASSUMPTIONS FOR SIMPLE REGRESSION

For convenience, we summarize the Gauss-Markov assumptions that we used in this chapter.
It is important to remember that only SLR.1 through SLR.4 are needed to show /§0 and Bl are
unbiased. We added the homoskedasticity assumption, SLR.5, to obtain the usual OLS vari-
ance formulas (2.57) and (2.58).

Assumption SLR.1 (Linear in Parameters)
In the population model, the dependent variable, y, is related to the independent variable, x, and
the error (or disturbance), u, as

y=PBot+ Bix +u,

where 3,and 3, are the population intercept and slope parameters, respectively.

Assumption SLR.2 (Random Sampling)
We have a random sample of size n, {(x;,y;,): i = 1, 2, ..., n}, following the population
model in Assumption SLR.1.

Assumption SLR.3 (Sample Variation in the Explanatory Variable)
The sample outcomes on x, namely, {x;, i = 1, ..., n}, are not all the same value.

Assumption SLR.4 (Zero Conditional Mean)
The error u has an expected value of zero given any value of the explanatory variable. In
other words,

E(ulx) = 0.

Assumption SLR.5 (Homoskedasticity)
The error u has the same variance given any value of the explanatory variable. In other

words,
Var(ulx) = 0%

Key Terms
Coefficient of Determination Explained Sum of Squares Independent Variable
Constant Elasticity Model (SSE) Intercept Parameter
Control Variable Explained Variable Mean Independent
Covariate Explanatory Variable OLS Regression Line
Degrees of Freedom First Order Conditions Ordinary Least Squares (OLS)
Dependent Variable Fitted Value Population Regression
Elasticity Gauss-Markov Assumptions Function (PRF)
Error Term (Disturbance) Heteroskedasticity Predicted Variable
Error Variance Homoskedasticity Predictor Variable

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



60 | PART 1 Regression Analysis with Cross-Sectional Data

Regressand Sample Regression Function

Regression through the Origin (SRF)

Regressor Semi-elasticity

Residual Simple Linear Regression

Residual Sum of Squares (SSR) Model

Response Variable Slope Parameter

R-squared Standard Error of ﬁ,
Problems

Standard Error of the
Regression (SER)

Sum of Squared Residuals
(SSR)

Total Sum of Squares (SST)

Zero Conditional Mean
Assumption

1 Let kids denote the number of children ever born to a woman, and let educ denote years of
education for the woman. A simple model relating fertility to years of education is

kids = By + Beduc + u,

where u is the unobserved error.

(1) What kinds of factors are contained in u#? Are these likely to be correlated with level

of education?

(i) Will a simple regression analysis uncover the ceteris paribus effect of education

on fertility? Explain.

2 In the simple linear regression model y = 8, + Bx + u, suppose that E(x) # 0. Letting
ay = E(u), show that the model can always be rewritten with the same slope, but a new
intercept and error, where the new error has a zero expected value.

3 The following table contains the ACT scores and the GPA (grade point average) for eight
college students. Grade point average is based on a four-point scale and has been rounded

to one digit after the decimal.

Student GPA ACT
1 2.8 21
2 3.4 24
3 3.0 26
4 3.5 27
5 3.6 29
6 3.0 25
7 2.7 25
8 3.7 30

© Cengage Learning, 2013

(1) Estimate the relationship between GPA and ACT using OLS; that is, obtain the

intercept and slope estimates in the equation

GPA = 3, + BACT.

Comment on the direction of the relationship. Does the intercept have a useful in-
terpretation here? Explain. How much higher is the GPA predicted to be if the ACT

score is increased by five points?
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(i) Compute the fitted values and residuals for each observation, and verify that the
residuals (approximately) sum to zero.

(iii) What is the predicted value of GPA when ACT = 20?

(iv) How much of the variation in GPA for these eight students is explained by ACT?
Explain.

4 The data set BWGHT.RAW contains data on births to women in the United States. Two
variables of interest are the dependent variable, infant birth weight in ounces (bwght),

and an explanatory variable, average number of cigarettes the mother smoked per day
during pregnancy (cigs). The following simple regression was estimated using data on
n = 1,388 births:

bwght = 119.77 — 0.514 cigs

(i) What is the predicted birth weight when cigs = 0? What about when cigs = 20 (one
pack per day)? Comment on the difference.

(i) Does this simple regression necessarily capture a causal relationship between the
child’s birth weight and the mother’s smoking habits? Explain.

(iii) To predict a birth weight of 125 ounces, what would cigs have to be? Comment.

(iv) The proportion of women in the sample who do not smoke while pregnant is about
.85. Does this help reconcile your finding from part (iii)?

5 In the linear consumption function
cons = By, + Byinc,

the (estimated) marginal propensity to consume (MPC) out of income is 31mply the slope,
Bl, while the average propensity to consume (APC) is consinc = .30/1"0 + Bl Using obser-
vations for 100 families on annual income and consumption (both measured in dollars), the
following equation is obtained:

cons = —124.84 + 0.853 inc
100, R? = 0.692.

n

(i) Interpret the intercept in this equation, and comment on its sign and magnitude.
(i) What is the predicted consumption when family income is $30,000?
(iii) With inc on the x-axis, draw a graph of the estimated MPC and APC.

6 Using data from 1988 for houses sold in Andover, Massachusetts, from Kiel and McClain
(1995), the following equation relates housing price (price) to the distance from a recently
built garbage incinerator (dist):

Tog(price) = 9.40 + 0.312 log(dist)
n = 135,R*=0.162.

(1) Interpret the coefficient on log(dist). Is the sign of this estimate what you expect it to
be?

(i) Do you think simple regression provides an unbiased estimator of the ceteris paribus
elasticity of price with respect to dist? (Think about the city’s decision on where to
put the incinerator.)

(iii) What other factors about a house affect its price? Might these be correlated with dis-
tance from the incinerator?
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7 Consider the savings function
sav = By + Byinc + u, u = Vinc-e,

where e is a random variable with E(e) = 0 and Var(e) = 2. Assume that e is independent

of inc.

(i) Show that E(u|inc) = 0, so that the key zero conditional mean assumption (Assumption
SLR.4) is satisfied. [Hint: If e is independent of inc, then E(e|inc) = E(e).]

(ii) Show that Var(ulinc) = oZinc, so that the homoskedasticity Assumption SLR.5 is
violated. In particular, the variance of sav increases with inc. [Hint: Var(elinc) =
Var(e), if e and inc are independent.]

(iii) Provide a discussion that supports the assumption that the variance of savings
increases with family income.

8 Consider the standard simple regression model y = 3, + 8;x + u under the Gauss-Markov
Assumptions SLR.1 through SLR.5. The usual OLS estimators /3, and /3, are unbiased for
their respective population parameters. Let B, be the estimator of B, obtained by assuming
the intercept is zero (see Section 2.6).

(i) Find E(B,) in terms of the x;, B, and f3,. Verify that 3, is unbiased for 8, when the
population intercept (B,) is zero. Are there other cases where ,8, is unbiased?
(ii) Find the variance of ;. (Hmt The variance does not depend on BO )
(iii) Show that Var(Bl) = Var(B,) [Hint: For any sample of data, Z ]x,z =
o (= %)%, with strict inequality unless X = 0.]
(iv) Comment on the tradeoff between bias and variance when choosing between ﬁl and ,é -

9 (i) Let éo and ,é, be the intercept and slope from the regression of y;on x;, using n
observations. Let ¢, and ¢,, with ¢, # 0, be constants. Let BO and B be the in-
tercept and slope from the regression of c,y;on c¢,x;. Show that Bl = (c,/cz)ﬁo and
BO = ¢ ,80, thereby verifying the claims on units of measurement in Section 2.4. [Hint:
To obtain ,81, plug the scaled versions of x and y into (2.19). Then, use (2.17) for ,80,
being sure to plug in the scaled x and y and the correct slope. |

(ii)) Now, let Boand Bl be from the regressmn of (¢; + y;) on (¢, + x;) (with no restriction
on ¢, or cz) Show that Bl ,81 and Bo Bo +c - c2B,

(iii) Now, let BO and B, be the OLS estimates from the regression log(y;) on x;, where we
must assume y; > 0 for all i. For ¢, > 0, let Bo and ,8, be the intercept and slope from
the regression of log(c,y;) on x;. Show that ,8, B, and BO log(c;) + ,80

(iv) Now, assuming that x; > 0 for all 7, let Bo and ,8, be the intercept and slope from the
regression of y; on log(c,x;). How do BO and B, compare with the intercept and slope
from the regression of y; on log(x;)?

10 Let ﬁo and ﬁl be the OLS intercept and slope estimators, respectively, and let i be the

sample average of the errors (not the residuals!).

(1) Show that,Bl can be written asBl B+ Z w;u; where w; = d;/SST, and d; = x; — X.

(i) Use part (i), along with Z =0, to show that ,Bl and u are uncorrelated. [Hint:
You are bemg asked to show that E[( Bl By -] =0.]

(iii) Show that BO can be written as BO =Byt iu— (ﬁl — BDx.

(iv) Use parts (ii) and (iii) to show that Var(f)’()) = o?/n + o} (%)4SST..

(v) Do the algebra to simplify the expression in part (iv) to equation (2.58).
[Hint: SST,/n=n""Y" x> — ®7]
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11 Suppose you are interested in estimating the effect of hours spent in an SAT preparation
course (hours) on total SAT score (sat). The population is all college-bound high school
seniors for a particular year.

(i) Suppose you are given a grant to run a controlled experiment. Explain how you would
structure the experiment in order to estimate the causal effect of hours on sat.

(i) Consider the more realistic case where students choose how much time to spend in a
preparation course, and you can only randomly sample sat and hours from the popu-
lation. Write the population model as

sat = By + Bhours = u

where, as usual in a model with an intercept, we can assume E(x) = 0. List at least
two factors contained in u. Are these likely to have positive or negative correlation
with hours?

(iii) In the equation from part (ii), what should be the sign of 3, if the preparation course
is effective?

(iv) In the equation from part (ii), what is the interpretation of 5,?

12 Consider the problem described at the end of Section 2.6: running a regression and only
estimating an intercept. 3
(1) Givenasample {y;:i=1,2,...,n},let 3, be the solution to

minZ()’i = by)’.
0 i=1
Show that ,é() =Yy, that is, the sample average minimizes the sum of squared residuals.
(Hint: You may use one-variable calculus or you can show the result directly by add-
ing and subtracting y inside the squared residual and then doing a little algebra.)
(ii) Define residuals ii; = y; — y. Argue that these residuals always sum to zero.

Computer Exercises

C1 The data in 401K.RAW are a subset of data analyzed by Papke (1995) to study the rela-
tionship between participation in a 401(k) pension plan and the generosity of the plan.
The variable prate is the percentage of eligible workers with an active account; this is
the variable we would like to explain. The measure of generosity is the plan match rate,
mrate. This variable gives the average amount the firm contributes to each worker’s
plan for each $1 contribution by the worker. For example, if mrate = 0.50, then a $1
contribution by the worker is matched by a 50¢ contribution by the firm.
(i) Find the average participation rate and the average match rate in the sample of

plans.

(i) Now, estimate the simple regression equation

prate = B, + B, mrate,

and report the results along with the sample size and R-squared.

(iii) Interpret the intercept in your equation. Interpret the coefficient on mrate.

(iv) Find the predicted prate when mrate = 3.5. Is this a reasonable prediction?
Explain what is happening here.

(v) How much of the variation in prate is explained by mrate? Is this a lot in your
opinion?
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C2 The data set in CEOSAL2.RAW contains information on chief executive officers for
U.S. corporations. The variable salary is annual compensation, in thousands of dollars,
and ceoten is prior number of years as company CEO.

(i) Find the average salary and the average tenure in the sample.

(ii) How many CEOs are in their first year as CEO (that is, ceoten = 0)? What is the
longest tenure as a CEO?

(iii) Estimate the simple regression model

log(salary) = B, + Bceoten + u,

and report your results in the usual form. What is the (approximate) predicted per-
centage increase in salary given one more year as a CEO?

C3  Use the data in SLEEP75.RAW from Biddle and Hamermesh (1990) to study whether
there is a tradeoff between the time spent sleeping per week and the time spent in paid
work. We could use either variable as the dependent variable. For concreteness, estimate
the model

sleep = B, + Btotwrk + u,

where sleep is minutes spent sleeping at night per week and fotwrk is total minutes

worked during the week.

(i) Report your results in equation form along with the number of observations and
R*. What does the intercept in this equation mean?

(ii) If rotwrk increases by 2 hours, by how much is sleep estimated to fall? Do you
find this to be a large effect?

C4  Use the data in WAGE2.RAW to estimate a simple regression explaining monthly salary

(wage) in terms of 1Q score (/1Q).

(1) Find the average salary and average 1Q in the sample. What is the sample standard
deviation of IQ? (IQ scores are standardized so that the average in the population
is 100 with a standard deviation equal to 15.)

(i) Estimate a simple regression model where a one-point increase in /Q changes
wage by a constant dollar amount. Use this model to find the predicted increase in
wage for an increase in /Q of 15 points. Does /Q explain most of the variation in
wage?

(iii) Now, estimate a model where each one-point increase in /Q has the same percent-
age effect on wage. If IQ increases by 15 points, what is the approximate percent-
age increase in predicted wage?

C5 For the population of firms in the chemical industry, let rd denote annual expenditures
on research and development, and let sales denote annual sales (both are in millions of
dollars).

(i) Write down a model (not an estimated equation) that implies a constant elasticity
between rd and sales. Which parameter is the elasticity?

(i) Now, estimate the model using the data in RDCHEM.RAW. Write out the esti-
mated equation in the usual form. What is the estimated elasticity of rd with respect
to sales? Explain in words what this elasticity means.
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C6 We used the data in MEAP93.RAW for Example 2.12. Now we want to explore the
relationship between the math pass rate (mathl0) and spending per student (expend).
(i) Do you think each additional dollar spent has the same effect on the pass rate, or
does a diminishing effect seem more appropriate? Explain.
(ii) In the population model

mathl0 = B, + B,log(expend) + u,

argue that 3,/10 is the percentage point change in mathl0 given a 10% increase in
expend.

(iii) Use the data in MEAP93.RAW to estimate the model from part (ii). Report the
estimated equation in the usual way, including the sample size and R-squared.

(iv) How big is the estimated spending effect? Namely, if spending increases by 10%,
what is the estimated percentage point increase in mathl0?

(v) One might worry that regression analysis can produce fitted values for math10
that are greater than 100. Why is this not much of a worry in this data set?

C7 Use the data in CHARITY.RAW [obtained from Franses and Paap (2001)] to answer
the following questions:
(i) What is the average gift in the sample of 4,268 people (in Dutch guilders)? What
percentage of people gave no gift?
(i) What is the average mailings per year? What are the minimum and maximum values?
(ii1) Estimate the model

gift = By + Bymailsyear + u

by OLS and report the results in the usual way, including the sample size and
R-squared.

(iv) Interpret the slope coefficient. If each mailing costs one guilder, is the charity ex-
pected to make a net gain on each mailing? Does this mean the charity makes a net
gain on every mailing? Explain.

(v) What is the smallest predicted charitable contribution in the sample? Using this
simple regression analysis, can you ever predict zero for gift?

C8 To complete this exercise you need a software package that allows you to generate data
from the uniform and normal distributions.

(1) Start by generating 500 observations x; — the explanatory variable — from the
uniform distribution with range [0,10]. (Most statistical packages have a command
for the Uniform[0,1] distribution; just multiply those observations by 10.) What
are the sample mean and sample standard deviation of the x;?

(i1)) Randomly generate 500 errors, u;, from the Normal[0,36] distribution. (If you
generate a Normal[0,1], as is commonly available, simply multiply the outcomes
by six.) Is the sample average of the u; exactly zero? Why or why not? What is the
sample standard deviation of the u;?

(iii)) Now generate the y; as

Vi=1+25+u= B+ B+ u;
that is, the population intercept is one and the population slope is two. Use the

data to run the regression of y; on x;. What are your estimates of the intercept and
slope? Are they equal to the population values in the above equation? Explain.
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66 | PART 1 Regression Analysis with Cross-Sectional Data

(iv) Obtain the OLS residuals, i;, and verify that equation (2.60) hold (subject to
rounding error).

(v) Compute the same quantities in equation (2.60) but use the errors y; in place of the
residuals. Now what do you conclude?

(vi) Repeat parts (i), (ii), and (iii) with a new sample of data, starting with generating
the x;. Now what do you obtain for ﬁo and ,é 17 Why are these different from what
you obtained in part (iii)?

APPENDIX 2A

Minimizing the Sum of Squared Residuals

We show that the OLS estimates f}O and /31 do minimize the sum of squared residuals, as
asserted in Section 2.2. Formally, the problem is to characterize the solutions 3;and 3
to the minimization problem

i 2
éf)l,lill IZ::, i = bo = bixy)",
where by and b, are the dummy arguments for the optimization problem; for simplicity,
call this function Q(by, b,). By a fundamental result from multivariable calculus (see
Appendix A), a necessary condition for ﬁo and ﬁl to solve the minimization problem is that
the partial derivatives of Q(by, b;) with respect to byand b; must be zero when evaluated
at By, Br: 90(Bo, B1)0by = 0 and dQ(By, B,)/9b, = 0. Using the chain rule from calculus,
these two equations become

—2Z(y, Bo— Bx) =0

-2 2 xi(yi = ﬁo - élxi) =0
These two equations are just (2.14) and (2.15) multiplied by —2n and, therefore, are
solved by the same ﬁo and [31.
How do we know that we have actually minimized the sum of squared residuals?
The first order conditions are necessary but not sufficient conditions. One way to verify
that we have minimized the sum of squared residuals is to write, for any byand b,

O(by, b)) = Z[y, Bo— B+ (By— by) + (B — bx?

i=1

—Z [a; + (.30 by) + (Bl ])x

i=1

=2+ nBy— b + B — b)Y x4+ 2By — b)Bi — b)Y xi,

i=1

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



CHAPTER 2 The Simple Regression Model

where we have used equations (2.30) and (2.31). The first term does not depend on
b, or b, while the sum of the last three terms can be written as

3 1By — by + By — bxil,

i=1

as can be verified by straightforward algebra. Because this is a sum of squared
terms, the smallest it can be is zero. Therefore, it is smallest when b, = 3, and

b, = 31-
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CHAPTER

Multiple Regression Analysis:

Estimation

n Chapter 2, we learned how to use simple regression analysis to explain a dependent

variable, y, as a function of a single independent variable, x. The primary drawback in

using simple regression analysis for empirical work is that it is very difficult to draw
ceteris paribus conclusions about how x affects y: the key assumption, SLR.4 —that all
other factors affecting y are uncorrelated with x—is often unrealistic.

Multiple regression analysis is more amenable to ceteris paribus analysis because
it allows us to explicitly control for many other factors that simultaneously affect the
dependent variable. This is important both for testing economic theories and for evaluat-
ing policy effects when we must rely on nonexperimental data. Because multiple regres-
sion models can accommodate many explanatory variables that may be correlated, we can
hope to infer causality in cases where simple regression analysis would be misleading.

Naturally, if we add more factors to our model that are useful for explaining y, then
more of the variation in y can be explained. Thus, multiple regression analysis can be used
to build better models for predicting the dependent variable.

An additional advantage of multiple regression analysis is that it can incorporate fairly
general functional form relationships. In the simple regression model, only one function
of a single explanatory variable can appear in the equation. As we will see, the multiple
regression model allows for much more flexibility.

Section 3.1 formally introduces the multiple regression model and further discusses
the advantages of multiple regression over simple regression. In Section 3.2, we demon-
strate how to estimate the parameters in the multiple regression model using the method of
ordinary least squares. In Sections 3.3, 3.4, and 3.5, we describe various statistical proper-
ties of the OLS estimators, including unbiasedness and efficiency.

The multiple regression model is still the most widely used vehicle for empirical
analysis in economics and other social sciences. Likewise, the method of ordinary least

squares is popularly used for estimating the parameters of the multiple regression model.
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CHAPTER 3 Multiple Regression Analysis: Estimation

3.1 Motivation for Multiple Regression

The Model with Two Independent Variables

We begin with some simple examples to show how multiple regression analysis can be
used to solve problems that cannot be solved by simple regression.

The first example is a simple variation of the wage equation introduced in Chapter 2
for obtaining the effect of education on hourly wage:

wage = By + Beduc + B,exper + u, [3.1]

where exper is years of labor market experience. Thus, wage is determined by the two
explanatory or independent variables, education and experience, and by other unobserved
factors, which are contained in u. We are still primarily interested in the effect of educ on wage,
holding fixed all other factors affecting wage; that is, we are interested in the parameter 3,.

Compared with a simple regression analysis relating wage to educ, equation (3.1)
effectively takes exper out of the error term and puts it explicitly in the equation. Because
exper appears in the equation, its coefficient, 3,, measures the ceteris paribus effect of
exper on wage, which is also of some interest.

Not surprisingly, just as with simple regression, we will have to make assumptions about
how u in (3.1) is related to the independent variables, educ and exper. However, as we will
see in Section 3.2, there is one thing of which we can be confident: because (3.1) contains
experience explicitly, we will be able to measure the effect of education on wage, holding
experience fixed. In a simple regression analysis—which puts exper in the error term—we
would have to assume that experience is uncorrelated with education, a tenuous assumption.

As a second example, consider the problem of explaining the effect of per student
spending (expend) on the average standardized test score (avgscore) at the high school
level. Suppose that the average test score depends on funding, average family income
(avginc), and other unobserved factors:

avgscore = By + Bexpend + B,avginc + u. [3.2]

The coefficient of interest for policy purposes is 3;, the ceteris paribus effect of expend on
avgscore. By including avginc explicitly in the model, we are able to control for its effect
on avgscore. This is likely to be important because average family income tends to be
correlated with per student spending: spending levels are often determined by both prop-
erty and local income taxes. In simple regression analysis, avginc would be included in the
error term, which would likely be correlated with expend, causing the OLS estimator of 3,
in the two-variable model to be biased.

In the two previous similar examples, we have shown how observable factors other
than the variable of primary interest [educ in equation (3.1) and expend in equation (3.2)]
can be included in a regression model. Generally, we can write a model with two indepen-
dent variables as

y =B+ Bix; + Box, + u, [3.3]
where

By is the intercept.
[3; measures the change in y with respect to x;, holding other factors fixed.
3, measures the change in y with respect to x,, holding other factors fixed.
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PART 1 Regression Analysis with Cross-Sectional Data

Multiple regression analysis is also useful for generalizing functional relationships
between variables. As an example, suppose family consumption (cons) is a quadratic function
of family income (inc):

cons = By + Byinc + Byinc® + u, [3.4]

where u contains other factors affecting consumption. In this model, consumption depends
on only one observed factor, income; so it might seem that it can be handled in a simple
regression framework. But the model falls outside simple regression because it contains
two functions of income, inc and inc? (and therefore three parameters, B, 3,, and 3,).
Nevertheless, the consumption function is easily written as a regression model with two
independent variables by letting x; = inc and x, = inc’.

Mechanically, there will be no difference in using the method of ordinary least squares
(introduced in Section 3.2) to estimate equations as different as (3.1) and (3.4). Each equa-
tion can be written as (3.3), which is all that matters for computation. There is, however, an
important difference in how one interprets the parameters. In equation (3.1), 3, is the ceteris
paribus effect of educ on wage. The parameter 8, has no such interpretation in (3.4). In
other words, it makes no sense to measure the effect of inc on cons while holding inc? fixed,
because if inc changes, then so must inc?! Instead, the change in consumption with respect to
the change in income—the marginal propensity to consume—is approximated by

£cons g, + 2pinc.
See Appendix A for the calculus needed to derive this equation. In other words, the
marginal effect of income on consumption depends on 3, as well as on 8, and the level of
income. This example shows that, in any particular application, the definitions of the inde-
pendent variables are crucial. But for the theoretical development of multiple regression,
we can be vague about such details. We will study examples like this more completely in
Chapter 6.

In the model with two independent variables, the key assumption about how u is
related to x; and x, is

E(ulx;, x,) = 0. [3.5]

The interpretation of condition (3.5) is similar to the interpretation of Assumption SLR.4
for simple regression analysis. It means that, for any values of x; and x, in the population,
the average of the unobserved factors is equal to zero. As with simple regression, the
important part of the assumption is that the expected value of u is the same for all combi-
nations of x; and x,; that this common value is zero is no assumption at all as long as the
intercept B, is included in the model (see Section 2.1).

How can we interpret the zero conditional mean assumption in the previous exam-
ples? In equation (3.1), the assumption is E(uleduc,exper) = 0. This implies that other
factors affecting wage are not related on average to educ and exper. Therefore, if we think
innate ability is part of u, then we will need average ability levels to be the same across
all combinations of education and experience in the working population. This may or may
not be true, but, as we will see in Section 3.3, this is the question we need to ask in order to
determine whether the method of ordinary least squares produces unbiased estimators.

The example measuring student performance [equation (3.2)] is similar to the wage
equation. The zero conditional mean assumption is E(u|expend, avginc) = 0, which means
that other factors affecting test scores—school or student characteristics—are, on average,
unrelated to per-student funding and average family income.
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CHAPTER 3 Multiple Regression Analysis: Estimation

_EXPLORING FURTHER 3.1 |

A simple model to explain city murder rates
(murdrate) in terms of the probability of
conviction (prbconv) and average sentence
length (avgsen) is

murdrate = By + Byprbconv
+ Bravgsen + u.

What are some factors contained in u? Do
you think the key assumption (3.5) is likely

When applied to the quadratic con-
sumption function in (3.4), the zero con-
ditional mean assumption has a slightly
different interpretation. Written literally,
equation (3.5) becomes E(ulinc,inc?) = 0.
Since inc? is known when inc is known,
including inc? in the expectation is
redundant: E(ulinc,inc?) = 0 is the same
as E(ulinc) = 0. Nothing is wrong with
putting inc? along with inc in the expec-

tation when stating the assumption, but
E(ulinc) = 0 is more concise.

to hold?

The Model with k Independent Variables

Once we are in the context of multiple regression, there is no need to stop with two inde-
pendent variables. Multiple regression analysis allows many observed factors to affect y.
In the wage example, we might also include amount of job training, years of tenure with
the current employer, measures of ability, and even demographic variables like the num-
ber of siblings or mother’s education. In the school funding example, additional variables
might include measures of teacher quality and school size.

The general multiple linear regression model (also called the multiple regression
model) can be written in the population as

vy =Byt Bx; + Buxy + Byxzs + ... + By +u, [3.6]
where

By is the intercept.
B3, is the parameter associated with x;.
B3, is the parameter associated with x,, and so on.

Since there are k independent variables and an intercept, equation (3.6) contains k + 1
(unknown) population parameters. For shorthand purposes, we will sometimes refer to
the parameters other than the intercept as slope parameters, even though this is not
always literally what they are. [See equation (3.4), where neither 8, nor 3, is itself a
slope, but together they determine the slope of the relationship between consumption
and income. ]

The terminology for multiple regression is similar to that for simple regression and
is given in Table 3.1. Just as in simple regression, the variable u is the error term or
disturbance. It contains factors other than x|, x,, ..., x; that affect y. No matter how many
explanatory variables we include in our model, there will always be factors we cannot
include, and these are collectively contained in u.

When applying the general multiple regression model, we must know how to interpret
the parameters. We will get plenty of practice now and in subsequent chapters, but it is
useful at this point to be reminded of some things we already know. Suppose that CEO
salary (salary) is related to firm sales (sales) and CEO tenure (ceoten) with the firm by

log(salary) = B, + B,log(sales) + Bceoten + Bsceoten® + u. [3.7]
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PART 1 Regression Analysis with Cross-Sectional Data

TABLE 3.1 Terminology for Multiple Regression

y X1y Xap oeep Xi
Dependent variable Independent variables
Explained variable Explanatory variables
Response variable Control variables
Predicted variable Predictor variables
Regressand Regressors

This fits into the multiple regression model (with k = 3) by defining y = log(salary), x, =
log(sales), x, = ceoten, and x; = ceoten®. As we know from Chapter 2, the parameter 3,
is the (ceteris paribus) elasticity of salary with respect to sales. If B3 = 0, then 10083, is
approximately the ceteris paribus percentage increase in salary when ceoten increases by
one year. When 3; # 0, the effect of ceoten on salary is more complicated. We will post-
pone a detailed treatment of general models with quadratics until Chapter 6.

Equation (3.7) provides an important reminder about multiple regression analysis.
The term “linear” in a multiple linear regression model means that equation (3.6) is linear
in the parameters, B;. Equation (3.7) is an example of a multiple regression model that,
while linear in the 3;, is a nonlinear relationship between salary and the variables sales
and ceoten. Many applications of multiple linear regression involve nonlinear relation-
ships among the underlying variables.

The key assumption for the general multiple regression model is easy to state in terms
of a conditional expectation:

E(ulx,, x5, ..., x) = 0. [3.8]

At a minimum, equation (3.8) requires that all factors in the unobserved error term be
uncorrelated with the explanatory variables. It also means that we have correctly accounted
for the functional relationships between the explained and explanatory variables. Any
problem that causes u to be correlated with any of the independent variables causes (3.8) to
fail. In Section 3.3, we will show that assumption (3.8) implies that OLS is unbiased and
will derive the bias that arises when a key variable has been omitted from the equation. In
Chapters 15 and 16, we will study other reasons that might cause (3.8) to fail and show
what can be done in cases where it does fail.

3.2 Mechanics and Interpretation
of Ordinary Least Squares
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We now summarize some computational and algebraic features of the method of ordinary
least squares as it applies to a particular set of data. We also discuss how to interpret the
estimated equation.

Obtaining the OLS Estimates

We first consider estimating the model with two independent variables. The estimated
OLS equation is written in a form similar to the simple regression case:

3= Bo+ Bix, + Boxss [3.9]
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where

B, = the estimate of S,
[3; = the estimate of 3;.
3, = the estimate of 3,.

But how do we obtain [§O, ,é 1, and [§2? The method of ordinary least squares chooses the
estimates to minimize the sum of squared residuals. That is, given n observations on y,
X1, and x,, {(x;1, X0, ¥): 1 = 1,2, ..., n}, the estimates 3, B;, and 3, are chosen simultane-
ously to make
n
A« N A,
Z()’i = Bo — Bixi — Baxin) [3.10]

i=1

as small as possible.

To understand what OLS is doing, it is important to master the meaning of the index-
ing of the independent variables in (3.10). The independent variables have two subscripts
here, i followed by either 1 or 2. The i subscript refers to the observation number. Thus,
the sum in (3.10) is over all i = 1 to n observations. The second index is simply a method
of distinguishing between different independent variables. In the example relating wage
to educ and exper, x; = educ; is education for person i in the sample, and x;, = exper; is
experience for person i. The sum of squared residuals in equation (3.10) isz :l:] (wage; —
ﬁo — ﬁleduci - Bzexperi)z. In what follows, the i subscript is reserved for indexing the
observation number. If we write Xijs then this means the i™ observation on the j‘h indepen-
dent variable. (Some authors prefer to switch the order of the observation number and the
variable number, so that x,; is observation i on variable one. But this is just a matter of
notational taste.)

In the general case with k independent variables, we seek estimates ﬁo, 31, . Ek in
the equation

v =B+ Bix; + Boxy + .. + Bixs. [3.11]

The OLS estimates, k + 1 of them, are chosen to minimize the sum of squared residuals:
20’1 - Bo - leil - kaik)2~ [3.12]
i=1

This minimization problem can be solved using multivariable calculus (see Appendix 3A).
This leads to k + 1 linear equations in k + 1 unknowns 3, 3, ..., B

Z()’i - ,éo - leil e :ékxik) =0
i=1
inl(yi - BAO - leil e T BAkxik) =0
i=1
inz()’i —Bo = Bixis — .. —Bx) =0 [3.13]
i=1
ink()’i - Bo - leil e kaik) =0.
i=1

These are often called the OLS first order conditions. As with the simple regression
model in Section 2.2, the OLS first order conditions can be obtained by the method of
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moments: under assumption (3.8), E(u) = 0 and E(xu) = 0, where j = 1, 2, ..., k. The
equations in (3.13) are the sample counterparts of these population moments, although we
have omitted the division by the sample size n.

For even moderately sized n and k, solving the equations in (3.13) by hand calculations
is tedious. Nevertheless, modern computers running standard statistics and econometrics
software can solve these equations with large n and k very quickly.

There is only one slight caveat: we must assume that the equations in (3.13) can
be solved uniquely for the B, For now, we just assume this, as it is usually the case in
well-specified models. In Section 3.3, we state the assumption needed for unique OLS
estimates to exist (see Assumption MLR.3).

As in simple regression analysis, equation (3.11) is called the OLS regression line or the
sample regression function (SRF). We will call [§0 the OLS intercept estimate and [§1, .
,ék the OLS slope estimates (corresponding to the independent variables x,, x,, ..., x;).

To indicate that an OLS regression has been run, we will either write out
equation (3.11) with y and xy, ..., x; replaced by their variable names (such as wage, educ,
and exper), or we will say that “we ran an OLS regression of y on x|, x,, ..., x;” or that
“we regressed y on xj, x,, ..., x;.” These are shorthand for saying that the method of or-
dinary least squares was used to obtain the OLS equation (3.11). Unless explicitly stated
otherwise, we always estimate an intercept along with the slopes.

Interpreting the OLS Regression Equation

More important than the details underlying the computation of the ﬁj is the interpretation
of the estimated equation. We begin with the case of two independent variables:

y= Bo + lel + Bzxz' [3.14]

The intercept BO in equation (3.14) is the predicted value of y when x, = 0 and x, = 0.
Sometimes, setting x; and x, both equal to zero is an interesting scenario; in other cases, it
will not make sense. Nevertheless, the intercept is always needed to obtain a prediction of
y from the OLS regression line, as (3.14) makes clear.

The estimates 31 and ﬁz have partial effect, or ceteris paribus, interpretations. From
equation (3.14), we have

A)A’ = BIAXI + :ézAXz,

so we can obtain the predicted change in y given the changes in x; and x,. (Note how the
intercept has nothing to do with the changes in y.) In particular, when x, is held fixed, so
that Ax, = 0, then

A§ = BIAXI’

holding x, fixed. The key point is that, by including x, in our model, we obtain a coeffi-
cient on x; with a ceteris paribus interpretation. This is why multiple regression analysis is
so useful. Similarly,

Ay = ézAxm
holding x, fixed.
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DETERMINANTS OF COLLEGE GPA

The variables in GPA1.RAW include the college grade point average (colGPA), high
school GPA (hsGPA), and achievement test score (ACT') for a sample of 141 students
from a large university; both college and high school GPAs are on a four-point scale. We
obtain the following OLS regression line to predict college GPA from high school GPA
and achievement test score:

colGPA = 1.29 + 453 hsGPA + .0094 ACT
n=141.

[3.15]

How do we interpret this equation? First, the intercept 1.29 is the predicted college GPA
if hsGPA and ACT are both set as zero. Since no one who attends college has either a zero
high school GPA or a zero on the achievement test, the intercept in this equation is not, by
itself, meaningful.

More interesting estimates are the slope coefficients on AsGPA and ACT. As expected,
there is a positive partial relationship between colGPA and hsGPA: Holding ACT fixed,
another point on AsGPA is associated with .453 of a point on the college GPA, or almost
half a point. In other words, if we choose two students, A and B, and these students have
the same ACT score, but the high school GPA of Student A is one point higher than the
high school GPA of Student B, then we predict Student A to have a college GPA .453
higher than that of Student B. (This says nothing about any two actual people, but it is our
best prediction.)

The sign on ACT implies that, while holding AsGPA fixed, a change in the ACT
score of 10 points—a very large change, since the maximum ACT score is 36 and the
average score in the sample is about 24 with a standard deviation less than three—affects
colGPA by less than one-tenth of a point. This is a small effect, and it suggests that, once
high school GPA is accounted for, the ACT score is not a strong predictor of college GPA.
(Naturally, there are many other factors that contribute to GPA, but here we focus on
statistics available for high school students.) Later, after we discuss statistical inference,
we will show that not only is the coefficient on ACT practically small, it is also statisti-
cally insignificant.

If we focus on a simple regression analysis relating colGPA to ACT only, we obtain

colGPA = 2.40 + .0271 ACT
n = 141;
thus, the coefficient on ACT is almost three times as large as the estimate in (3.15). But
this equation does not allow us to compare two people with the same high school GPA;

it corresponds to a different experiment. We say more about the differences between
multiple and simple regression later.

The case with more than two independent variables is similar. The OLS regression

line is

$ =B+ Bix, + Boxs + ... + B [3.16]
Written in terms of changes,

A;)A) - BIA)CI + BAzA)Cz + ...+ BkAxk. [3.1 7]
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PART 1 Regression Analysis with Cross-Sectional Data

The coefficient on x; measures the change in y due to a one-unit increase in x;, holding all
other independent variables fixed. That is,

Ay = B,Ax,, [3.18]

holding x,, x3, ..., x; fixed. Thus, we have controlled for the variables x,, x3, ..., x;, when
estimating the effect of x, on y. The other coefficients have a similar interpretation.
The following is an example with three independent variables.

HOURLY WAGE EQUATION

Using the 526 observations on workers in WAGE1.RAW, we include educ (years of educa-
tion), exper (years of labor market experience), and tenure (years with the current employer)
in an equation explaining log(wage). The estimated equation is
m = 284 + .092 educ + .0041 exper + .022 tenure
n = 526.

[3.19]

As in the simple regression case, the coefficients have a percentage interpretation. The
only difference here is that they also have a ceteris paribus interpretation. The coefficient
.092 means that, holding exper and tenure fixed, another year of education is predicted
to increase log(wage) by .092, which translates into an approximate 9.2% [100(.092)]
increase in wage. Alternatively, if we take two people with the same levels of experience
and job tenure, the coefficient on educ is the proportionate difference in predicted wage
when their education levels differ by one year. This measure of the return to education
at least keeps two important productivity factors fixed; whether it is a good estimate of
the ceteris paribus return to another year of education requires us to study the statistical
properties of OLS (see Section 3.3).

On the Meaning of “Holding Other Factors Fixed”
in Multiple Regression

The partial effect interpretation of slope coefficients in multiple regression analysis can
cause some confusion, so we provide a further discussion now.

In Example 3.1, we observed that the coefficient on ACT measures the predicted dif-
ference in colGPA, holding hsGPA fixed. The power of multiple regression analysis is that
it provides this ceteris paribus interpretation even though the data have not been collected
in a ceteris paribus fashion. In giving the coefficient on ACT a partial effect interpretation,
it may seem that we actually went out and sampled people with the same high school GPA
but possibly with different ACT scores. This is not the case. The data are a random sample
from a large university: there were no restrictions placed on the sample values of AsGPA
or ACT in obtaining the data. Rarely do we have the luxury of holding certain variables
fixed in obtaining our sample. If we could collect a sample of individuals with the same
high school GPA, then we could perform a simple regression analysis relating colGPA to
ACT. Multiple regression effectively allows us to mimic this situation without restricting
the values of any independent variables.
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CHAPTER 3 Multiple Regression Analysis: Estimation

The power of multiple regression analysis is that it allows us to do in nonexperimental
environments what natural scientists are able to do in a controlled laboratory setting: keep
other factors fixed.

Changing More Than One Independent Variable
Simultaneously

Sometimes, we want to change more than one independent variable at the same time to find
the resulting effect on the dependent variable. This is easily done using equation (3.17). For
example, in equation (3.19), we can obtain the estimated effect on wage when an individual
stays at the same firm for another year: exper (general workforce experience) and tenure
both increase by one year. The total effect (holding educ fixed) is

Alog(wage) = .0041 Aexper + .022 Atenure = 0041 + .022 = .0261,

or about 2.6%. Since exper and tenure each increase by one year, we just add the coefficients
on exper and fenure and multiply by 100 to turn the effect into a percentage.

OLS Fitted Values and Residuals

After obtaining the OLS regression line (3.11), we can obtain a fitted or predicted value
for each observation. For observation i, the fitted value is simply

Vi = Bo + Elxil + BinZ +.. kaik’ [3.20]

which is just the predicted value obtained by plugging the values of the independent
variables for observation 7 into equation (3.11). We should not forget about the intercept in
obtaining the fitted values; otherwise, the answer can be very misleading. As an example,
if in (3.15), hsGPA; = 3.5 and ACT, = 24, mi = 1.29 + .453(3.5) + .0094(24) =
3.101 (rounded to three places after the decimal).

Normally, the actual value y; for any observation i will not equal the predicted value,
¥;: OLS minimizes the average squared prediction error, which says nothing about the
prediction error for any particular observation. The residual for observation i is defined
just as in the simple regression case,

ﬁi =y~ _)A)i. [3.21]

There is a residual for each observation. If z; > 0, then y; is below y,, which means that, for
this observation, y; is underpredicted. If iz; < 0, then y; < y,, and y, is overpredicted.

The OLS fitted values and residuals have some important properties that are immediate
extensions from the single variable case:

1. The sample average of the residuals is zero and so y = §.

2. The sample covariance between each independent variable and the OLS residuals is
zero. Consequently, the sample covariance between the OLS fitted values and the
OLS residuals is zero.

3. The point (X, X,, ..., X;, y) is always on the OLS regression line: y = Bo + ,él)_c, +
Box, + ... + BiX;.
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- The first two properties are immedi-

ORING FURTHER 3.2 .

l E: EE&L—‘ ate consequences of the set of equations
In Example 3.1, the OLS fitted line explain- used to obtain the OLS estimates. The
ing college GPA in terms of high school | first equation in (3.13) says that the sum
GPA and ACT score is of the residuals is zero. The remaining

. n A

equations are of the form 25:1 x;t; = 0,
which implies that each independent
variable has zero sample covariance with

If the average high school GPA is about 3.4 ii,. Property (3) follows immediately from
and the average ACT score is about 24.2, property (1).

what is the average college GPA in the
sample?

COIGPA = 1.29 + .453 hsGPA
+.0094 ACT.

A “Partialling Out” Interpretation of Multiple Regression

When applying OLS, we do not need to know explicit formulas for the ,@ ; that solve the
system of equations in (3.13). Nevertheless, for certain derivations, we do need explicit
formulas for the ,8] These formulas also shed further light on the Worklngs of OLS.

Consider again the case with k = 2 independent variables, $ =By + Bix; + Bax,. For
concreteness, we focus on Bl One way to express ,B |18

/zr,l

where the 7;, are the OLS residuals from a simple regression of x, on x,, using the sample
at hand. We regress our first independent variable, x;, on our second independent variable,
X,, and then obtain the residuals (y plays no role here). Equation (3.22) shows that we can
then do a simple regression of y on 7 to obtain [§ 1. (Note that the residuals #;; have a zero
sample average, and so ,[§ | is the usual slope estimate from simple regression.)

The representation in equation (3.22) gives another demonstration of Bl’s partial
effect interpretation. The residuals 7;; are the part of x;; that is uncorrelated with x,.
Another way of saying this is that i, is x;; after the effects of x;, have been partialled
out, or netted out. Thus, Bl measures the sample relationship between y and x, after x, has
been partialled out.

In simple regression analysis, there is no partialling out of other variables because no
other variables are included in the regression. Computer Exercise C5 steps you through
the partialling out process usmg the wage data from Example 3.2. For practical purposes,
the important thing is that Bl in the equation y = ,80 + lel + B2x2 measures the change in
y given a one-unit increase in x;, holding x, fixed.

In the general model with k explanatory variables, ,él can still be written as in equation
(3.22), but the residuals 7;; come from the regression of x, on x,, ..., x;. Thus, ﬁl measures
the effect of x, on y after x,, ..., x; have been partialled or netted out.

B = , [3.22]

rlly
i=1

Comparison of Simple and Multiple Regression Estimates

Two special cases exist in which the simple regression of y on x; will produce the same
OLS estimate on x; as the regression of y on x; and x,. To be more precise, write the s1mple
regress1on of yonx, asj =B, + B,x,, and write the multiple regression as y= ,80 + lel

,82x2 We know that the simple regression coefficient 3, does not usually equal the multiple
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regression coefficient ,@1. It turns out there is a simple relationship between 3, and j3,,
which allows for interesting comparisons between simple and multiple regression:

Bi =B+ B, [3.23]

where &, is the slope coefficient from the simple regression of x,, on x;;, i = 1, ..., n. This
equation shows how B, differs from the partial effect of x, on y. The confounding term is the
partial effect of x, ony times the slope in the sample regression of x, on x,. (See Section 3A.4
in the chapter appendix for a more general verification.)

The relationship between 8, and B1 also shows there are two distinct cases where they
are equal:

1. The partial effect of x, on y is zero in the sample. That is, Bz = 0.

2. x; and x, are uncorrelated in the sample. That is, 51 =0.

Even though simple and multiple regression estimates are almost never identical, we
can use the above formula to characterize why they might be either very different or quite
similar. For example, if [32 is small, we might expect the multiple and simple regression
estimates of 3, to be similar. In Example 3.1, the sample correlation between hsGPA and
ACT is about 0.346, which is a nontrivial correlation. But the coefficient on ACT is fairly
little. It is not surprising to find that the simple regression of colGPA on hsGPA produces
a slope estimate of .482, which is not much different from the estimate .453 in (3.15).

PARTICIPATION IN 401 (k) PENSION PLANS

We use the data in 401K.RAW to estimate the effect of a plan’s match rate (mrate) on
the participation rate (prate) in its 401(k) pension plan. The match rate is the amount the
firm contributes to a worker’s fund for each dollar the worker contributes (up to some
limit); thus, mrate = .75 means that the firm contributes 75¢ for each dollar contributed
by the worker. The participation rate is the percentage of eligible workers having a 401 (k)
account. The variable age is the age of the 401(k) plan. There are 1,534 plans in the data
set, the average prate is 87.36, the average mrate is .732, and the average age is 13.2.
Regressing prate on mrate, age gives

prate = 80.12 + 5.52 mrate + .243 age
n=1534.

Thus, both mrate and age have the expected effects. What happens if we do not control for
age? The estimated effect of age is not trivial, and so we might expect a large change in
the estimated effect of mrate if age is dropped from the regression. However, the simple
regression of prate on mrate yields prafe = 83.08 + 5.86 mrate. The simple regression
estimate of the effect of mrate on prate is clearly different from the multiple regression
estimate, but the difference is not very big. (The simple regression estimate is only about
6.2% larger than the multiple regression estimate.) This can be explained by the fact that
the sample correlation between mrate and age is only .12.

In the case with k independent variables, the simple regression of y on x; and the mul-
tiple regression of y on x|, x,, ..., x; produce an identical estimate of x; only if (1) the OLS
coefficients on x, through x; are all zero or (2) x, is uncorrelated with each of x,, ..., x;.
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80 | PART 1 Regression Analysis with Cross-Sectional Data

Neither of these is very likely in practice. But if the coefficients on x, through x; are
small, or the sample correlations between x, and the other independent variables are in-
substantial, then the simple and multiple regression estimates of the effect of x; on y can
be similar.

Goodness-of-Fit

As with simple regression, we can define the total sum of squares (SST), the explained
sum of squares (SSE), and the residual sum of squares or sum of squared residuals

(SSR) as
SST = Z(yi - 37 [3.24]
i=1
SSE=)Y ¢ — ¥ [3.25]
i=1
SSR =i’ [3.26]
i=1

Using the same argument as in the simple regression case, we can show that
SST = SSE + SSR. [3.27]

In other words, the total variation in {y,} is the sum of the total variations in {y;} and in {#;}.
Assuming that the total variation in y is nonzero, as is the case unless y; is constant in
the sample, we can divide (3.27) by SST to get

SSR/SST + SSE/SST = 1.

Just as in the simple regression case, the R-squared is defined to be
R?>= SSE/SST = 1 — SSR/SST, [3.28]

and it is interpreted as the proportion of the sample variation in y; that is explained by the
OLS regression line. By definition, R? is a number between zero and one.

R? can also be shown to equal the squared correlation coefficient between the actual y,
and the fitted values y,. That is,

n 2
(Z] 0 = MO —§>)
(Z G =D G -9
i=1 i=1

[We have put the average of the y; in (3.29) to be true to the formula for a correlation coef-
ficient; we know that this average equals y because the sample average of the residuals is
zeroand y; = y; + i;.]

An important fact about R? is that it never decreases, and it usually increases when
another independent variable is added to a regression. This algebraic fact follows because,
by definition, the sum of squared residuals never increases when additional regressors are
added to the model. For example, the last digit of one’s social security number has nothing
to do with one’s hourly wage, but adding this digit to a wage equation will increase the R*
(by a little, at least).

R =

) [3.29]
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The fact that R? never decreases when any variable is added to a regression makes
it a poor tool for deciding whether one variable or several variables should be added to
a model. The factor that should determine whether an explanatory variable belongs in a
model is whether the explanatory variable has a nonzero partial effect on y in the popu-
lation. We will show how to test this hypothesis in Chapter 4 when we cover statisti-
cal inference. We will also see that, when used properly, R* allows us to fest a group of
variables to see if it is important for explaining y. For now, we use it as a goodness-of-fit
measure for a given model.

DETERMINANTS OF COLLEGE GPA
From the grade point average regression that we did earlier, the equation with R is
colGPA = 1.29 + 453 hsGPA + .0094 ACT
n =141, R* = .176.

This means that ~sGPA and ACT together explain about 17.6% of the variation in college
GPA for this sample of students. This may not seem like a high percentage, but we must
remember that there are many other factors—including family background, personality,
quality of high school education, affinity for college—that contribute to a student’s college
performance. If 7sGPA and ACT explained almost all of the variation in colGPA, then
performance in college would be preordained by high school performance!

Example 3.5 deserves a final word of caution. The fact that the four explanatory
variables included in the second regression explain only about 4.2% of the variation in
narr86 does not necessarily mean that the equation is useless. Even though these variables
collectively do not explain much of the variation in arrests, it is still possible that the OLS
estimates are reliable estimates of the ceteris paribus effects of each independent variable
on narr86. As we will see, whether this is the case does not directly depend on the size of
R?. Generally, a low R? indicates that it is hard to predict individual outcomes on y with
much accuracy, something we study in more detail in Chapter 6. In the arrest example,
the small R* reflects what we already suspect in the social sciences: it is generally very
difficult to predict individual behavior.

Regression through the Origin

Sometimes, an economic theory or common sense suggests that 3, should be zero, and so
we should briefly mention OLS estimation when the intercept is zero. Specifically, we
now seek an equation of the form

y= lel + ﬁzxz + ...+ kak, [3.30]

¢ 9

where the symbol “~” over the estimates is used to distinguish them from the OLS esti-
mates obtained along with the intercept [as in (3.11)]. In (3.30), when x;, = 0, x, = 0, ...,
x; = 0, the predicted value is zero. In this case, By, ..., B, are said to be the OLS estimates
from the regression of y on x,, x,, ..., X; through the origin.

The OLS estimates in (3.30), as always, minimize the sum of squared residuals, but
with the intercept set at zero. You should be warned that the properties of OLS that we
derived earlier no longer hold for regression through the origin. In particular, the OLS

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



82 | PART 1 Regression Analysis with Cross-Sectional Data

EXPLAINING ARREST RECORDS

CRIMEI1.RAW contains data on arrests during the year 1986 and other information on
2,725 men born in either 1960 or 1961 in California. Each man in the sample was arrested
at least once prior to 1986. The variable narr86 is the number of times the man was
arrested during 1986: it is zero for most men in the sample (72.29%), and it varies from
0 to 12. (The percentage of men arrested once during 1986 was 20.51.) The variable pcnv
is the proportion (not percentage) of arrests prior to 1986 that led to conviction, avgsen
is average sentence length served for prior convictions (zero for most people), ptime86 is
months spent in prison in 1986, and gemp86 is the number of quarters during which the
man was employed in 1986 (from zero to four).
A linear model explaining arrests is

narr86 = By + Bipcnv + Bravgsen + Biptime86 + By,qgemp86 + u,

where pcnv is a proxy for the likelihood for being convicted of a crime and avgsen is a

measure of expected severity of punishment, if convicted. The variable ptime86 captures

the incarcerative effects of crime: if an individual is in prison, he cannot be arrested for a

crime outside of prison. Labor market opportunities are crudely captured by gemp86.
First, we estimate the model without the variable avgsen. We obtain

narr86 = 712 — .150 penv — .034 ptime86 — .104 gemp86
n=12725R>= 0413.

This equation says that, as a group, the three variables pcnv, ptime86, and gemp86 explain
about 4.1% of the variation in narr86.

Each of the OLS slope coefficients has the anticipated sign. An increase in the
proportion of convictions lowers the predicted number of arrests. If we increase pcnv
by .50 (alarge increase in the probability of conviction), then, holding the other factors fixed,
Anarr86 = —.150(.50) = —.075. This may seem unusual because an arrest cannot change
by a fraction. But we can use this value to obtain the predicted change in expected arrests
for a large group of men. For example, among 100 men, the predicted fall in arrests when
pcny increases by .50 is —7.5.

Similarly, a longer prison term leads to a lower predicted number of arrests. In fact, if
ptime86 increases from O to 12, predicted arrests for a particular man fall by .034(12) = .408.
Another quarter in which legal employment is reported lowers predicted arrests by .104,
which would be 10.4 arrests among 100 men.

If avgsen is added to the model, we know that R* will increase. The estimated
equation is

narr86 = 707 — .151 penv + .0074 avgsen — .037 ptime86 — .103 gemp86
n = 2,725, R* = .0422.

Thus, adding the average sentence variable increases R* from .0413 to .0422, a practically
small effect. The sign of the coefficient on avgsen is also unexpected: it says that a longer
average sentence length increases criminal activity.
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residuals no longer have a zero sample average. Further, if R? is defined as 1 — SSR/
SST, where SST is given in (3.24) and SSR is now Y (v; — B1xyy — ... — Bxy)’ then
R? can actually be negative. This means that the sample average, y, “explains” more
of the variation in the y; than the explanatory variables. Either we should include an
intercept in the regression or conclude that the explanatory variables poorly explain y.
To always have a nonnegative R-squared, some economists prefer to calculate R* as the
squared correlation coefficient between the actual and fitted values of y, as in (3.29).
(In this case, the average fitted value must be computed directly since it no longer
equals y.) However, there is no set rule on computing R-squared for regression through
the origin.

One serious drawback with regression through the origin is that, if the intercept 3,
in the population model is different from zero, then the OLS estimators of the slope
parameters will be biased. The bias can be severe in some cases. The cost of estimating
an intercept when [ is truly zero is that the variances of the OLS slope estimators are
larger.

3.3 The Expected Value of the OLS Estimators

We now turn to the statistical properties of OLS for estimating the parameters in an under-
lying population model. In this section, we derive the expected value of the OLS estima-
tors. In particular, we state and discuss four assumptions, which are direct extensions of
the simple regression model assumptions, under which the OLS estimators are unbiased
for the population parameters. We also explicitly obtain the bias in OLS when an impor-
tant variable has been omitted from the regression.

You should remember that statistical properties have nothing to do with a particular
sample, but rather with the property of estimators when random sampling is done repeat-
edly. Thus, Sections 3.3, 3.4, and 3.5 are somewhat abstract. Although we give examples
of deriving bias for particular models, it is not meaningful to talk about the statistical
properties of a set of estimates obtained from a single sample.

The first assumption we make simply defines the multiple linear regression (MLR)
model.

Assumption MLR.1 Linear in Parameters

The model in the population can be written as

Yy =Bo + Bixy + Bxa T+ Bxe T u, [3.31]

where By, B, ..., Bi are the unknown parameters (constants) of interest and u is an
unobserved random error or disturbance term.

Equation (3.31) formally states the population model, sometimes called the true model,
to allow for the possibility that we might estimate a model that differs from (3.31). The
key feature is that the model is linear in the parameters B, B, ..., B As we know, (3.31)
is quite flexible because y and the independent variables can be arbitrary functions of the
underlying variables of interest, such as natural logarithms and squares [see, for example,
equation (3.7)].

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



84 | PART 1 Regression Analysis with Cross-Sectional Data

Assumption MLR.2 Random Sampling

We have a random sample of n observations, {(x;;, X, ..., Xi, vi): i =1, 2, ..., n}, following
the population model in Assumption MLR.1.

Sometimes, we need to write the equation for a particular observation i: for a randomly
drawn observation from the population, we have

Vi = Bo + Bixy T Boxip + o+ Bixy T ou; [3.32]

Remember that i refers to the observation, and the second subscript on x is the variable
number. For example, we can write a CEO salary equation for a particular CEO i as

log(salary,) = B, + Bilog(sales;) + B,ceoten; + Bceoten? + u;. [3.33]

The term u; contains the unobserved factors for CEO i that affect his or her salary. For
applications, it is usually easiest to write the model in population form, as in (3.31). It
contains less clutter and emphasizes the fact that we are interested in estimating a population

relationship.
In light of model (3.31), the OLS estimators 3, 3,, B2, ..., B; from the regression
of y on xy, ..., x; are now considered to be estimators of B, B, ..., B In Section 3.2,

we saw that OLS chooses the intercept and slope estimates for a particular sample so that
the residuals average to zero and the sample correlation between each independent vari-
able and the residuals is zero. Still, we did not include conditions under which the OLS
estimates are well defined for a given sample. The next assumption fills that gap.

Assumption MLR.3 No Perfect Collinearity

In the sample (and therefore in the population), none of the independent variables is
constant, and there are no exact linear relationships among the independent variables.

Assumption MLR.3 is more complicated than its counterpart for simple regression because
we must now look at relationships between all independent variables. If an independent
variable in (3.31) is an exact linear combination of the other independent variables, then
we say the model suffers from perfect collinearity, and it cannot be estimated by OLS.

It is important to note that Assumption MLR.3 does allow the independent variables
to be correlated; they just cannot be perfectly correlated. If we did not allow for any corre-
lation among the independent variables, then multiple regression would be of very limited
use for econometric analysis. For example, in the model relating test scores to educational
expenditures and average family income,

avgscore = By + Bexpend + Bavginc + u,

we fully expect expend and avginc to be correlated: school districts with high average
family incomes tend to spend more per student on education. In fact, the primary motiva-
tion for including avginc in the equation is that we suspect it is correlated with expend,
and so we would like to hold it fixed in the analysis. Assumption MLR.3 only rules out
perfect correlation between expend and avginc in our sample. We would be very unlucky
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to obtain a sample where per student expenditures are perfectly correlated with average
family income. But some correlation, perhaps a substantial amount, is expected and
certainly allowed.

The simplest way that two independent variables can be perfectly correlated is when
one variable is a constant multiple of another. This can happen when a researcher inad-
vertently puts the same variable measured in different units into a regression equation.
For example, in estimating a relationship between consumption and income, it makes no
sense to include as independent variables income measured in dollars as well as income
measured in thousands of dollars. One of these is redundant. What sense would it make to
hold income measured in dollars fixed while changing income measured in thousands of
dollars?

We already know that different nonlinear functions of the same variable can appear
among the regressors. For example, the model cons = B, + B,inc + B,inc® + u does not
violate Assumption MLR.3: even though x, = inc?is an exact function of x, = inc, inc*
is not an exact linear function of inc. Including inc® in the model is a useful way to gen-
eralize functional form, unlike including income measured in dollars and in thousands of
dollars.

Common sense tells us not to include the same explanatory variable measured in dif-
ferent units in the same regression equation. There are also more subtle ways that one
independent variable can be a multiple of another. Suppose we would like to estimate an
extension of a constant elasticity consumption function. It might seem natural to specify a
model such as

log(cons) = B, + B,log(inc) + B,log(inc?) + u, [3.34]

where x, = log(inc) and x, = log(inc?). Using the basic properties of the natural log (see
Appendix A), log(inc?) = 2-log(inc). That is, x, = 2x,, and naturally this holds for all
observations in the sample. This violates Assumption MLR.3. What we should do instead
is include [log(inc)]?, not log(inc?), along with log(inc). This is a sensible extension of the
constant elasticity model, and we will see how to interpret such models in Chapter 6.

Another way that independent variables can be perfectly collinear is when one inde-
pendent variable can be expressed as an exact linear function of two or more of the other
independent variables. For example, suppose we want to estimate the effect of campaign
spending on campaign outcomes. For simplicity, assume that each election has two candi-
dates. Let voteA be the percentage of the vote for Candidate A, let expendA be campaign
expenditures by Candidate A, let expendB be campaign expenditures by Candidate B, and
let totexpend be total campaign expenditures; the latter three variables are all measured in
dollars. It may seem natural to specify the model as

voteA = By + BiexpendA + B,expendB + Bstotexpend + u, [3.35]

in order to isolate the effects of spending by each candidate and the total amount of spend-
ing. But this model violates Assumption MLR.3 because x; = x; + x, by definition. Trying
to interpret this equation in a ceteris paribus fashion reveals the problem. The parameter
of B, in equation (3.35) is supposed to measure the effect of increasing expenditures by
Candidate A by one dollar on Candidate A’s vote, holding Candidate B’s spending and
total spending fixed. This is nonsense, because if expendB and fotexpend are held fixed,
then we cannot increase expendA.
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86 | PART 1 Regression Analysis with Cross-Sectional Data

The solution to the perfect collinearity in (3.35) is simple: drop any one of the three
variables from the model. We would probably drop totexpend, and then the coefficient on
expendA would measure the effect of increasing expenditures by A on the percentage of
the vote received by A, holding the spending by B fixed.

The prior examples show that Assumption MLR.3 can fail if we are not careful in
specifying our model. Assumption MLR.3 also fails if the sample size, n, is too small
in relation to the number of parameters being estimated. In the general regression model
in equation (3.31), there are k + 1 parameters, and MLR.3 fails if n < k + 1. Intuitively,
this makes sense: to estimate k + 1 parameters, we need at least k + 1 observations. Not
surprisingly, it is better to have as many observations as possible, something we will see
with our variance calculations in Section 3.4.

— If the model is carefully specified
l EEENE EE@LI an.d.n =k + 1, Assumption MLR.3 can
fail in rare cases due to bad luck in col-

In the previous example, if we use as ex- lecting the sample. For example, in a

planatory variables expendA, expendB, and . . .
shareA, where shareA = 100-(expendA/ wage equation with education and ex-

totexpend) is the percentage share of total perience as va}rlables, it is possible that
campaign expenditures made by Candidate we could obtain a random sample where
A, does this violate Assumption MLR.3? each individual has exactly twice as
much education as years of experience.

This scenario would cause Assumption MLR.3 to fail, but it can be considered very un-
likely unless we have an extremely small sample size.

The final, and most important, assumption needed for unbiasedness is a direct exten-
sion of Assumption SLR.4.

Assumption MLR.4 Zero Conditional Mean

The error u has an expected value of zero given any values of the independent variables.
In other words,

E(ulxy, X, ..., X) = 0. [3.36]

One way that Assumption MLR.4 can fail is if the functional relationship between the
explained and explanatory variables is misspecified in equation (3.31): for example, if we
forget to include the quadratic term inc? in the consumption function cons = B, + B,inc +
B,inc* + u when we estimate the model. Another functional form misspecification occurs
when we use the level of a variable when the log of the variable is what actually shows up
in the population model, or vice versa. For example, if the true model has log(wage) as the
dependent variable but we use wage as the dependent variable in our regression analysis,
then the estimators will be biased. Intuitively, this should be pretty clear. We will discuss
ways of detecting functional form misspecification in Chapter 9.

Omitting an important factor that is correlated with any of x,, x,, ..., x;, causes
Assumption MLR .4 to fail also. With multiple regression analysis, we are able to include
many factors among the explanatory variables, and omitted variables are less likely to be
a problem in multiple regression analysis than in simple regression analysis. Nevertheless,
in any application, there are always factors that, due to data limitations or ignorance, we
will not be able to include. If we think these factors should be controlled for and they are
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correlated with one or more of the independent variables, then Assumption MLR.4 will be
violated. We will derive this bias later.

There are other ways that u can be correlated with an explanatory variable. In Chapters 9
and 15, we will discuss the problem of measurement error in an explanatory variable. In
Chapter 16, we cover the conceptually more difficult problem in which one or more of the
explanatory variables is determined jointly with y—as occurs when we view quantities
and prices as being determined by the intersection of supply and demand curves. We must
postpone our study of these problems until we have a firm grasp of multiple regression
analysis under an ideal set of assumptions.

When Assumption MLR.4 holds, we often say that we have exogenous explanatory
variables. If x; is correlated with u for any reason, then x; is said to be an endogenous
explanatory variable. The terms “exogenous” and “endogenous” originated in simultane-
ous equations analysis (see Chapter 16), but the term “endogenous explanatory variable”
has evolved to cover any case in which an explanatory variable may be correlated with the
error term.

Before we show the unbiasedness of the OLS estimators under MLR.1 to MLR.4,
a word of caution. Beginning students of econometrics sometimes confuse Assumptions
MLR.3 and MLR .4, but they are quite different. Assumption MLR.3 rules out certain
relationships among the independent or explanatory variables and has nothing to do with
the error, u. You will know immediately when carrying out OLS estimation whether or
not Assumption MLR.3 holds. On the other hand, Assumption MLR.4—the much more
important of the two—restricts the relationship between the unobserved factors in « and
the explanatory variables. Unfortunately, we will never know for sure whether the average
value of the unobserved factors is unrelated to the explanatory variables. But this is the
critical assumption.

We are now ready to show unbiasedness of OLS under the first four multiple regres-
sion assumptions. As in the simple regression case, the expectations are conditional on
the values of the explanatory variables in the sample, something we show explicitly in
Appendix 3A but not in the text.

THEOREM UNBIASEDNESS OF OLS
3.1 Under Assumptions MLR.1 through MLR.4,
EB)=8,j=01,..Kk [3.37]

for any values of the population parameter 8;. In other words, the OLS estimators are
unbiased estimators of the population parameters.

In our previous empirical examples, Assumption MLR.3 has been satisfied (because
we have been able to compute the OLS estimates). Furthermore, for the most part, the
samples are randomly chosen from a well-defined population. If we believe that the speci-
fied models are correct under the key Assumption MLR.4, then we can conclude that OLS
is unbiased in these examples.

Since we are approaching the point where we can use multiple regression in serious
empirical work, it is useful to remember the meaning of unbiasedness. It is tempting, in
examples such as the wage equation in (3.19), to say something like “9.2% is an unbiased
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PART 1 Regression Analysis with Cross-Sectional Data

estimate of the return to education.” As we know, an estimate cannot be unbiased: an
estimate is a fixed number, obtained from a particular sample, which usually is not equal to
the population parameter. When we say that OLS is unbiased under Assumptions MLR.1
through MLR.4, we mean that the procedure by which the OLS estimates are obtained is
unbiased when we view the procedure as being applied across all possible random samples.
We hope that we have obtained a sample that gives us an estimate close to the population
value, but, unfortunately, this cannot be assured. What is assured is that we have no reason
to believe our estimate is more likely to be too big or more likely to be too small.

Including Irrelevant Variables in a Regression Model

One issue that we can dispense with fairly quickly is that of inclusion of an irrelevant
variable or overspecifying the model in multiple regression analysis. This means that
one (or more) of the independent variables is included in the model even though it has no
partial effect on y in the population. (That is, its population coefficient is zero.)

To illustrate the issue, suppose we specify the model as

Yy = Bo + Bixy + Boxy + Bsxs +u, [3.38]

and this model satisfies Assumptions MLR.1 through MLR.4. However, x; has no effect
on y after x; and x, have been controlled for, which means that 8; = 0. The variable x; may
or may not be correlated with x; or x,; all that matters is that, once x, and x, are controlled
for, x; has no effect on y. In terms of conditional expectations, E(y|x;, Xx,,x;) = E(y|x;,x,) =
Bot Bixi + Boxy.

Because we do not know that 8; = 0, we are inclined to estimate the equation includ-
ing x;:

5 = Bo + Bix, + Box, + Baxs. [3.39]

We have included the irrelevant variable, x3, in our regression. What is the effect of
including x;1in (3.39) when its coefficient in the population model (3.38) is zero? In terms
of the unbiasedness of [5’1 and Bz, there is no effect. This conclusion requires no special
derivation, as it follows immediately from Theorem 3.1. Remember, unbiasedness means
E(Bj) = B; for any Yalue of B, incluciing B; = 0. Thus, we can conclude that E(,[ABO) =
Bos E(B)) = By, E(B,) = B,, and E(B3) = 0 (for any values of 3, B;, and 8,). Even
though 1§3 itself will never be exactly zero, its average value across all random samples
will be zero.

The conclusion of the preceding example is much more general: including one or
more irrelevant variables in a multiple regression model, or overspecifying the model,
does not affect the unbiasedness of the OLS estimators. Does this mean it is harmless to
include irrelevant variables? No. As we will see in Section 3.4, including irrelevant vari-
ables can have undesirable effects on the variances of the OLS estimators.

Omitted Variable Bias: The Simple Case

Now suppose that, rather than including an irrelevant variable, we omit a variable that
actually belongs in the true (or population) model. This is often called the problem of
excluding a relevant variable or underspecifying the model. We claimed in Chapter 2
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CHAPTER 3 Multiple Regression Analysis: Estimation 89

and earlier in this chapter that this problem generally causes the OLS estimators to be
biased. It is time to show this explicitly and, just as importantly, to derive the direction
and size of the bias.

Deriving the bias caused by omitting an important variable is an example of
misspecification analysis. We begin with the case where the true population model has
two explanatory variables and an error term:

Yy =Bo T+ Bixy + By + u, [3.40]

and we assume that this model satisfies Assumptions MLR.1 through MLR.4.

Suppose that our primary interest is in 3, the partial effect of x, on y. For example, y
is hourly wage (or log of hourly wage), x, is education, and x, is a measure of innate abil-
ity. In order to get an unbiased estimator of 3,, we should run a regression of y on x, and
x, (which gives unbiased estimators of B3, 3;, and 3,). However, due to our ignorance or
data unavailability, we estimate the model by excluding x,. In other words, we perform a
simple regression of y on x; only, obtaining the equation

5= Bo + Bix. [3.41]

We use the symbol “~” rather than “A” to emphasize that 8, comes from an underspecified
model.

When first learning about the omitted variable problem, it can be difficult to distin-
guish between the underlying true model, (3.40) in this case, and the model that we actu-
ally estimate, which is captured by the regression in (3.41). It may seem silly to omit the
variable x, if it belongs in the model, but often we have no choice. For example, suppose
that wage is determined by

wage = B, + Beduc + B,abil + u. [3.42]
Since ability is not observed, we instead estimate the model
wage = By + Bieduc + v,

where v = B,abil + u. The estimator of 3, from the simple regression of wage on educ is
what we are calling 3,.

We derive the expected value of B, conditional on the sample values of x, and x,.
Deriving this expectation is not difficult because 3, is just the OLS slope estimator from
a simple regression, and we have already studied this estimator extensively in Chapter 2.
The difference here is that we must analyze its properties when the simple regression
model is misspecified due to an omitted variable.

As it turns out, we have done almost all of the work to derive the bias in the simple
regress1on estimator of ,B1 From equation (3.23) we have the algebraic relationship
B, = ,8 s [)’261, where [31 and ,82 are the slope estimators (if we could have them) from
the multiple regression

Y;ion X, Xp, i = 1, ..., 1 [3.43]
and &, is the slope from the simple regression
Xponx;,i=1,...,n [3.44]

Because 51 depends only on the independent variables in the sample, we treat it as
fixed (nonrandom) when computing E(83,). Further, since the model in (3.40) satisfies
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Assumptions MLR.1 to MLR.4, we know that B1 and Bz would be unbiased for 3, and 3,,
respectively. Therefore,

EB)) = E@B, + ,6,)) = E@B)) + EB.)§,
=B+ :8231’

which implies the bias in 3, is

Bias(8)) = E(B)) — B, = B,6. [3.46]

Because the bias in this case arises from omitting the explanatory variable x,, the term on
the right-hand side of equation (3.46) is often called the omitted variable bias.

From equation (3.46), we see that there are two cases where B, is unbiased. The first
is pretty obvious: if 3, = 0—so that x, does not appear in the true model (3.40)—then B,
is unbiased. We already know this from the simple regression analysis in Chapter 2. The
second case is more interesting. If 5 . = 0, then 3, is unbiased for B3,, even if 8, # 0.

Because & | is the sample covariance between x, and x, over the sample variance of x|,
é . = 0 if, and only if, x, and x, are uncorrelated in the sample. Thus, we have the impor-
tant conclusion that, if x; and x, are uncorrelated in the sample, then B, is unbiased. This
is not surprising: in Section 3.2, we showed that the simple regression estimator 3, and
the multiple regression estimator Bl are the same when x, and x, are uncorrelated in the
sample. [We can also show that B, is unbiased without conditioning on the x,, if E(x,|x,) =
E(x,); then, for estimating 3,, leaving x, in the error term does not violate the zero condi-
tional mean assumption for the error, once we adjust the intercept.]

When x, and x, are correlated, 5 has the same sign as the correlation between x; and x,:
51 > 0if x; and x, are positively correlated and 5 < 0if x, and x, are negatively correlated. The
sign of the bias in B, depends on the signs of both 3, and 61 and is summarized in Table 3.2
for the four possible cases when there is bias. Table 3.2 warrants careful study. For example,
the bias in 3, is positive if 8, > 0 (x, has a positive effect on y) and x; and x, are positively
correlated, the bias is negative if 3, > 0 and x, and x, are negatively correlated, and so on.

Table 3.2 summarizes the direction of the bias, but the size of the bias is also very
important. A small bias of either sign need not be a cause for concern. For example, if the
return to education in the population is 8.6% and the bias in the OLS estimator is 0.1%
(a tenth of one percentage point), then we would not be very concerned. On the other hand,
a bias on the order of three percentage points would be much more serious. The size of the
bias is determined by the sizes of 3, and 5 I

In practice, since 3, is an unknown population parameter, we cannot be certain
whether 3, is positive or negative. Nevertheless, we usually have a pretty good idea about
the direction of the partial effect of x, on y. Further, even though the sign of the correlation
between x; and x, cannot be known if x, is not observed, in many cases, we can make an
educated guess about whether x; and x, are positively or negatively correlated.

In the wage equation (3.42), by definition, more ability leads to higher productivity
and therefore higher wages: 3, > 0. Also, there are reasons to believe that educ and abil
are positively correlated: on average, individuals with more innate ability choose higher

[3.45]

TABLE 3.2 Summary of Bias in B, when x, Is Omitted in Estimating Eqution (3.40)

Corr(x;, x,) > 0 Corr(x;, x,) < 0 £
B,>0 Positive bias Negative bias %
B,<0 Negative bias Positive bias §
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levels of education. Thus, the OLS estimates from the simple regression equation wage =
Bo + Bieduc + v are on average too large. This does not mean that the estimate obtained
from our sample is too big. We can only say that if we collect many random samples and
obtain the simple regression estimates each time, then the average of these estimates will
be greater than 3;.

EXAMPLE 3.6 HOURLY WAGE EQUATION

Suppose the model log(wage) = B, + B,educ + B,abil + u satisfies Assumptions MLR.1
through MLR.4. The data set in WAGEI.RAW does not contain data on ability, so we
estimate 3, from the simple regression

Tog(wage) = .584 + .083 educ
n =526, R> = .186.

[3.47]

This is the result from only a single sample, so we cannot say that .083 is greater than B;
the true return to education could be lower or higher than 8.3% (and we will never know
for sure). Nevertheless, we know that the average of the estimates across all random
samples would be too large.

As a second example, suppose that, at the elementary school level, the average score
for students on a standardized exam is determined by

avgscore = B, + Biexpend + B, povrate + u, [3.48]

where expend is expenditure per student and povrate is the poverty rate of the children
in the school. Using school district data, we only have observations on the percentage of
students with a passing grade and per student expenditures; we do not have information on
poverty rates. Thus, we estimate 3, from the simple regression of avgscore on expend.

We can again obtain the likely bias in B,. First, 8, is probably negative: There is
ample evidence that children living in poverty score lower, on average, on standardized
tests. Second, the average expenditure per student is probably negatively correlated with
the poverty rate: The higher the poverty rate, the lower the average per student spending,
so that Corr(x,, x,) < 0. From Table 3.2, 3, will have a positive bias. This observation has
important implications. It could be that the true effect of spending is zero; that is, 8, = 0.
However, the simple regression estimate of 3; will usually be greater than zero, and this
could lead us to conclude that expenditures are important when they are not.

When reading and performing empirical work in economics, it is important to master
the terminology associated with biased estimators. In the context of omitting a variable from
model (3.40), if E(8,) > B,, then we say that 3, has an upward bias. When E(3,) < B,
B, has a downward bias. These definitions are the same whether B, is positive or negative.
The phrase biased toward zero refers to cases where E(B,) is closer to zero than is 3,. There-
fore, if B, is positive, then 3, is biased toward zero if it has a downward bias. On the other
hand, if B, < 0, then 3, is biased toward zero if it has an upward bias.

Onmitted Variable Bias: More General Cases

Deriving the sign of omitted variable bias when there are multiple regressors in the
estimated model is more difficult. We must remember that correlation between a single
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explanatory variable and the error generally results in all OLS estimators being biased.
For example, suppose the population model

Yy =Bo t Bixy + Boxy + Byxs T u [3.49]

satisfies Assumptions MLR.1 through MLR.4. But we omit x; and estimate the model as

5= Bo + Bix; + Boxy. [3.50]

Now, suppose that x, and x; are uncorrelated, but that x, is correlated with x;. In other
words, x; is correlated with the omitted variable, but x, is not. It is tempting to think that,
while 3, is probably biased based on the derivation in the previous subsection, /3, is unbi-
ased because x, is uncorrelated with x;. Unfortunately, this is not generally the case: both
B, and 3, will normally be biased. The only exception to this is when x; and x, are also
uncorrelated.

Even in the fairly simple model above, it can be difficult to obtain the direction of bias
in B, and j3,. This is because x;, x,, and x; can all be pairwise correlated. Nevertheless, an
approximation is often practically useful. If we assume that x; and x, are uncorrelated, then
we can study the bias in 3, as if x, were absent from both the population and the estimated
models. In fact, when x; and x, are uncorrelated, it can be shown that

n
Z(xil = XX3
i=1

—\2
(1 — X1

E@B) =B, + Bs
i1

This is just like equation (3.45), but 35 replaces 3,, and x; replaces x, in regression (3.44).
Therefore, the bias in 3, is obtained by replacing 3, with 35 and x, with x5 in Table 3.2. If
B3 > 0 and Corr(x,, x3) > 0, the bias in 3, is positive, and so on.

As an example, suppose we add exper to the wage model:

wage = By + Bieduc + Byexper + Biabil + u.

If abil is omitted from the model, the estimators of both 3, and 3, are biased, even if we
assume exper is uncorrelated with abil. We are mostly interested in the return to educa-
tion, so it would be nice if we could conclude that 3, has an upward or a downward bias
due to omitted ability. This conclusion is not possible without further assumptions. As an
approximation, let us suppose that, in addition to exper and abil being uncorrelated, educ
and exper are also uncorrelated. (In reality, they are somewhat negatively correlated.)
Since B3 > 0 and educ and abil are positively correlated, B, would have an upward bias,
just as if exper were not in the model.

The reasoning used in the previous example is often followed as a rough guide for
obtaining the likely bias in estimators in more complicated models. Usually, the focus is
on the relationship between a particular explanatory variable, say, x;, and the key omit-
ted factor. Strictly speaking, ignoring all other explanatory variables is a valid practice
only when each one is uncorrelated with x;, but it is still a useful guide. Appendix 3A
contains a more careful analysis of omitted variable bias with multiple explanatory
variables.
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3.4 The Variance of the OLS Estimators

We now obtain the variance of the OLS estimators so that, in addition to knowing
the central tendencies of the Bj, we also have a measure of the spread in its sampling
distribution. Before finding the variances, we add a homoskedasticity assumption, as in
Chapter 2. We do this for two reasons. First, the formulas are simplified by imposing the
constant error variance assumption. Second, in Section 3.5, we will see that OLS has an
important efficiency property if we add the homoskedasticity assumption.

In the multiple regression framework, homoskedasticity is stated as follows:

Assumption MLR.5 Homoskedasticity

The error u has the same variance given any values of the explanatory variables. In other
words, Var(ulxy, ..., x,) = o”.

Assumption MLR.5 means that the variance in the error term, u, conditional on the
explanatory variables, is the same for all combinations of outcomes of the explanatory
variables. If this assumption fails, then the model exhibits heteroskedasticity, just as in the
two-variable case.

In the equation

wage = By + Beduc + Brexper + Bstenure + u,

homoskedasticity requires that the variance of the unobserved error u does not depend on
the levels of education, experience, or tenure. That is,

Var(u|educ, exper, tenure) = o

If this variance changes with any of the three explanatory variables, then heteroskedasticity
is present.

Assumptions MLR.1 through MLR.5 are collectively known as the Gauss-Markov
assumptions (for cross-sectional regression). So far, our statements of the assumptions
are suitable only when applied to cross-sectional analysis with random sampling. As we
will see, the Gauss-Markov assumptions for time series analysis, and for other situa-
tions such as panel data analysis, are more difficult to state, although there are many

similarities.
In the discussion that follows, we will use the symbol x to denote the set of all in-
dependent variables, (x|, ..., x;). Thus, in the wage regression with educ, exper, and ten-

ure as independent variables, x = (educ, exper, tenure). Then we can write Assumptions
MLR.1 and MLR 4 as

E(y[x) = By + Bix; + Boxy + ... + B,

and Assumption MLR.5 is the same as Var(y|x) = o”. Stating the assumptions in this
way clearly illustrates how Assumption MLR.5 differs greatly from Assumption MLR.4.
Assumption MLR.4 says that the expected value of y, given X, is linear in the parameters,
but it certainly depends on x|, x,, ..., x;. Assumption MLR.5 says that the variance of y,
given x, does not depend on the values of the independent variables.

We can now obtain the variances of the ﬁj, where we again condition on the sample
values of the independent variables. The proof is in the appendix to this chapter.
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113 /30]{5"8 SAMPLING VARIANCES OF THE OLS SLOPE ESTIMATORS

3.2 Under Assumptions MLR.1 through MLR.5, conditional on the sample values of the
independent variables,
Ao
Var(B) = ST R [3.51]

forj=1,2, ..., k where SST, = 2,11 (x; — >_</)2 is the total sample variation in x;, and
R? is the R-squared from regressing x; on all other independent variables (and including an
intercept).

The careful reader may be wondering whether there is a simple formula for the vari-
ance of ﬁj where we do not condition on the sample outcomes of the explanatory variables.
The answer is: None that is useful. The formula in (3.51) is a highly nonlinear function of
the x;, making averaging out across the population distribution of the explanatory vari-
ables virtually impossible. Fortunately, for any practical purpose equation (3.51) is what
we want. Even when we turn to approximate, large-sample properties of OLS in Chapter 5
it turns out that (3.51) estimates the quantity we need for large-sample analysis, provided
Assumptions MLR.1 through MLR.5 hold.

Before we study equation (3.51) in more detail, it is important to know that all of the
Gauss-Markov assumptions are used in obtaining this formula. Whereas we did not need
the homoskedasticity assumption to conclude that OLS is unbiased, we do need it to vali-
date equation (3.51).

The size of Var(ﬁj) is practically important. A larger variance means a less precise
estimator, and this translates into larger confidence intervals and less accurate hypotheses
tests (as we will see in Chapter 4). In the next subsection, we discuss the elements com-
prising (3.51).

The Components of the OLS Variances: Multicollinearity

Equation (3.51) shows that the variance of ﬁ’j depends on three factors: o, SST), and R;.
Remember that the index j simply denotes any one of the independent variables (such as
education or poverty rate). We now consider each of the factors affecting Var(B;) in turn.

The Error Variance, o”. From equation (3.51), a larger o> means larger variances for
the OLS estimators. This is not at all surprising: more “noise” in the equation (a larger o)
makes it more difficult to estimate the partial effect of any of the independent variables on
y, and this is reflected in higher variances for the OLS slope estimators. Because o is a
feature of the population, it has nothing to do with the sample size. It is the one component
of (3.51) that is unknown. We will see later how to obtain an unbiased estimator of o>.

For a given dependent variable y, there is really only one way to reduce the error
variance, and that is to add more explanatory variables to the equation (take some factors
out of the error term). Unfortunately, it is not always possible to find additional legitimate
factors that affect y.

The Total Sample Variation in x;, SST,. From equation (3.51), we see that the larger
the total variation in x; is, the smaller is Var(,Bj) Thus, everything else being equal, for
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estimating B; we prefer to have as much sample variation in x; as possible. We already
discovered this in the simple regression case in Chapter 2. Although it is rarely possible
for us to choose the sample values of the independent variables, there is a way to increase
the sample variation in each of the independent variables: increase the sample size. In
fact, when one samples randomly from a population, SST; increases without bound as the
sample size gets larger and larger. This is the component of the variance that systemati-
cally depends on the sample size.

When SST; is small, Var(,B ) can get very large, but a small SST; is not a violation of
Assumption MLR 3. Technically, as SST; goes to zero, Var(B]) approaches infinity. The
extreme case of no sample variation in x;, SST_, = (0, is not allowed by Assumption MLR.3.

The Linear Relationships among the Independent Variables, R;. The term R in equa-
tion (3.51) is the most difficult of the three components to understand. This term does not
appear in simple regression analysis because there is only one independent variable in
such cases. It is important to see that this R-squared is distinct from the R-squared in the
regression of y on xy, x,, ..., x;: R; is obtained from a regression involving only the inde-
pendent variables in the orlglnal model where x; plays the role of a dependent variable.

Consider first the k = 2 case: y = By + Bx; -I— Bax, + u. Then, Var(ﬁ|) = o?/[SST,(1 —
R})], where R} is the R-squared from the simple regression of x, on x, (and an intercept,
as always). Because the R-squared measures goodness-of-fit, a value of R7 close to one
indicates that x, explains much of the variation in x; in the sample. This means that x, and
X, are highly correlated.

As Rj increases to one, Var(f)’ 1) gets larger and larger. Thus, a high degree of linear
relationship between x; and x, can lead to large variances for the OLS slope estimators.
(A similar argument applies to 32.) See Figure 3.1 for the relationship between Var(fj‘,)
and the R-squared from the regression of x; on x,.

In the general case, R; is the proportion of the total variation in x; that can be explained
by the other independent variables appearing in the equation. For a given ¢ and SST;, the
smallest Var(ﬂj) is obtained when R; = 0, which happens if, and only if, x; has zero sample
correlation with every other 1ndependent variable. This is the best case for estimating §3;,
but it is rarely encountered.

The other extreme case, R;‘f = 1, is ruled out by Assumption MLR.3, because Rj? =1
means that, in the sample, x; is a perfect linear combination of some of the other indepen-
dent variables in the regression. A more relevant case is when R; is “close” to one. From
equation (3.51) and Figure 3.1, we see that this can cause Var(,B]) to be large: VaI(,B]) — ®©
as R; — 1. High (but not perfect) correlation between two or more independent variables
is called multicollinearity.

Before we discuss the multicollinearity issue further, it is important to be very clear
on one thing: A case where R; is close to one is not a violation of Assumption MLR.3.

Since multicollinearity V1olates none of our assumptions, the “problem” of multicol-
linearity is not really well defined. When we say that multicollinearity arises for estimat-
ing B; when R; is “close” to one, we put “close” in quotation marks because there is no
absolute number that we can cite to conclude that multicollinearity is a problem. For ex-
ample, R} = .9 means that 90% of the sample variation in x; can be explained by the other
independent variables in the regression model. Unquestionably, this means that x; has a
strong linear relationship to the other independent variables. But whether this translates
into a Var(fﬁ’j) that is too large to be useful depends on the sizes of o and SST;. As we
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FIGURE 3.1 Var(3) as a function of R2.

Var(B,)
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will see in Chapter 4, for statistical inference, what ultimately matters is how big B ;is in
relation to its standard deviation.

Just as a large value of R} can cause a large Var(ﬁj), so can a small value of SST;.
Therefore, a small sample size can lead to large sampling variances, too. Worrying about
high degrees of correlation among the independent variables in the sample is really no dif-
ferent from worrying about a small sample size: both work to increase Var(@). The famous
University of Wisconsin econometrician Arthur Goldberger, reacting to econometricians’
obsession with multicollinearity, has (tongue in cheek) coined the term micronumerosity,
which he defines as the “problem of small sample size.” [For an engaging discussion of
multicollinearity and micronumerosity, see Goldberger (1991).]

Although the problem of multicollinearity cannot be clearly defined, one thing is clear:
everything else being equal, for estimating B8, it is better to have less correlation between
x; and the other independent variables. This observation often leads to a discussion of how
to “solve” the multicollinearity problem. In the social sciences, where we are usually pas-
sive collectors of data, there is no good way to reduce variances of unbiased estimators
other than to collect more data. For a given data set, we can try dropping other independent
variables from the model in an effort to reduce multicollinearity. Unfortunately, dropping
a variable that belongs in the population model can lead to bias, as we saw in Section 3.3.

Perhaps an example at this point will help clarify some of the issues raised concern-
ing multicollinearity. Suppose we are interested in estimating the effect of various school
expenditure categories on student performance. It is likely that expenditures on teacher
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salaries, instructional materials, athletics, and so on are highly correlated: Wealthier
schools tend to spend more on everything, and poorer schools spend less on everything.
Not surprisingly, it can be difficult to estimate the effect of any particular expenditure
category on student performance when there is little variation in one category that cannot
largely be explained by variations in the other expenditure categories (this leads to high
R’ for each of the expenditure variables). Such multicollinearity problems can be mitigated
by collecting more data, but in a sense we have imposed the problem on ourselves: we are
asking questions that may be too subtle for the available data to answer with any preci-
sion. We can probably do much better by changing the scope of the analysis and lumping
all expenditure categories together, since we would no longer be trying to estimate the
partial effect of each separate category.

Another important point is that a high degree of correlation between certain indepen-
dentvariables can be irrelevant as to how well we can estimate other parameters in the
model. For example, consider a model with three independent variables:

Yy =Bot Bixy + Boxy + Baxs +u,
where x, and x; are highly correlated. Then Var(,fﬁ’z) and Var([%) may be large. But the
amount of correlation between x, and x; has no direct effect on Var(83,). In fact, if x, is

- ) uncorrelated with x, and x;, then R} =
| EXPLORING FURTHER 3.4 |

0 and Var(B,) = ¢*/SST,, regardless of
) how much correlation there is between x,
suppose you postulate 2 efs) explki- and x;. If B, is the parameter of interest,
ing final exam score in terms of class at-
tendance. Thus, the dependent variable is we do not really care about the amount
final exam score, and the key explanatory

of correlation between x, and x;.
variable is number of classes attended.
To control for student abilities and efforts
outside the classroom, you include among
the explanatory variables cumulative GPA,
SAT score, and measures of high school
performance. Someone says, “You can-
not hope to learn anything from this exer-

The previous observation is important
because economists often include many
control variables in order to isolate the
causal effect of a particular variable. For
example, in looking at the relationship
between loan approval rates and percent-
age of minorities in a neighborhood, we

cise because cumulative GPA, SAT score,
and high school performance are likely to
be highly collinear.” What should be your
response’?

might include variables like average in-
come, average housing value, measures
of creditworthiness, and so on, because
these factors need to be accounted for in
order to draw causal conclusions about discrimination. Income, housing prices, and cred-
itworthiness are generally highly correlated with each other. But high correlations among
these controls do not make it more difficult to determine the effects of discrimination.

Some researchers find it useful to compute statistics intended to determine the severity
of multicollinearity in a given application. Unfortunately, it is easy to misuse such statistics
because, as we have discussed, we cannot specify how much correlation among explanatory
variables is “too much.” Some multicollinearity “diagnostics” are omnibus statistics in the
sense that they detect a strong linear relationship among any subset of explanatory variables.
For reasons that we just saw, such statistics are of questionable value because they might
reveal a “problem” simply because two control variables, whose coefficients we do not care
about, are highly correlated. [Probably the most common omnibus multicollinearity statistic
is the so-called condition number, which is defined in terms of the full data matrix and is
beyond the scope of this text. See, for example, Belsley, Kuh, and Welsh (1980).]
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Somewhat more useful, but still prone to misuse, are statistics for individual coef-
ficients. The most common of these is the variance inflation factor (VIF), which is
obtained directly from equation (3.51). The VIF for slope coefficient j is simply VIF; =
1/(1 — R}), precisely the term in Var(B,) that is determined by correlation between x; and
the other explanatory variables. We can write Var(B]) in equation (3.51) as

__a
Var(,B]) SST - VIF,

which shows that VIF; is the factor by which Var(8 ;) is higher because x; is not uncor-
related with the other explanatory variables. Because VIF; is a function of R} —indeed,
Figure 3.1 is essentially a graph of VIF,—our previous discussion can be cast entirely
in terms of the VIF. For example, if we had the choice, we would like VIF; to be smaller
(other things equal). But we rarely have the choice. If we think certain explanatory vari-
ables need to be included in a regression to infer causality of x;, then we are hesitant to
drop them, and whether we think VIF; is “too high” cannot really affect that decision.
If, say, our main interest is in the causal effect of x, on y, then we should ignore entirely
the VIFs of other coefficients. Finally, setting a cutoff value for VIF above which we
conclude multicollinearity is a “problem” is arbitrary and not especially helpful. Some-
times the value 10 is chosen: If VIF, is above 10 (equivalently, R2 is above .9), then
we conclude that multicollinearity is a “problem” for estimating BJ But a VIF; above
10 does not mean that the standard deviation of ﬁ, is too large to be useful because
the standard deviation also depends on o and SST), and the latter can be increased by
increasing the sample size. Therefore, just as with looking at the size of Rjz- directly,
looking at the size of VIF, is of limited use, although one might want to do so out of
curiosity.

Variances in Misspecified Models

The choice of whether to include a particular variable in a regression model can be made
by analyzing the tradeoff between bias and variance. In Section 3.3, we derived the bias
induced by leaving out a relevant variable when the true model contains two explanatory
variables. We continue the analysis of this model by comparing the variances of the OLS
estimators.

Write the true population model, which satisfies the Gauss-Markov assumptions, as

y=PBot By + Boxy +u.
We consider two estimators of 3,. The estimator B ; comes from the multiple regression
3 =By + Bix, + Box,. [3.52]

In other words, we include x,, along with x,, in the regression model. The estimator B, is
obtained by omitting x, from the model and running a simple regression of y on x;:

y :Bo +le1' [3.53]

When 3, # 0, equation (3.53) excludes a relevant variable from the model and, as
we saw in Section 3.3, this induces a bias in 8, unless x, and x, are uncorrelated. On the
other hand, ,él is unbiased for B, for any value of 3,, including 8, = 0. It follows that, if bias
is used as the only criterion, /§1 is preferred to 3,.
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The conclusion that f)’ | is always preferred to 3, does not carry over when we bring
variance into the picture. Conditioning on the values of x; and x, in the sample, we have,
from (3.51),

Var(B,) = o¥/[SST,(1 — R3], [3.54]

where SST, is the total variation in x;, and Rj is the R-squared from the regression of x,
on x,. Further, a simple modification of the proof in Chapter 2 for two-variable regression
shows that

Var(8,) = 0?/SST,. [3.55]

Comparing (3.55) to (3.54) shows that Var(B,) is always smaller than Var([?l), unless
x, and x, are uncorrelated in the sample, in which case the two estimators 3, and 3, are
the same. Assuming that x; and x, are not uncorrelated, we can draw the following
conclusions:

1. When 8, # 0, Bl is biased, [§1 is unbiased, and Var(,él) < Var(Bl).
2. When 8, =0, 3, andBl are both unbiased, and Var(8,) < Var(ﬁ,).

From the second conclusion, it is clear that 3, is preferred if 8, = 0. Intuitively, if x, does
not have a partial effect on y, then including it in the model can only exacerbate the multi-
collinearity problem, which leads to a less efficient estimator of 3,. A higher variance for
the estimator of 3, is the cost of including an irrelevant variable in a model.

The case where 3, # 0 is more difficult. Leaving x, out of the model results in a
biased estimator of 3,. Traditionally, econometricians have suggested comparing the likely
size of the bias due to omitting x, with the reduction in the variance—summarized in the
size of Ri—to decide whether x, should be included. However, when 8, # 0, there are two
favorable reasons for including x, in the model. The most important of these is that any
bias in 3, does not shrink as the sample size grows; in fact, the bias does not necessarily
follow any pattern. Therefore, we can usefully think of the bias as being roughly the same
for any sample size. On the other hand, Var(83,) and Var(ﬁ,) both shrink to zero as n gets
large, which means that the multicollinearity induced by adding x, becomes less important
as the sample size grows. In large samples, we would prefer ,él.

The other reason for favoring ,é ; is more subtle. The variance formula in (3.55) is con-
ditional on the values of x;; and x;, in the sample, which provides the best scenario for B,.
When B, # 0, the variance of 8, conditional only on x, is larger than that presented in
(3.55). Intuitively, when 8, # 0 and x, is excluded from the model, the error variance in-
creases because the error effectively contains part of x,. But (3.55) ignores the error vari-
ance increase because it treats both regressors as nonrandom. A full discussion of which
independent variables to condition on would lead us too far astray. It is sufficient to say
that (3.55) is too generous when it comes to measuring the precision in 3,.

Estimating o”: Standard Errors of the OLS Estimators

We now show how to choose an unbiased estimator of ¢, which then allows us to obtain
unbiased estimators of Var([§j).

Because o> = E(«?), an unbiased “estimator” of ¢” is the sample average of the
squared errors: n_'zlr;l u;. Unfortunately, this is not a true estimator because we do not
observe the u;. Nevertheless, recall that the errors can be written as u; = y; — By — BiXi —
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100 | PART 1 Regression Analysis with Cross-Sectional Data

Boxin — ... — Bixy and so the reason we do not observe the u; is that we do not know the
B;. When we replace each B; with its OLS estimator, we get the OLS residuals:
4; = y; = Bo = Bixi — BoXip = -+ — BiXixe

It seems natural to estimate o by replacing u; with the ;. In the simple regression case,
we saw that this leads to a biased estimator. The unbiased estimator of o in the general
multiple regression case is

n
A2 _ a2
G- = Eu,-

i=1

We already encountered this estimator in the kK = 1 case in simple regression.

The term n — k — 1 in (3.56) is the degrees of freedom (df’) for the general OLS
problem with n observations and k independent variables. Since there are k + 1 param-
eters in a regression model with k independent variables and an intercept, we can write

df=n—(k+1)

/(n —k—1)=SSR/(n —k —1). [3.56]

[3.57]
= (number of observations) — (number of estimated parameters).

This is the easiest way to compute the degrees of freedom in a particular application:
count the number of parameters, including the intercept, and subtract this amount from the
number of observations. (In the rare case that an intercept is not estimated, the number of
parameters decreases by one.)

Technically, the division by n — k — 1 in (3.56) comes from the fact that the ex-
pected value of the sum of squared residuals is E(SSR) = (n — k — 1)o”. Intuitively,
we can figure out why the degrees of freedom adjustment is necessary by returning to
the first order conditions for the OLS estimators. These can be written Zin:]ﬁi = 0 and
Zi":l x,:,-ﬁi = 0, where j = 1, 2, ..., k. Thus, in obtaining the OLS estimates, k + 1 re-
strictions are imposed on the OLS residuals. This means that, given n — (k + 1) of the
residuals, the remaining k + 1 residuals are known: there are only n — (k + 1) degrees of
freedom in the residuals. (This can be contrasted with the errors u;, which have n degrees
of freedom in the sample.)

For reference, we summarize this discussion with Theorem 3.3. We proved this theo-
rem for the case of simple regression analysis in Chapter 2 (see Theorem 2.3). (A general
proof that requires matrix algebra is provided in Appendix E.)

UNBIASED ESTIMATION OF ¢”
Under the Gauss-Markov assumptions MLR.1 through MLR.5, E@?) = o?.

The positive square root of 42, denoted &, is called the standard error of the regression
(SER). The SER is an estimator of the standard deviation of the error term. This estimate
is usually reported by regression packages, although it is called different things by differ-
ent packages. (In addition to SER, & is also called the standard error of the estimate and
the root mean squared error.)

Note that ¢ can either decrease or increase when another independent variable is
added to a regression (for a given sample). This is because, although SSR must fall when
another explanatory variable is added, the degrees of freedom also falls by one. Because
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SSR is in the numerator and df is in the denominator, we cannot tell beforehand which
effect will dominate.

For constructing confidence intervals and conducting tests in Chapter 4, we will need
to estimate the standard deviation of ﬁj, which is just the square root of the variance:

sd(B) = o/[SST(1 — R)]"~.
Since o is unknown, we replace it with its estimator, §. This gives us the standard error
of B;:

se(B) = 6/[SST(1 — R~ [3.58]

Just as the OLS estimates can be obtained for any given sample, so can the standard errors.
Since se( ,éj) depends on &, the standard error has a sampling distribution, which will play
arole in Chapter 4.

We should emphasize one thing about standard errors. Because (3.58) is obtained
directly from the variance formula in (3.51), and because (3.51) relies on the homoske-
dasticity Assumption MLR.5, it follows that the standard error formula in (3.58) is not a
valid estimator of sd( B]) if the errors exhibit heteroskedasticity. Thus, while the presence
of heteroskedastlclty does not cause bias in the B,, it does lead to bias in the usual formula
for Var( ,8]) which then invalidates the standard errors. This is important because any re-
gression package computes (3.58) as the default standard error for each coefficient (with a
somewhat different representation for the intercept). If we suspect heteroskedasticity, then
the “usual” OLS standard errors are invalid, and some corrective action should be taken.
We will see in Chapter 8 what methods are available for dealing with heteroskedasticity.

For some purposes it is helpful to write

Gy—_— O
() Viisd(x) V1 — R

in which we take sd(x)) = \/nilzlflzl (= Xj)z to be the sample standard deviation where
the total sum of squares is divided by n rather than n — 1. The importance of equation
(3.59) is that it shows how the sample size, n, directly affects the standard errors. The other
three terms in the formula—d, sd(x;), and R;—will change with different samples, but as
n gets large they settle down to constants. Therefore, we can see from equation (3.59) that
the standard errors shrink to zero at the rate 1/vn. This formula demonstrates the value of
getting more data: the precision of the [Bj increases as n increases. (By contrast, recall that
unbiasedness holds for any sample size subject to being able to compute the estimators.)
We will talk more about large sample properties of OLS in Chapter 5.

[3.59]

3.5 Efficiency of OLS: The Gauss-Markov Theorem

In this section, we state and discuss the important Gauss-Markov Theorem, which
justifies the use of the OLS method rather than using a variety of competing estimators.
We know one justification for OLS already: under Assumptions MLR.1 through MLR .4,
OLS is unbiased. However, there are many unbiased estimators of the 3; under these
assumptions (for example, see Problem 13). Might there be other unbiased estimators with
variances smaller than the OLS estimators?

If we limit the class of competing estimators appropriately, then we can show that
OLS is best within this class. Specifically, we will argue that, under Assumptions MLR.1
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through MLR.5, the OLS estimator Bj for B; is the best linear unbiased estimator
(BLUE). To state the theorem, we need to understand each component of the acronym
“BLUE.” First, we know what an estimator is: it is a rule that can be applied to any sample
of data to produce an estimate. We also know what an unbiased estimator is: in the current
context, an estimator, say, Bj, of B3; is an unbiased estimator of §; if E([Bj) = B, for any B,
Bis - By _

What about the meaning of the term “linear”? In the current context, an estimator 3
of B; is linear if, and only if, it can be expressed as a linear function of the data on the de-
pendent variable:

Bi= > wys [3.60]
i=1

where each w;; can be a function of the sample values of all the independent variables. The
OLS estimators are linear, as can be seen from equation (3.22).

Finally, how do we define “best”? For the current theorem, best is defined as having
the smallest variance. Given two unbiased estimators, it is logical to prefer the one with
the smallest variance (see Appendix C).

Now, let [§0, [§1, oo ,fv’k denote the OLS estimators in model (3.31) under Assumptions
MLR.1 through MLR.5. Tpe Gauss-Markov Theorem says that, for any estimator BJ- that is
linear and unbiased, Var(B;) = Var(B,), and the inequality is usually strict. In other words,
in the class of linear unbiased estimators, OLS has the smallest variance (under the five
Gauss-Markov assumptions). Actually, the theorem says more than this. If we want to
estimate any linear function of the §;, then the corresponding linear combination of the
OLS estimators achieves the smallest variance among all linear unbiased estimators. We
conclude with a theorem, which is proven in Appendix 3A.

1133015 GAUSS-MARKOV THEOREM

34 Under Assumptions MLR.1 through MLR.5, By, B4, ..., B« are the best linear unbiased
estimators (BLUEs) of B, B4, ..., By, respectively.

It is because of this theorem that Assumptions MLR.1 through MLR.5 are known as the
Gauss-Markov assumptions (for cross-sectional analysis).

The importance of the Gauss-Markov Theorem is that, when the standard set of
assumptions holds, we need not look for alternative unbiased estimators of the form in
(3.60): none will be better than OLS. Equivalently, if we are presented with an estimator
that is both linear and unbiased, then we know that the variance of this estimator is at least
as large as the OLS variance; no additional calculation is needed to show this.

For our purposes, Theorem 3.4 justifies the use of OLS to estimate multiple regres-
sion models. If any of the Gauss-Markov assumptions fail, then this theorem no longer
holds. We already know that failure of the zero conditional mean assumption (Assumption
MLR.4) causes OLS to be biased, so Theorem 3.4 also fails. We also know that heteroske-
dasticity (failure of Assumption MLR.5) does not cause OLS to be biased. However, OLS
no longer has the smallest variance among linear unbiased estimators in the presence of
heteroskedasticity. In Chapter 8, we analyze an estimator that improves upon OLS when
we know the brand of heteroskedasticity.
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3.6 Some Comments on the Language
of Multiple Regression Analysis

It is common for beginners, and not unheard of for experienced empirical researchers, to
report that they “estimated an OLS model.” While we can usually figure out what some-
one means by this statement, it is important to understand that it is wrong—on more than
just an aesthetic level—and reflects a misunderstanding about the components of a mul-
tiple regression analysis.

The first thing to remember is that ordinary least squares (OLS) is an estima-
tion method, not a model. A model describes an underlying population and depends on
unknown parameters. The /inear model that we have been studying in this chapter can be
written—in the population—as

y=Bot Bix + ... + B+ u, (3.61)

where the parameters are the §;. Importantly, we can talk about the meaning of the
B; without ever looking at data. It is true we cannot hope to learn much about the
B; without data, but the interpretation of the §; is obtained from the linear model in
equation (3.61).

Once we have a sample of data we can estimate the parameters. While it is true that we
have so far only discussed OLS as a possibility, there are actually many more ways to use
the data than we can even list. We have focused on OLS due to its widespread use, which
is justified by using the statistical considerations we covered previously in this chapter. But
the various justifications for OLS rely on the assumptions we have made (MLR.1 through
MLR.5). As we will see in later chapters, under different assumptions different estimation
methods are preferred—even though our model can still be represented by equation (3.61).
Just a few examples include weighted least squares in Chapter 8, least absolute deviations
in Chapter 9, and instrumental variables in Chapter 15.

One might argue that the discussion here is overlay pedantic, and that the phrase
“estimating an OLS model” should be taken as a useful shorthand for “I estimated a linear
model by OLS.” This stance has some merit, but we must remember that we have studied
the properties of the OLS estimators under different assumptions. For example, we know
OLS is unbiased under the first four Gauss-Markov assumptions, but it has no special ef-
ficiency properties without Assumption MLR.5. We have also seen, through the study of
the omitted variables problem, that OLS is biased if we do not have Assumption MLR .4.
The problem with using imprecise language is that it leads to vagueness on the most im-
portant considerations: What assumptions are being made on the underlying linear model?
The issue of the assumptions we are using is conceptually different from the estimator we
wind up applying.

Ideally, one writes down an equation like (3.61), with variable names that are easy to
decipher, such as

math4 = B, + Bclassize4 + B,math3 + Bilog(income)
+ Bymotheduc + Bsfatheduc + u (3.62)

if we are trying to explain outcomes on a fourth-grade math test. Then, in the context of
equation (3.62), one includes a discussion of whether it is reasonable to maintain Assump-
tion MLR.4, focusing on the factors that might still be in # and whether more compli-
cated functional relationships are needed (a topic we study in detail in Chapter 6). Next,
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one describes the data source (which ideally is obtained via random sampling) as well as
the OLS estimates obtained from the sample. A proper way to introduce a discussion of
the estimates is to say “I estimated equation (3.62) by ordinary least squares. Under the
assumption that no important variables have been omitted from the equation, and assum-
ing random sampling, the OLS estimator of the class size effect, 3;, is unbiased. If the
error term u has constant variance, the OLS estimator is actually best linear unbiased.” As
we will see in Chapters 4 and 5, we can often say even more about OLS. Of course, one
might want to admit that while controlling for third-grade math score, family income, and
parents’ education might account for important differences across students, it might not be
enough—for example, « can include motivation of the student or parents—in which case
OLS might be biased.

A more subtle reason for being careful in distinguishing between an underlying
population model and an estimation method used to estimate a model is that estimation
methods such as OLS can be used as essentially an exercise in curve fitting or prediction,
without explicitly worrying about an underlying model and the usual statistical properties
of unbiasedness and efficiency. For example, we might just want to use OLS to estimate
a line that allows us to predict future college GPA for a set of high school students with
given characteristics.

Summary

1. The multiple regression model allows us to effectively hold other factors fixed while
examining the effects of a particular independent variable on the dependent variable. It
explicitly allows the independent variables to be correlated.

2. Although the model is linear in its parameters, it can be used to model nonlinear relation-
ships by appropriately choosing the dependent and independent variables.

3. The method of ordinary least squares is easily applied to estimate the multiple regression
model. Each slope estimate measures the partial effect of the corresponding independent
variable on the dependent variable, holding all other independent variables fixed.

4. R*is the proportion of the sample variation in the dependent variable explained by the
independent variables, and it serves as a goodness-of-fit measure. It is important not to put
too much weight on the value of R? when evaluating econometric models.

5. Under the first four Gauss-Markov assumptions (MLR.1 through MLR.4), the OLS esti-
mators are unbiased. This implies that including an irrelevant variable in a model has no
effect on the unbiasedness of the intercept and other slope estimators. On the other hand,
omitting a relevant variable causes OLS to be biased. In many circumstances, the direction
of the bias can be determined.

6. Under the five Gauss-Markov assumptions, the variance of an OLS slope estimator is given
by Valr(Bj) = 02/[SST,~(1 — R?)]. As the error variance o? increases, so does Var(ﬁj), while
Var(f3)) decreases as the sample variation in x;, SST;, increases. The term Rf measures the
amount of collinearity between x; and the other explanatory variables. As R; approaches
one, Var(f3)) is unbounded.

7. Adding an irrelevant variable to an equation generally increases the variances of the
remaining OLS estimators because of multicollinearity.

8. Under the Gauss-Markov assumptions (MLR.1 through MLR.5), the OLS estimators are
the best linear unbiased estimators (BLUEs).
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CHAPTER 3 Multiple Regression Analysis: Estimation 105
THE GAUSS-MARKOV ASSUMPTIONS

The following is a summary of the five Gauss-Markov assumptions that we used in this chap-
ter. Remember, the first four were used to establish unbiasedness of OLS, whereas the fifth was
added to derive the usual variance formulas and to conclude that OLS is best linear unbiased.

Assumption MLR.1 (Linear in Parameters)
The model in the population can be written as

y=Bo+ By T By + o+ B T,

where B, By, ..., B; are the unknown parameters (constants) of interest and u is an unobserved
random error or disturbance term.

Assumption MLR.2 (Random Sampling)
We have a random sample of n observations, {(x;;, X, .-
population model in Assumption MLR.1.

X Yo i = 1,2, ..., n}, following the

Assumption MLR.3 (No Perfect Collinearity)
In the sample (and therefore in the population), none of the independent variables is constant,
and there are no exact linear relationships among the independent variables.

Assumption MLR.4 (Zero Conditional Mean)
The error u has an expected value of zero given any values of the independent variables. In
other words,

E(ulx,, X, ..., x) = 0.

Assumption MLR.5 (Homoskedasticity)
The error u has the same variance given any value of the explanatory variables. In other

words,
Var(u|x1, cen X)) = o’
Key Terms
Best Linear Unbiased Explained Sum of Squares OLS Intercept Estimate
Estimator (BLUE) (SSE) OLS Regression Line

Biased Toward Zero

Ceteris Paribus

Degrees of Freedom (df)

Disturbance

Downward Bias

Endogenous Explanatory
Variable

Error Term

Excluding a Relevant
Variable

Exogenous Explanatory
Variable

First Order Conditions

Gauss-Markov Assumptions

Gauss-Markov Theorem

Inclusion of an Irrelevant
Variable

Intercept

Micronumerosity

Misspecification Analysis

Multicollinearity

Multiple Linear Regression
Model

Multiple Regression Analysis

OLS Slope Estimate

Onmitted Variable Bias

Ordinary Least Squares

Overspecifying the Model

Partial Effect

Perfect Collinearity

Population Model

Residual

Residual Sum of Squares

Sample Regression Function
(SRF)

Slope Parameter
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Standard Deviation of ﬁj Sum of Squared Residuals Underspecifying the Model
Standard Error of ﬁj (SSR) Upward Bias
Standard Error of the Total Sum of Squares (SST) Variance Inflation
Regression (SER) True Model Factor (VIF)
Problems

1 Using the data in GPA2.RAW on 4,137 college students, the following equation was esti-
mated by OLS:

colgpa = 1.392 — 0135 hsperc + .00148 sat
n = 4,137, R* = .273,

where colgpa is measured on a four-point scale, hsperc is the percentile in the high school

graduating class (defined so that, for example, hAsperc = 5 means the top 5% of the class),

and sat is the combined math and verbal scores on the student achievement test.

(i) Why does it make sense for the coefficient on Asperc to be negative?

(ii)) What is the predicted college GPA when hsperc = 20 and sat = 1,050?

(iii) Suppose that two high school graduates, A and B, graduated in the same percentile
from high school, but Student A’s SAT score was 140 points higher (about one stan-
dard deviation in the sample). What is the predicted difference in college GPA for
these two students? Is the difference large?

(iv) Holding hsperc fixed, what difference in SAT scores leads to a predicted colgpa dif-
ference of .50, or one-half of a grade point? Comment on your answer.

2 The data in WAGE2.RAW on working men was used to estimate the following equation:

educ = 10.36 — .094 sibs + .131 meduc + 210 feduc
n="722,R*= 214,

where educ is years of schooling, sibs is number of siblings, meduc is mother’s years of

schooling, and feduc is father’s years of schooling.

(i) Does sibs have the expected effect? Explain. Holding meduc and feduc tixed, by how
much does sibs have to increase to reduce predicted years of education by one year?
(A noninteger answer is acceptable here.)

(i) Discuss the interpretation of the coefficient on meduc.

(iii) Suppose that Man A has no siblings, and his mother and father each have 12 years of
education. Man B has no siblings, and his mother and father each have 16 years of
education. What is the predicted difference in years of education between B and A?

3 The following model is a simplified version of the multiple regression model used by Bid-
dle and Hamermesh (1990) to study the tradeoff between time spent sleeping and working
and to look at other factors affecting sleep:

sleep = By + B totwrk + Breduc + Biage + u,

where sleep and totwrk (total work) are measured in minutes per week and educ and age
are measured in years. (See also Computer Exercise C3 in Chapter 2.)

(i) If adults trade off sleep for work, what is the sign of 3,?

(i1)) What signs do you think 3, and 35 will have?
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(iii) Using the data in SLEEP75.RAW, the estimated equation is

sleep = 3,638.25 — .148 totwrk — 11.13 educ + 2.20 age
n =706, R* = .113.

If someone works five more hours per week, by how many minutes is sleep predicted
to fall? Is this a large tradeoff?

(iv) Discuss the sign and magnitude of the estimated coefficient on educ.

(v) Would you say totwrk, educ, and age explain much of the variation in sleep? What
other factors might affect the time spent sleeping? Are these likely to be correlated
with rotwrk?

4 The median starting salary for new law school graduates is determined by

log(salary) = By + B,LSAT + B,GPA + Bslog(libvol) + B,log(cost)
+ Bsrank + u,

where LSAT is the median LSAT score for the graduating class, GPA is the median college
GPA for the class, libvol is the number of volumes in the law school library, cost is the an-
nual cost of attending law school, and rank is a law school ranking (with rank = 1 being
the best).

(i) Explain why we expect 35 = 0.

(i) What signs do you expect for the other slope parameters? Justify your answers.

(iii) Using the data in LAWSCHS85.RAW, the estimated equation is

log(salary) = 8.34 + .0047 LSAT + .248 GPA + .095 log(libvol)
+ .038 log(cost) — .0033 rank

n= 136, R*> = .842.

What is the predicted ceteris paribus difference in salary for schools with a median
GPA different by one point? (Report your answer as a percentage.)

(iv) Interpret the coefficient on the variable log(libvol).

(v) Would you say it is better to attend a higher ranked law school? How much is a
difference in ranking of 20 worth in terms of predicted starting salary?

5 In a study relating college grade point average to time spent in various activities, you dis-
tribute a survey to several students. The students are asked how many hours they spend
each week in four activities: studying, sleeping, working, and leisure. Any activity is put
into one of the four categories, so that for each student, the sum of hours in the four activi-
ties must be 168.

(i) In the model

GPA = B, + B;study + Bysleep + Bswork + Byleisure + u,

does it make sense to hold sleep, work, and leisure fixed, while changing study?

(i) Explain why this model violates Assumption MLR.3.

(iii) How could you reformulate the model so that its parameters have a useful interpreta-
tion and it satisfies Assumption MLR.3?
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6 Consider the multiple regression model containing three independent variables, under
Assumptions MLR.1 through MLR.4:

Yy =Bo+ Bix; T Boxy + Bz +ou

You are interested in estimating the sum of the parameters on x; and x,; call this
0, =B+ B, R . .

(i) Show thatf, = B, + B, is an unbiased estimator of 6,.

(i1) Find Var(6,) in terms of Var(3,), Var(f,), and Corr(f,, 3,).

7 Which of the following can cause OLS estimators to be biased?
(1) Heteroskedasticity.
(i) Omitting an important variable.
(iii) A sample correlation coefficient of .95 between two independent variables both in-
cluded in the model.

8 Suppose that average worker productivity at manufacturing firms (avgprod) depends on
two factors, average hours of training (avgtrain) and average worker ability (avgabil ):

avgprod = By + Biavgtrain + Byavgabil + u.

Assume that this equation satisfies the Gauss-Markov assumptions. If grants have been
given to firms whose workers have less than average ability, so that avgtrain and avgabil
are negatively correlated, what is the likely bias in 3, obtained from the simple regression of
avgprod on avgtrain?

9 The following equation describes the median housing price in a community in terms of
amount of pollution (nox for nitrous oxide) and the average number of rooms in houses in
the community (rooms):

log(price) = By + Bilog(nox) + Byrooms + u.

(1) What are the probable signs of 3, and 3,? What is the interpretation of 3,? Explain.

(i) Why might nox [or more precisely, log(nox)] and rooms be negatively correlated? If
this is the case, does the simple regression of log(price) on log(nox) produce an up-
ward or a downward biased estimator of 3,?

(iii) Using the data in HPRICE2.RAW, the following equations were estimated:

log(price) = 11.71 — 1.043 log(nox), n = 506, R* = .264.
log(price) = 9.23 — .718 log(nox) + .306 rooms, n = 506, R> = .514.

Is the relationship between the simple and multiple regression estimates of the
elasticity of price with respect to nox what you would have predicted, given your an-
swer in part? (ii) Does this mean that —.718 is definitely closer to the true elasticity
than —1.043?

10 Suppose that you are interested in estimating the ceteris paribus relationship between y and
x,. For this purpose, you can collect data on two control variables, x, and x;. (For concrete-
ness, you might think of y as final exam score, x; as class attendance, x, as GPA up through
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the previous semester, and x; as SAT or ACT score.) Let 3, be the simple regression estimate

from y on x, and let 3, be the multiple regression estimate from y on x;, x,, xs.

(i) If x, is highly correlated with X and X ] in the sample, and x, and x; have large partial
effects on y, would you expect B, and :31 to be similar or very different? Explain.

(ii) If x, is almost uncorrelated with x, and x3, but x, and x; are highly correlated, will
B, and Bl tend to be similar or very different? Explain.

(iii) If x, is highly correlated with x, and x3, and x, and x; have small partial effects on y,
would you expect se(j3;) or se(ﬁl) to be smaller? Explain.

(iv) If x, is almost uncorrelated with x, and x3, x, and x; have large partial effects on y,
and x, and x; are highly correlated, would you expect se(3,) or se(B;) to be smaller?
Explain.

11 Suppose that the population model determining y is

Yy =Bo+ Bixy + By + Baxs tu,

and this model satisifies Assumptions MLR.1 through MLR.4. However, we estimate the
model that omits x;. Let B, 8, and 3, be the OLS estimators from the regression of y on x;
and x,. Show that the expected value of 3, (given the values of the independent variables

in the sample) is .
Z Fuxia

E(ﬁl) =B+ B = — i:I
Zrn

where the 7;; are the OLS residuals from the regression of x; on x,. [Hint: The formula for
BB, comes from equation (3.22). Plug y; = By + Bix;; + B>xn + Bsx; + u; into this equa-
tion. After some algebra, take the expectation treating x;; and 7;; as nonrandom.]

12 The following equation represents the effects of tax revenue mix on subsequent employ-
ment growth for the population of counties in the United States:

growth = By + Bsharep + B,share; + Bishareg + other factors,

where growth is the percentage change in employment from 1980 to 1990, shareyp is the
share of property taxes in total tax revenue, share; is the share of income tax revenues, and
shareg is the share of sales tax revenues. All of these variables are measured in 1980. The
omitted share, share, includes fees and miscellaneous taxes. By definition, the four shares
add up to one. Other factors would include expenditures on education, infrastructure, and
so on (all measured in 1980).

(i) Why must we omit one of the tax share variables from the equation?

(ii) Give a careful interpretation of 3.

13 (i) Consider the simple regression model y = 8, + B;x + u under the first four Gauss-
Markov assumptions. For some function g(x), for example g(x) = x* or g(x) =
log(1 + x%), define z; = g(x,). Define a slope estimator as

= Z(Z,‘ - ?)y,)/ Z(Zi - Z)xi -

Show that ,f'}l is linear and unbiased. Remember, because E(u|x) = 0, you can treat
both x; and z; as nonrandom in your derivation.
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(i1) Add the homoskedasticity assumption, MLR.5. Show that

/

(iii) Show directly that, under the Gauss-Markov assumptions, Var( ,é D= Var(ﬁl),
where 3, is the OLS estimator. [Hint: The Cauchy-Schwartz inequality in Appendix
B implies that

n

Z(Zi -2

i=1

n

PRI

i=1

Val‘(,él) =d’

n 2
nt Y (g D X)) =

i=1

s

~1 =2
n Z(Zi_z)
i=1

notice that we can drop X from the sample covariance.]

n
n! Z(-xi - Xy
i=1

Computer Exercises

C1 A problem of interest to health officials (and others) is to determine the effects of smok-
ing during pregnancy on infant health. One measure of infant health is birth weight; a
birth weight that is too low can put an infant at risk for contracting various illnesses.
Since factors other than cigarette smoking that affect birth weight are likely to be cor-
related with smoking, we should take those factors into account. For example, higher
income generally results in access to better prenatal care, as well as better nutrition for
the mother. An equation that recognizes this is

bwght = By + Bicigs + B, faminc + u.

(i) What is the most likely sign for 3,?

(i) Do you think cigs and faminc are likely to be correlated? Explain why the correla-
tion might be positive or negative.

(iii) Now, estimate the equation with and without faminc, using the data in BWGHT
.RAW. Report the results in equation form, including the sample size and
R-squared. Discuss your results, focusing on whether adding faminc substantially
changes the estimated effect of cigs on bwght.

C2 Use the data in HPRICE1.RAW to estimate the model
price = By + Bsqrft + B,bdrms + u,

where price is the house price measured in thousands of dollars.

(i) Write out the results in equation form.

(i) What is the estimated increase in price for a house with one more bedroom, hold-
ing square footage constant?

(iii) What is the estimated increase in price for a house with an additional bedroom that
is 140 square feet in size? Compare this to your answer in part (ii).

(iv) What percentage of the variation in price is explained by square footage and num-
ber of bedrooms?

(v) The first house in the sample has sgrft = 2,438 and bdrms = 4. Find the predicted
selling price for this house from the OLS regression line.

(vi) The actual selling price of the first house in the sample was $300,000 (so price =
300). Find the residual for this house. Does it suggest that the buyer underpaid or
overpaid for the house?
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C3  The file CEOSAL2.RAW contains data on 177 chief executive officers and can be used
to examine the effects of firm performance on CEO salary.

(i) Estimate a model relating annual salary to firm sales and market value. Make the
model of the constant elasticity variety for both independent variables. Write the
results out in equation form.

(i) Add profits to the model from part (i). Why can this variable not be included in
logarithmic form? Would you say that these firm performance variables explain
most of the variation in CEO salaries?

(iii) Add the variable ceoten to the model in part (ii). What is the estimated percentage
return for another year of CEO tenure, holding other factors fixed?

(iv) Find the sample correlation coefficient between the variables log(mktval) and
profits. Are these variables highly correlated? What does this say about the OLS
estimators?

C4  Use the data in ATTEND.RAW for this exercise.
(i) Obtain the minimum, maximum, and average values for the variables atndrte,
priGPA, and ACT.
(i) Estimate the model

atndrte = 3y + B,priGPA + B,ACT + u,

and write the results in equation form. Interpret the intercept. Does it have a useful
meaning?

(iii) Discuss the estimated slope coefficients. Are there any surprises?

(iv) What is the predicted atndrte if priGPA = 3.65 and ACT = 20? What do you
make of this result? Are there any students in the sample with these values of the
explanatory variables?

(v) If Student A has priGPA = 3.1 and ACT = 21 and Student B has priGPA = 2.1
and ACT = 26, what is the predicted difference in their attendance rates?

C5 Confirm the partialling out interpretation of the OLS estimates by explicitly doing the
partialling out for Example 3.2. This first requires regressing educ on exper and tenure
and saving the residuals, 7. Then, regress log(wage) on 7. Compare the coefficient on
7, with the coefficient on educ in the regression of log(wage) on educ, exper, and
tenure.

C6 Use the data set in WAGE2.RAW for this problem. As usual, be sure all of the follow-
ing regressions contain an intercept.
(i) Run a simple regression of /Q on educ to obtain the slope coefficient, say, Sl.
(i) Run the simple regression of log(wage) on educ, and obtain the slope
coefficient, ﬁl.
(iii) Run the multiple regression of log(wage) on educ and IQ, and obtain the
slope coefficients, ,31 and ,32, respectively.
(iv) Verify that B, = B8, + f.0,.

C7 Use the data in MEAP93.RAW to answer this question.
(i) Estimate the model

mathl0 = B, + Bilog(expend) + B,lnchprg + u,

and report the results in the usual form, including the sample size and R-squared.
Are the signs of the slope coefficients what you expected? Explain.
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(i) What do you make of the intercept you estimated in part (i)? In particular, does
it make sense to set the two explanatory variables to zero? [Hint: Recall that
log(1)=0.]

(iii) Now run the simple regression of mathl0 on log(expend), and compare the slope
coefficient with the estimate obtained in part (i). Is the estimated spending effect
now larger or smaller than in part (i)?

(iv) Find the correlation between lexpend = log(expend) and Inchprg. Does its sign
make sense to you?

(v) Use part (iv) to explain your findings in part (iii).

C8 Use the data in DISCRIM.RAW to answer this question. These are ZIP code—level data
on prices for various items at fast-food restaurants, along with characteristics of the zip
code population, in New Jersey and Pennsylvania. The idea is to see whether fast-food
restaurants charge higher prices in areas with a larger concentration of blacks.

(i) Find the average values of prpblck and income in the sample, along with their
standard deviations. What are the units of measurement of prpbick and income?

(i) Consider a model to explain the price of soda, psoda, in terms of the proportion of
the population that is black and median income:

psoda = B, + Bprpblck + B,income + u.

Estimate this model by OLS and report the results in equation form, including the
sample size and R-squared. (Do not use scientific notation when reporting the esti-
mates.) Interpret the coefficient on prpblck. Do you think it is economically large?

(iii) Compare the estimate from part (ii) with the simple regression estimate from
psoda on prpblck. Ts the discrimination effect larger or smaller when you control
for income?

(iv) A model with a constant price elasticity with respect to income may be more
appropriate. Report estimates of the model

log(psoda) = By + Bprpblck + B,log(income) + u.

If prpblck increases by .20 (20 percentage points), what is the estimated percent-
age change in psoda? (Hint: The answer is 2.xx, where you fill in the “xx.”)

(v) Now add the variable prppov to the regression in part (iv). What happens
to Bprpblck?

(vi) Find the correlation between log(income) and prppov. Is it roughly what you
expected?

(vii) Evaluate the following statement: “Because log(income) and prppov are so highly
correlated, they have no business being in the same regression.”

C9 Use the data in CHARITY.RAW to answer the following questions:

(i) Estimate the equation

gift = By + Bimailsyear + B,giftlast + Bspropresp + u

by OLS and report the results in the usual way, including the sample size and
R-squared. How does the R-squared compare with that from the simple regression
that omits giftlast and propresp?
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(ii) Interpret the coefficient on mailsyear. Is it bigger or smaller than the correspond-
ing simple regression coefficient?

(iii) Interpret the coefficient on propresp. Be careful to notice the units of measure-
ment of propresp.

(iv) Now add the variable avggift to the equation. What happens to the estimated effect
of mailsyear?

(v) In the equation from part (iv), what has happened to the coefficient on giftlast?
What do you think is happening?

C10 Use the datain HTV.RAW to answer this question. The data set includes information on
wages, education, parents’ education, and several other variables for 1,230 working men

in 1991.

(i) What is the range of the educ variable in the sample? What percentage of men
completed 12th grade but no higher grade? Do the men or their parents have, on
average, higher levels of education?

(i) Estimate the regression model

educ = By + Bmotheduc + B,fatheduc + u

by OLS and report the results in the usual form. How much sample variation in
educ is explained by parents’ education? Interpret the coefficient on motheduc.
(iii) Add the variable abil (a measure of cognitive ability) to the regression from
part (ii), and report the results in equation form. Does “ability” help to explain
variations in education, even after controlling for parents’ education? Explain.
(iv) (Requires calculus) Now estimate an equation where abil appears in quadratic form:

educ = By + Bymotheduc + B, fatheduc + Bsabil + B,abil* + u.

Using the estimates ,[:33 and 34, use calculus to find the value of abil, call it abil ",
where educ is minimized. (The other coefficients and values of parents’ education
variables have no effect; we are holding parents’ education fixed.) Notice that abil
is measured so that negative values are permissible. You might also verify that the
second derivative is positive so that you do indeed have a minimum.

(v) Argue that only a small fraction of men in the sample have “ability” less than the
value calculated in part (iv). Why is this important?

(vi) If you have access to a statistical program that includes graphing capabilities,
use the estimates in part (iv) to graph the relationship beween the predicted educa-
tion and abil. Let motheduc and fatheduc have their average values in the sample,
12.18 and 12.45, respectively.

APPENDIX 3A

3A.1 Derivation of the First Order Conditions in Equation (3.13)

The analysis is very similar to the simple regression case. We must characterize the
solutions to the problem

bo, by ...,

n
: 2
min E ;= by — byx;y — ... — bixp)”.
k
i=1
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Taking the partial derivatives with respect to each of the b; (see Appendix A), evaluating
them at the solutions, and setting them equal to zero gives

-2 Z(Yi _30 _:élxil_ _kaik) =0

i=1

=23 x;00 — Bo = Bixiy — ... —Bixy) =0, forall j=1,.. k
i=1
Canceling the —2 gives the first order conditions in (3.13).

3A.2 Derivation of Equation (3.22)

To derive (3.22), write x;; in terms of its fitted value and its residual from the regression
of x; on xy, ..., X2 x; =X, + 74y, foralli = 1, ..., n. Now, plug this into the second equa-
tion in (3.13):

2()21'1 + A0 — 30 - élxil e T ék-xik) =0. [3.63]

i=1

By the definition of the OLS residual i1;, since %;; is just a linear function of the explana-
tory variables x;, ..., X;, it follows that Z:.l:]fc”ﬁ,» = 0. Therefore, equation (3.63) can be
expressed as

Zfil(Yi - 30 - leil e T kaik) =0. [3.64]
i=1

Since the 7;; are the residuals from regressing x; on x,, ..., x;, Z l.":l x;Fy = 0, for all
Jj =2, ..., k. Therefore, (3.64) is equivalent to Z:’:]f”( v — ,é' ;1) = 0. Finally, we use the
fact that Zln: Xafn = 0, which means that B, solves

Z Fa(y; — BAlfn) =0.
i=1

Now, straightforward algebra gives (3.22), provided, of course, that Z?:] #2 > 0 this is
ensured by Assumption MLR.3.

3A.3 Proof of Theorem 3.1

We prove Theorem 3.1 forf3,; the proof for the other slope parameters is virtually identical.
(See Appendix E for a more succinct proof using matrices.) Under Assumption MLR.3,
the OLS estimators exist, and we can write ﬁl as in (3.22). Under Assumption MLR.1,
we can write y; as in (3.32); substitute this for y; in (3.22). Then, using ZLI =0,
M xytq =0, forallj =2, .., kand Y xuty = . 7%, we have

Z’A’ iU Z’A’ ?1
i=1 i=1

Bi =B+ . [3.65]

[
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Now, under Assumptions MLR.2 and MLR .4, the expected value of each u;, given all
independent variables in the sample, is zero. Since the 7;, are just functions of the sample
independent variables, it follows that

E(Bl|X) =B+ sz1E(“i|X)
/Zf?l):Bl,

n

a2
§,ri1

i=1

=B+ Zfil'o
i=1

where X denotes the data on all independent variables and EQ, IX) is the expected value
of B, given x;, ..., Xy, foralli = 1, ..., n. This completes the proof.

3A.4 General Omitted Variable Bias

We can derive the omitted variable bias in the general model in equation (3.31) under
the first four Gauss-Markov assumptions. In particular, let the ,éj, j=0,1,..., kbe the
OLS estimators from the regression using the full set of explanatory variables. Let the
[?j,j =0,1, ...,k — 1 be the OLS estimators from the regression that leaves out x;. Let
0,j = 1, ..., k — 1 be the slope coefficient on x; in the auxiliary regression of x; on x;;,

J
Xis oo X -1, 1 = 1, ..., n. A useful fact is that

B =B+ B, [3.66]

This shows explicitly that, when we do not control for x; in the regression, the estimated
partial effect of x; equals the partial effect when we include x; plus the partial effect of x;
on y times the partial relationship between the omitted variable, x;, Aand x;, j < k. Condi-
tional on the entire set of explanatory variables, X~, we know that the 3; are all unbiased for
the corresponding B;,j = 1, ..., k. Further, since §; is just a function of X, we have

E(B;IX) = E(B|X) + EBJX)5;

- [3.67]

= B; + B95;
Equation (3.67) shows that E]- is bia§ed for B; unless B, = 0—in which case x; has no
partial effect in the population—or 6, equals zero, which means that x; and x; are par-
tially uncorrelated in the sample. The key to obtaining equation (3.67) is equation (3.66).
To show equation (3.66), we can use equation (3.22) a couple of times. For simplicity,
we look at j = 1. Now, Bl is the slope coefficient in the simple regression of y; on 7;;,
i =1, ..., n, where the 7;; are the OLS residuals from the regression of x;, on x,, X;3, ...,

X;;—1. Consider the numerator of the expression for Bi: ZLI 71v;. But for each i, we
can write y; = ﬁo + /§1in + ...+ Ekx,-k + #i; and plug in for y;,. Now, by properties of the
OLS residuals, the 7;; have zero sample average and are uncorrelated with x;,, x;3, ...,
X;4—1 in the sample. Similarly, the #; have zero sample average and zero sample correla-
tion with x;, X, ..., xz. It follows that the 7;; and #; are uncorrelated in the sample (since
the 7;; are just linear combinations of x;;, xp, ..., X;;—;). SO

n n
E i) = Bi z l,rilxil
i=1 i=1

[3.68]

n
+ By Z ,TitXik
i=1
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no_ no_ . . . ~
Now, Z o TaXn = Z 72, which is also the denominator of 3,. Therefore, we have

i=1
shown that

=2
E i,

i=1

El :.él +:[§k

n
2 , TitXik
i=1

= .él + 3k‘§1-

This is the relationship we wanted to show.

3A.5 Proof of Theorem 3.2

Again, we prove this for j = 1. Write /§1 as in equation (3.65). Now, under MLR.5,
Var(u;|X) = o2, forall i = 1, ..., n. Under random sampling, the , are independent, even
conditional on X, and the #;; are nonrandom conditional on X. Therefore,

n n 2
3 A2 A2
Var(,[X) = D # Var(u/X) / #h
i=1 i=1
n n n
A2 A2 A2
= ril o’ il ril

2
Now, since Zi”:] 7% is the sum of squared residuals from regressing x, on x,, ..., X,
Zl.nzlf,-l = SST,(1 — R?). This completes the proof.

i=1 i=1 i=1

3A.6 Proof of Theorem 3.4

We show that, for any other linear unbiased estimator B, of B, Var(ﬁl) = Var(ﬁl), where
B, is the OLS estimator. The focus on j = 1 is without loss of generality.
For B3, as in equation (3.60), we can plug in for y; to obtain

n n n n n
B = Boz wi + B Z WXy + .322 WiXp + ..ot .Bkz WXy + z Wild;.
i=1 i=1 i=1 i=1 i=1

Now, since the w;; are functions of the x;;,

E(E}1|X) = .302 wi + 312 wixy + .322 WiXp + ...+ Bkz WXy + Z W11E(’4i|X)
i=1 i=1 i=1 i=1 i=1

n n n n
= Boz wiy t BIZ wixy + Bzz WiXp + ..o+ Bkz WirXik
i=1 i=1 i=1 i=1

because E(ul-|X) =0, foralli =1, ..., nunder MLR.2 and MLR.4. Therefore, for E(,él|X)
to equal 3, for any values of the parameters, we must have

iw,l =0, iwnx” =1, iw,lxij =0, j=2,...,k [3.69]
i=1 i=1 i=1

Now, let 7;; be the residuals from the regression of x;; on x;,, ..., Xz Then, from (3.69), it
follows that

> wary =1 [3.70]
i=1
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A A n A . .
because x;; = X;; + 7; and Z —wiaXx; = 0. Now, consider the difference between

Var(3,/X) and Var(3,/X) under MLR.1 through MLR.5:

Y wk =D [3.71]
i=1 i=1
Because of (3.70), we can write the difference in (3.71), without ¢, as
n n 2 n
Sowd = [ Dwata| [ [3.72]
i=1 i=1 i=1
But (3.72) is simply
D v = W) [3.73]
i=1

where ¥, = (Z l.n:l wil?il)/(z :1:1 2 ), as can be seen by squaring each term in (3.73),
summing, and then canceling terms. Because (3.73) is just the sum of squared residu-
als from the simple regression of w;; on 7;;—remember that the sample average of 7;; is
zero—(3.73) must be nonnegative. This completes the proof.
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CHAPTER

Multiple Regression Analysis:

Inference

his chapter continues our treatment of multiple regression analysis. We now turn

to the problem of testing hypotheses about the parameters in the population regres-

sion model. We begin by finding the distributions of the OLS estimators under the
added assumption that the population error is normally distributed. Sections 4.2 and 4.3
cover hypothesis testing about individual parameters, while Section 4.4 discusses how to
test a single hypothesis involving more than one parameter. We focus on testing multiple
restrictions in Section 4.5 and pay particular attention to determining whether a group of
independent variables can be omitted from a model.

4.1 Sampling Distributions of the OLS Estimators

Up to this point, we have formed a set of assumptions under which OLS is unbiased;
we have also derived and discussed the bias caused by omitted variables. In Section 3.4,
we obtained the variances of the OLS estimators under the Gauss-Markov assumptions.
In Section 3.5, we showed that this variance is smallest among linear unbiased estimators.

Knowing the expected value and variance of the OLS estimators is useful for describ-
ing the precision of the OLS estimators. However, in order to perform statistical inference,
we need to know more than just the first two moments of ,[§j; we need to know the full sam-
pling distribution of the ,é‘, Even under the Gauss-Markov assumptions, the distribution of ,é,
can have virtually any shape.

When we condition on the values of the independent variables in our sample, it is
clear that the sampling distributions of the OLS estimators depend on the underlying dis-
tribution of the errors. To make the sampling distributions of the Bj tractable, we now as-
sume that the unobserved error is normally distributed in the population. We call this the
normality assumption.

Assumption MLR.6 Normality

The population error u is independent of the explanatory variables x1, x2, ..., xx and is
normally distributed with zero mean and variance o u ~ Normal(0,0?).

118
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CHAPTER 4 Multiple Regression Analysis: Inference m

Assumption MLR.6 is much stronger than any of our previous assumptions. In fact,
since u is independent of the x; under MLR.6, E(ulxi, ..., x,) = E(u) = 0 and Var(u|xi, ...,
xi) = Var(u) = o>. Thus, if we make Assumption MLR.6, then we are necessarily assum-
ing MLR.4 and MLR.5. To emphasize that we are assuming more than before, we will
refer to the full set of Assumptions MLR.1 through MLR.6.

For cross-sectional regression applications, Assumptions MLR.1 through MLR.6 are
called the classical linear model (CLM) assumptions. Thus, we will refer to the model
under these six assumptions as the classical linear model. It is best to think of the CLM
assumptions as containing all of the Gauss-Markov assumptions plus the assumption of a
normally distributed error term.

Under the CLM assumptions, the OLS estimators ﬁo, /§1, s ﬁk have a stronger
efficiency property than they would under the Gauss-Markov assumptions. It can be
shown that the OLS estimators are the minimum variance unbiased estimators, which
means that OLS has the smallest variance among unbiased estimators; we no longer have
to restrict our comparison to estimators that are linear in the y;. This property of OLS
under the CLM assumptions is discussed further in Appendix E.

A succinct way to summarize the population assumptions of the CLM is

y|x ~Normal(Bo + Bix1 + Baxa + ... + kak,o'z),

where x is again shorthand for (xi, ..., xx). Thus, conditional on x, y has a normal distribu-
tion with mean linear in xi, ..., x; and a constant variance. For a single independent vari-
able x, this situation is shown in Figure 4.1.

FIGURE 4.1 The homoskedastic normal distribution with a single explanatory

variable.

f(ylx)

normal distributions
/[~ il
/ /// // \

e E(yIx) = By + Bx

-

© Cengage Learning, 2013

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



120 | PART 1 Regression Analysis with Cross-Sectional Data

The argument justifying the normal distribution for the errors usually runs something
like this: Because u is the sum of many different unobserved factors affecting y, we can
invoke the central limit theorem (see Appendix C) to conclude that « has an approximate
normal distribution. This argument has some merit, but it is not without weaknesses. First,
the factors in u# can have very different distributions in the population (for example, ability
and quality of schooling in the error in a wage equation). Although the central limit theo-
rem (CLT) can still hold in such cases, the normal approximation can be poor depending
on how many factors appear in # and how different their distributions are.

A more serious problem with the CLT argument is that it assumes that all unob-
served factors affect y in a separate, additive fashion. Nothing guarantees that this is so.
If u is a complicated function of the unobserved factors, then the CLT argument does not
really apply.

In any application, whether normality of u can be assumed is really an empirical
matter. For example, there is no theorem that says wage conditional on educ, exper,
and trenure is normally distributed. If anything, simple reasoning suggests that the op-
posite is true: Since wage can never be less than zero, it cannot, strictly speaking, have
a normal distribution. Further, because there are minimum wage laws, some fraction of
the population earns exactly the minimum wage, which also violates the normality as-
sumption. Nevertheless, as a practical matter, we can ask whether the conditional wage
distribution is “close” to being normal. Past empirical evidence suggests that normality is
not a good assumption for wages.

Often, using a transformation, especially taking the log, yields a distribution that
is closer to normal. For example, something like log(price) tends to have a distribu-
tion that looks more normal than the distribution of price. Again, this is an empirical
issue. We will discuss the consequences of nonnormality for statistical inference in
Chapter 5.

There are some examples where MLR.6 is clearly false. Whenever y takes on just a
few values it cannot have anything close to a normal distribution. The dependent variable
in Example 3.5 provides a good example. The variable narr86, the number of times a
young man was arrested in 1986, takes on a small range of integer values and is zero for
most men. Thus, narr86 is far from being normally distributed. What can be done in these
cases? As we will see in Chapter 5—and this is important—nonnormality of the errors
is not a serious problem with large sample sizes. For now, we just make the normality
assumption.

Normality of the error term translates into normal sampling distributions of the OLS
estimators:

T Z0):{IYM NORMAL SAMPLING DISTRIBUTIONS

4.1 Under the CLM assumptions MLR.1 through MLR.6, conditional on the sample values of
the independent variables,

Bj ~ Normal[Bj,Var(ﬁ,-)], [4.1]
where Var(ﬁj) was given in Chapter 3 [equation (3.51)]. Therefore,
(B - B)/sd(B)) ~ Normal(0,1).
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The proof of (4.1) is not that difficult, given the properties of normally distributed random
variables in Appendix B. Each f%j can be written as ,éj =B+ Z:’:]wijui, where w;; = 7/
SSR;, 7 is the i " residual from the regression of the x; on all the other independent variables,
and SSR; is the sum of squared residuals from this regression [see equation (3.62)]. Since

the w;; depend only on the independent vari-

. i‘zmmma Eﬂﬂ@ ables, they can be treated as nonrandom.

Thus, B; is just a li bination of th
Suppose that u is independent of the expla- us, ;s just a linear combination of the

natory variables, and it takes on the values errors in the sample, {u;: i = 1,2, ..., n}.
—2, =1,0, 1, and 2 with equal probability Under Assumption MLR.6 (and the ran-

of 1/5. Does this violate the Gauss-Markov dom sampling Assumption MLR.2), the

assumptions? Does this violate the CLM | errors are independent, identically dis-
assumptions? tributed Normal(0,0-%) random variables.

An important fact about independent nor-
mal random variables is that a linear combination of such random variables is normally dis-
tributed (see Appendix B). This basically completes the proof. In Section 3.3, we showed that
E(Bj) = B;, and we derived Var([;j) in Section 3.4; there is no need to re-derive these facts.

The second part of this theorem follows immediately from the fact that when we stan-
dardize a normal random variable by subtracting off its mean and dividing by its standard
deviation, we end up with a standard normal random variable.

The conclusions of Theorem 4.1 can be strengthened. In addition to (4.1), any linear
combination of the 30, B Iy vens ﬁk is also normally distributed, and any subset of the ,éj has
a joint normal distribution. These facts underlie the testing results in the remainder of
this chapter. In Chapter 5, we will show that the normality of the OLS estimators is still
approximately true in large samples even without normality of the errors.

4.2 Testing Hypotheses about a Single Population
Parameter: The t Test

This section covers the very important topic of testing hypotheses about any single param-
eter in the population regression function. The population model can be written as

y :Bo + ,lel + ...+ kak + u, [4.2]

and we assume that it satisfies the CLM assumptions. We know that OLS produces unbiased
estimators of the (3;. In this section, we study how to test hypotheses about a particular f3;.
For a full understanding of hypothesis testing, one must remember that the 3; are unknown
features of the population, and we will never know them with certainty. Nevertheless, we can
hypothesize about the value of 3; and then use statistical inference to test our hypothesis.

In order to construct hypotheses tests, we need the following result:

11:150):{ZY W ¢ DISTRIBUTION FOR THE STANDARDIZED ESTIMATORS
4.2 Under the CLM assumptions MLR.1 through MLR.6,
B — BYseB) ~ tosir = tas 14.3]

where k + 1 is the number of unknown parameters in the population model y = Bo +
Bixi + ... + Brxk + u (k slope parameters and the intercept Bo) and n — k — 1 is the degrees
of freedom (df).
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This result differs from Theorem 4.1 in some notable respects. Theorem 4.1 showed that,
under the CLM assumptions, (,éj - ,Bj)/sd(Bj) ~ Normal(0,1). The ¢ distribution in (4.3)
comes from the fact that the constant o in sd( ,é ;) has been replaced with the random vari-
able . The proof that this leads to a 7 distribution with n — k — 1 degrees of freedom is dif-
ficult and not especially instructive. Essentially, the proof shows that (4.3) can be written
as the ratio of the standard normal random variable ( ,éj — Bj)/sd( ,éj) over the square root
of 6*/o>. These random variables can be shown to be independent, and (n — k — 1) 6%
o’ ~ X,z,_k_l. The result then follows from the definition of a ¢ random variable (see
Section B.5).

Theorem 4.2 is important in that it allows us to test hypotheses involving the 3;. In
most applications, our primary interest lies in testing the null hypothesis

Ho: Bj = 0, [44]

where j corresponds to any of the k independent variables. It is important to understand
what (4.4) means and to be able to describe this hypothesis in simple language for a par-
ticular application. Since B; measures the partial effect of x; on (the expected value of) y,
after controlling for all other independent variables, (4.4) means that, once xi, x2, ..., Xj_,
X1 1, ---» Xk have been accounted for, x; has no effect on the expected value of y. We can-
not state the null hypothesis as “x; does have a partial effect on y” because this is true for
any value of B; other than zero. Classical testing is suited for testing simple hypotheses
like (4.4).
As an example, consider the wage equation

log(wage) = Bo + Bieduc + Brexper + Bstenure + u.

The null hypothesis Ho: 82 = 0 means that, once education and tenure have been accounted
for, the number of years in the workforce (exper) has no effect on hourly wage. This is an
economically interesting hypothesis. If it is true, it implies that a person’s work history
prior to the current employment does not affect wage. If 8> > 0, then prior work experi-
ence contributes to productivity, and hence to wage.

You probably remember from your statistics course the rudiments of hypothesis test-
ing for the mean from a normal population. (This is reviewed in Appendix C.) The me-
chanics of testing (4.4) in the multiple regression context are very similar. The hard part is
obtaining the coefficient estimates, the standard errors, and the critical values, but most of
this work is done automatically by econometrics software. Our job is to learn how regres-
sion output can be used to test hypotheses of interest.

The statistic we use to test (4.4) (against any alternative) is called “the” ¢ statistic or
“the” ¢ ratio of ﬁ_,» and is defined as

15, = Bilse(B). [4.5]

We have put “the” in quotation marks because, as we will see shortly, a more general form
of the ¢ statistic is needed for testing other hypotheses about ;. For now, it is important to
know that (4.5) is suitable only for testing (4.4). For particular applications, it is helpful to
index ¢ statistics using the name of the independent variable; for example, .4 would be the
t statistic for BAedm,.

The ¢ statistic for Bj is simple to compute given Bj and its standard error. In fact,
most regression packages do the division for you and report the 7 statistic along with each
coefficient and its standard error.
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CHAPTER 4 Multiple Regression Analysis: Inference 123

Before discussing how to use (4.5) formally to test Ho: 8; = 0, it is useful to see why
5, has features that make it reasonable as a test statistic to detect 8; # 0. First, since se(,B,) is
always positive, 7; has the same sign as B, if ,8, is positive, then S0 is I and if ,8] is negative,
SO 1s Iy Second, for a given value of se(,B,) a larger value of ,B, leads to larger values of g
If [)’j becomes more negative, so does 7;.

Since we are testing Ho: 8; = 0, it is only natural to look at our unbiased estima-
tor of 3, ,8,, for guidance. In any interesting application, the point estimate ,8, will never
exactly be zero, whether or not Hy is true. The question is: How far is f)’ ; from zero? A
sample value of B, very far from zero provides evidence against Ho: 8; = 0. However,
we must recognize that there is a sampling error in our estimate Bj, so the size of ,8, must
be weighed against its samplmg error. Since the standard error of ,8, is an estlmate of the
standard deviation of B], 13, measures how many estimated standard deviations ,8, is away
from zero. This is precisely what we do in testing whether the mean of a population is zero,
using the standard ¢ statistic from introductory statistics. Values of 1 sufficiently far from zero will
result in a rejection of Hy. The precise rejection rule depends on the alternative hypothesis
and the chosen significance level of the test.

Determining a rule for rejecting (4.4) at a given significance level—that is, the
probability of rejecting Ho when it is true—requires knowing the sampling distribution of
I t; when Hp is true. From Theorem 4.2, we know this to be #,_,_,. This is the key theoreti-
cal result needed for testing (4.4).

Before proceeding, it is important to remember that we are testing hypotheses about
the population parameters. We are not testing hypotheses about the estimates from a par-
ticular sample. Thus, it never makes sense to state a null hypothesis as “Ho: Bl = 0" or,
even worse, as “Ho: .237 = 0” when the estimate of a parameter is .237 in the sample. We
are testing whether the unknown population value, B, is zero.

Some treatments of regression analysis define the 7 statistic as the absolute value of
(4.5), so that the ¢ statistic is always positive. This practice has the drawback of making
testing against one-sided alternatives clumsy. Throughout this text, the ¢ statistic always
has the same sign as the corresponding OLS coefficient estimate.

Testing against One-Sided Alternatives

To determine a rule for rejecting Ho, we need to decide on the relevant alternative
hypothesis. First, consider a one-sided alternative of the form

Hy: B> 0. [4.6]

When we state the alternative as in equation (4.6), we are really saying that the
null hypothesis is Hy: 8; = 0. For example, if 3; is the coefficient on education in a wage
regression, we only care about detecting that §3; is different from zero when f3; is actually
positive. You may remember from introductory statistics that the null value that is hard-
est to reject in favor of (4.6) is B; = 0. In other words, if we reject the null 8; = 0 then
we automatically reject 8; < 0. Therefore, it suffices to act as if we are testing Hy: 8, = 0
against H;: B; > 0, effectively ignoring B; < 0, and that is the approach we take in
this book.

How should we choose a rejection rule? We must first decide on a significance level
(“level” for short) or the probability of rejecting Ho when it is in fact true. For concreteness,
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124 | PART 1 Regression Analysis with Cross-Sectional Data

suppose we have decided on a 5% significance level, as this is the most popular choice.
Thus, we are willing to mistakenly reject Hy when it is true 5% of the time. Now, while 1,
has a t distribution under Hy—so that it has zero mean—under the alternative 3; > 0, the ex-
pected value of s, is positive. Thus, we are looking for a “sufficiently large” positive value
of 1, in order to reject Ho: B; = 0 in favor of Hi: B; > 0. Negative values of 7, prov1de
no evidence in favor of H;.

The definition of “sufficiently large,” with a 5% significance level, is the 95th percen-
tile in a ¢ distribution with n — k — 1 degrees of freedom; denote this by c. In other words,
the rejection rule is that Hy is rejected in favor of H; at the 5% significance level if

tB/ >c. [4.7]
By our choice of the critical value c, rejection of Hy will occur for 5% of all random
samples when Hy is true.

The rejection rule in (4.7) is an example of a one-tailed test. To obtain ¢, we only
need the significance level and the degrees of freedom. For example, for a 5% level test
and withn — k — 1 = 28 degrees of freedom, the critical value is ¢ = 1.701. If Iy = 1.701, then
we fail to reject Hp in favor of (4.6) at the 5% level. Note that a negative value for ¢, »
no matter how large in absolute value, leads to a failure in rejecting Ho in favor of 4. 6)
(See Figure 4.2.)

FIGURE 4.2 5% rejection rule for the alternative H;: 8; > 0 with 28 df.
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: ———
1.701 rejection
region

© Cengage Learning, 2013

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.
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The same procedure can be used with other significance levels. For a 10% level test
and if df = 21, the critical value is ¢ = 1.323. For a 1% significance level and if df = 21,
¢ = 2.518. All of these critical values are obtained directly from Table G.2. You should
note a pattern in the critical values: As the significance level falls, the critical value in-
creases, so that we require a larger and larger value of Iy in order to reject Ho. Thus, if Ho
is rejected at, say, the 5% level, then it is automatically rejected at the 10% level as well. It
makes no sense to reject the null hypothesis at, say, the 5% level and then to redo the test
to determine the outcome at the 10% level.

As the degrees of freedom in the ¢ distribution get large, the ¢ distribution approaches
the standard normal distribution. For example, when n — k — 1 = 120, the 5% criti-
cal value for the one-sided alternative (4.7) is 1.658, compared with the standard normal
value of 1.645. These are close enough for practical purposes; for degrees of freedom
greater than 120, one can use the standard normal critical values.

HOURLY WAGE EQUATION

Using the data in WAGE1.RAW gives the estimated equation

m) = .284 + .092 educ + .0041 exper + .022 tenure
(.104) (.007) (.0017) (.003)
n =526, R* = 316,

where standard errors appear in parentheses below the estimated coefficients. We will
follow this convention throughout the text. This equation can be used to test whether the
return to exper, controlling for educ and tenure, is zero in the population, against the alter-
native that it is positive. Write this as Ho: Bexper = 0 versus Hi: Bexper > 0. (In applications,
indexing a parameter by its associated variable name is a nice way to label parameters,
since the numerical indices that we use in the general model are arbitrary and can cause
confusion.) Remember that SB..,.- denotes the unknown population parameter. It is non-
sense to write “Ho: .0041 = 0” or “Ho: ﬁexpe, =0

Since we have 522 degrees of freedom, we can use the standard normal critical val-
ues. The 5% critical value is 1.645, and the 1% critical value is 2.326. The ¢ statistic for

,8 exper is

texper = .0041/.0017 = 2.41,

and so ngper, or exper, is statistically significant even at the 1% level. We also say that
“ﬁex,,g, is statistically greater than zero at the 1% significance level.”

The estimated return for another year of experience, holding tenure and education
fixed, is not especially large. For example, adding three more years increases log(wage)
by 3(.0041) = .0123, so wage is only about 1.2% higher. Nevertheless, we have persua-
sively shown that the partial effect of experience is positive in the population.

The one-sided alternative that the parameter is less than zero,

H;: ,Bj <0, [4.8]
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also arises in applications. The rejection rule for alternative (4.8) is just the mirror image
of the previous case. Now, the critical value comes from the left tail of the ¢ distribution.
In practice, it is easiest to think of the rejection rule as

1 x 2 = ] t.é' < —c,
EXPLORING FURTHER 4.2 i

[4.9]

Let community loan approval rates be de-
termined by

apprate = Bo + Bipercmin + Bzavginc
+ Bsavgwlth + Bsavgdebt + u,

where percmin is the percentage minority in
the community, avginc is average income,
avgwlth is average wealth, and avgdebt is
some measure of average debt obligations.
How do you state the null hypothesis that
there is no difference in loan rates across
neighborhoods due to racial and ethnic
composition, when average income, average
wealth, and average debt have been con-
trolled for? How do you state the alternative
that there is discrimination against minorities
in loan approval rates?

where c is the critical value for the al-
ternative H;: B; > 0. For simplicity, we
always assume c is positive, since this
is how critical values are reported in
t tables, and so the critical value —c is a
negative number.

For example, if the significance
level is 5% and the degrees of free-
dom is 18, then ¢ = 1.734, and so
Ho: B; = 0 is rejected in favor of Hj:
Bj < 0 at the 5% level if 1, < —1.734. 1t
is important to remember that, to reject
Hpy against the negative alternative (4.8),
we must get a negative ¢ statistic. A posi-
tive ¢ ratio, no matter how large, provides
no evidence in favor of (4.8). The rejec-
tion rule is illustrated in Figure 4.3.

FIGURE 4.3 5% rejection rule for the alternative H,: 8; < 0 with 18 df.
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STUDENT PERFORMANCE AND SCHOOL SIZE

There is much interest in the effect of school size on student performance. (See, for ex-
ample, The New York Times Magazine, 5/28/95.) One claim is that, everything else being
equal, students at smaller schools fare better than those at larger schools. This hypothesis
is assumed to be true even after accounting for differences in class sizes across schools.

The file MEAP93.RAW contains data on 408 high schools in Michigan for the year
1993. We can use these data to test the null hypothesis that school size has no effect on
standardized test scores against the alternative that size has a negative effect. Performance
is measured by the percentage of students receiving a passing score on the Michigan Educa-
tional Assessment Program (MEAP) standardized tenth-grade math test (math10). School
size is measured by student enrollment (enroll). The null hypothesis is Hy: Benon = O,
and the alternative is Hi: Benron < 0. For now, we will control for two other factors, average
annual teacher compensation (fotcomp) and the number of staff per one thousand students
(staff). Teacher compensation is a measure of teacher quality, and staff size is a rough
measure of how much attention students receive.

The estimated equation, with standard errors in parentheses, is

math10 = 2.274 + 00046 totcomp + 048 staff — 00020 enroll
(6.113) (.00010) (.040) (.00022)
n = 408, R* = .0541.

The coefficient on enroll, —.00020, is in accordance with the conjecture that larger schools
hamper performance: higher enrollment leads to a lower percentage of students with a
passing tenth-grade math score. (The coefficients on fotcomp and staff also have the signs
we expect.) The fact that enroll has an estimated coefficient different from zero could just
be due to sampling error; to be convinced of an effect, we need to conduct a ¢ test.

Sincen — k — 1 = 408 — 4 = 404, we use the standard normal critical value. At the
5% level, the critical value is —1.65; the 7 statistic on enroll must be less than —1.65 to
reject Ho at the 5% level.

The ¢ statistic on enroll is —.00020/.00022 = — .91, which is larger than —1.65: we
fail to reject Ho in favor of H; at the 5% level. In fact, the 15% critical value is —1.04, and
since —.91 > —1.04, we fail to reject Hy even at the 15% level. We conclude that enroll is
not statistically significant at the 15% level.

The variable totcomp is statistically significant even at the 1% significance level
because its ¢ statistic is 4.6. On the other hand, the ¢ statistic for staff is 1.2, and so we
cannot reject Ho: Buqr = 0 against Hy: Byqp > 0 even at the 10% significance level. (The
critical value is ¢ = 1.28 from the standard normal distribution.)

To illustrate how changing functional form can affect our conclusions, we also esti-
mate the model with all independent variables in logarithmic form. This allows, for exam-
ple, the school size effect to diminish as school size increases. The estimated equation is

math10 = —207.66 + 21.16 log(totcomp) + 3.98 log(staff) — 1.29 log(enroll)
(48.70) (4.06) (4.19) (0.69)
n = 408, R*> = .0654.

The 1 statistic on log(enroll) is about —1.87; since this is below the 5% critical value
—1.65, we reject Ho: Biog(enrony = 0 in favor of Hi: Biogenrony < 0 at the 5% level.
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In Chapter 2, we encountered a model where the dependent variable appeared in
its original form (called /evel form), while the independent variable appeared in log
form (called level-log model). The interpretation of the parameters is the same in
the multiple regression context, except, of course, that we can give the parameters a
ceteris paribus interpretation. Holding totcomp and staff fixed, we have Amath10 =
—1.29[Alog(enroll)], so that

Amath10 =~ —(1.29/100)(%Aenroll) = —.013(%Aenroll).

Once again, we have used the fact that the change in log(enroll), when multiplied by 100,
is approximately the percentage change in enroll. Thus, if enrollment is 10% higher at a
school, math10 is predicted to be .013(10) = 0.13 percentage points lower (mathl0 is
measured as a percentage).

Which model do we prefer: the one using the level of enroll or the one using
log(enroll)? In the level-level model, enrollment does not have a statistically significant
effect, but in the level-log model it does. This translates into a higher R-squared for the
level-log model, which means we explain more of the variation in math10 by using enroll
in logarithmic form (6.5% to 5.4%). The level-log model is preferred because it more
closely captures the relationship between math10 and enroll. We will say more about us-
ing R-squared to choose functional form in Chapter 6.

Two-Sided Alternatives

In applications, it is common to test the null hypothesis Ho: 8; = 0 against a two-sided
alternative; that is,

H: B; # 0. [4.10]

Under this alternative, x; has a ceteris paribus effect on y without specifying whether the
effect is positive or negative. This is the relevant alternative when the sign of 3; is not well
determined by theory (or common sense). Even when we know whether f3; is positive or
negative under the alternative, a two-sided test is often prudent. At a minimum, using a
two-sided alternative prevents us from looking at the estimated equation and then basing
the alternative on whether [§j is positive or negative. Using the regression estimates to help
us formulate the null or alternative hypotheses is not allowed because classical statisti-
cal inference presumes that we state the null and alternative about the population before
looking at the data. For example, we should not first estimate the equation relating math
performance to enrollment, note that the estimated effect is negative, and then decide the
relevant alternative is Hi: Benrou < O.

When the alternative is two-sided, we are interested in the absolute value of the t sta-
tistic. The rejection rule for Ho: 8; = 0 against (4.10) is

15| > . [4.11]

where || denotes absolute value and ¢ is an appropriately chosen critical value. To find c,
we again specify a significance level, say 5%. For a two-tailed test, c is chosen to make
the area in each tail of the ¢ distribution equal 2.5%. In other words, c is the 97.5" percen-
tile in the 7 distribution with n — k — 1 degrees of freedom. Whenn — k — 1 = 25, the 5%
critical value for a two-sided test is ¢ = 2.060. Figure 4.4 provides an illustration of this
distribution.
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FIGURE 4.4 5% rejection rule for the alternative H;: 8; # 0 with 25 df.
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When a specific alternative is not stated, it is usually considered to be two-sided. In
the remainder of this text, the default will be a two-sided alternative, and 5% will be the
default significance level. When carrying out empirical econometric analysis, it is always
a good idea to be explicit about the alternative and the significance level. If Hy is rejected
in favor of (4.10) at the 5% level, we usually say that “x; is statistically significant, or
statistically different from zero, at the 5% level.” If Hy is not rejected, we say that “x; is
statistically insignificant at the 5% level.”

DETERMINANTS OF COLLEGE GPA

We use GPA1.RAW to estimate a model explaining college GPA (colGPA), with the aver-
age number of lectures missed per week (skipped) as an additional explanatory variable.

The estimated model is
colGPA = 1.39 + 412 hsGPA + 015 ACT — .083 skipped

(33) (.094) (011) (.026)
n=141,R* = 234.

We can easily compute 7 statistics to see which variables are statistically significant, using
a two-sided alternative in each case. The 5% critical value is about 1.96, since the degrees
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130 PART 1 Regression Analysis with Cross-Sectional Data

of freedom (141 — 4 = 137) is large enough to use the standard normal approximation.
The 1% critical value is about 2.58.

The 7 statistic on AsGPA is 4.38, which is significant at very small significance lev-
els. Thus, we say that “hsGPA is statistically significant at any conventional significance
level.” The # statistic on ACT is 1.36, which is not statistically significant at the 10% level
against a two-sided alternative. The coefficient on ACT is also practically small: a 10-
point increase in ACT, which is large, is predicted to increase colGPA by only .15 points.
Thus, the variable ACT is practically, as well as statistically, insignificant.

The coefficient on skipped has a ¢ statistic of —.083/.026 = —3.19, so skipped is sta-
tistically significant at the 1% significance level (3.19 > 2.58). This coefficient means that
another lecture missed per week lowers predicted co/GPA by about .083. Thus, holding
hsGPA and ACT fixed, the predicted difference in colGPA between a student who misses
no lectures per week and a student who misses five lectures per week is about .42. Re-
member that this says nothing about specific students; rather, .42 is the estimated average
across a subpopulation of students.

In this example, for each variable in the model, we could argue that a one-sided
alternative is appropriate. The variables hsGPA and skipped are very significant us-
ing a two-tailed test and have the signs that we expect, so there is no reason to do a
one-tailed test. On the other hand, against a one-sided alternative (83 > 0), ACT is
significant at the 10% level but not at the 5% level. This does not change the fact
that the coefficient on ACT is pretty small.

Testing Other Hypotheses about B;

Although Ho: B; = 0 is the most common hypothesis, we sometimes want to test whether
B is equal to some other given constant. Two common examples are 8; = 1 and 3, = —1.
Generally, if the null is stated as

Ho: B; = aj, [4.12]
where a; is our hypothesized value of ), then the appropriate 7 statistic is
1= (B — a)fse(B).
As before, r measures how many estimated standard deviations B_,- is away from the
hypothesized value of ;. The general ¢ statistic is usefully written as

- (estimate — hypothesized value)

standard error [4.13]

Under (4.12), this ¢ statistic is distributed as #,—4—; from Theorem 4.2. The usual
t statistic is obtained when a; = 0.

We can use the general ¢ statistic to test against one-sided or two-sided alternatives.
For example, if the null and alternative hypotheses are Ho: 8; = 1 and H;: 3; > 1, then we
find the critical value for a one-sided alternative exactly as before: the difference is in how
we compute the ¢ statistic, not in how we obtain the appropriate c. We reject Hy in favor
of Hy if r > c. In this case, we would say that “ﬁj is statistically greater than one” at the
appropriate significance level.
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CAMPUS CRIME AND ENROLLMENT

Consider a simple model relating the annual number of crimes on college campuses
(crime) to student enrollment (enroll):

log(crime) = Bo + Bilog(enroll) + u.

This is a constant elasticity model, where 3, is the elasticity of crime with respect to en-
rollment. It is not much use to test Ho: 81 = 0, as we expect the total number of crimes to
increase as the size of the campus increases. A more interesting hypothesis to test would
be that the elasticity of crime with respect to enrollment is one: Ho: 81 = 1. This means
that a 1% increase in enrollment leads to, on average, a 1% increase in crime. A notewor-
thy alternative is Hi: 81 > 1, which implies that a 1% increase in enrollment increases
campus crime by more than 1%. If 81 > 1, then, in a relative sense—not just an absolute
sense—crime is more of a problem on larger campuses. One way to see this is to take the
exponential of the equation:

crime = exp(By)enrollPrexp(u).

(See Appendix A for properties of the natural logarithm and exponential functions.) For
Bo = 0 and u = 0, this equation is graphed in Figure 4.5 for 8; < 1,81 = 1,and B; > 1.

FIGURE 4.5 Graph of crime = enroll? for ;< 1,8, =1,and g; > 1.
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132 PART 1 Regression Analysis with Cross-Sectional Data

We test 31 = 1 against 81 > 1 using data on 97 colleges and universities in the United
States for the year 1992, contained in the data file CAMPUS.RAW. The data come from
the FBI’s Uniform Crime Reports, and the average number of campus crimes in the sam-
ple is about 394, while the average enrollment is about 16,076. The estimated equation
(with estimates and standard errors rounded to two decimal places) is

Tog(crime) = —6.63 + 1.27 log(enroll)
(1.03) (0.11) [4.14]
n=97,R = 585.

The estimated elasticity of crime with respect to enroll, 1.27, is in the direction of the
alternative 1 > 1. But is there enough evidence to conclude that 8; > 1? We need to
be careful in testing this hypothesis, especially because the statistical output of standard
regression packages is much more complex than the simplified output reported in equa-
tion (4.14). Our first instinct might be to construct “the” ¢ statistic by taking the coefficient
on log(enroll) and dividing it by its standard error, which is the ¢ statistic reported by a
regression package. But this is the wrong statistic for testing Ho: 81 = 1. The correct  sta-
tistic is obtained from (4.13): we subtract the hypothesized value, unity, from the estimate
and divide the result by the standard error of,él: t= (127 — 1)/.11 = .27/.11 = 2.45. The
one-sided 5% critical value for a ¢ distribution with 97 — 2 = 95 df is about 1.66 (using
df = 120), so we clearly reject 8; = 1 in favor of 8; > 1 at the 5% level. In fact, the 1%
critical value is about 2.37, and so we reject the null in favor of the alternative at even the
1% level.

We should keep in mind that this analysis holds no other factors constant, so the elas-
ticity of 1.27 is not necessarily a good estimate of ceteris paribus effect. It could be that
larger enrollments are correlated with other factors that cause higher crime: larger schools
might be located in higher crime areas. We could control for this by collecting data on
crime rates in the local city.

For a two-sided alternative, for example Ho: 8; = —1, H;: B; # — 1, we still compute
the ¢ statistic as in (4.13): 1 = (Bj + 1)/se(Bj) (notice how subtracting — 1 means adding 1).
The rejection rule is the usual one for a two-sided test: reject Ho if |f| > ¢, where c is a two-
tailed critical value. If Hy is rejected, we say that “B ; 1s statistically different from negative
one” at the appropriate significance level.

HOUSING PRICES AND AIR POLLUTION

For a sample of 506 communities in the Boston area, we estimate a model relating me-
dian housing price (price) in the community to various community characteristics: nox
is the amount of nitrogen oxide in the air, in parts per million; dist is a weighted distance
of the community from five employment centers, in miles; rooms is the average number
of rooms in houses in the community; and stratio is the average student-teacher ratio of
schools in the community. The population model is

log(price) = Bo + Bilog(nox) + Blog(dist) + Bsrooms + Bastratio + u.

Thus, B is the elasticity of price with respect to nox. We wish to test Ho: 81 = — 1 against
the alternative Hi: 81 # — 1. The ¢ statistic for doing this test is t = (B 1+ 1)/se(B1)
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Using the data in HPRICE2.RAW, the estimated model is

Tog(price) = 11.08 — 954 log(nox) — .134 log(dist) + 255 rooms — 052 stratio
0.32) (.117) (043) (019) (.006)
n =506, R* = .581.

The slope estimates all have the anticipated signs. Each coefficient is statistically different
from zero at very small significance levels, including the coefficient on log(nox). But we
do not want to test that 8; = 0. The null hypothesis of interest is Ho: 81 = — 1, with cor-
responding ¢ statistic (—.954 + 1)/.117 = .393. There is little need to look in the 7 table for
a critical value when the 7 statistic is this small: the estimated elasticity is not statistically
different from —1 even at very large significance levels. Controlling for the factors we
have included, there is little evidence that the elasticity is different from —1.

Computing p-Values for t Tests

So far, we have talked about how to test hypotheses using a classical approach: after stat-
ing the alternative hypothesis, we choose a significance level, which then determines a
critical value. Once the critical value has been identified, the value of the ¢ statistic is
compared with the critical value, and the null is either rejected or not rejected at the given
significance level.

Even after deciding on the appropriate alternative, there is a component of arbitrari-
ness to the classical approach, which results from having to choose a significance level
ahead of time. Different researchers prefer different significance levels, depending on the
particular application. There is no “correct” significance level.

Committing to a significance level ahead of time can hide useful information about
the outcome of a hypothesis test. For example, suppose that we wish to test the null
hypothesis that a parameter is zero against a two-sided alternative, and with 40 degrees
of freedom we obtain a ¢ statistic equal to 1.85. The null hypothesis is not rejected at
the 5% level, since the t statistic is less than the two-tailed critical value of ¢ = 2.021.
A researcher whose agenda is not to reject the null could simply report this outcome along
with the estimate: the null hypothesis is not rejected at the 5% level. Of course, if the ¢
statistic, or the coefficient and its standard error, are reported, then we can also determine
that the null hypothesis would be rejected at the 10% level, since the 10% critical value
isc = 1.684.

Rather than testing at different significance levels, it is more informative to answer
the following question: Given the observed value of the ¢ statistic, what is the smallest
significance level at which the null hypothesis would be rejected? This level is known as
the p-value for the test (see Appendix C). In the previous example, we know the p-value
is greater than .05, since the null is not rejected at the 5% level, and we know that the
p-value is less than .10, since the null is rejected at the 10% level. We obtain the actual
p-value by computing the probability that a # random variable, with 40 df, is larger than
1.85 in absolute value. That is, the p-value is the significance level of the test when we use
the value of the test statistic, 1.85 in the above example, as the critical value for the test.
This p-value is shown in Figure 4.6.

Because a p-value is a probability, its value is always between zero and one. In
order to compute p-values, we either need extremely detailed printed tables of the
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FIGURE 4.6 Obtaining the p-value against a two-sided alternative, when ¢t =

and df = 40.
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t distribution—which is not very practical—or a computer program that computes areas
under the probability density function of the 7 distribution. Most modern regression pack-
ages have this capability. Some packages compute p-values routinely with each OLS
regression, but only for certain hypotheses. If a regression package reports a p-value along
with the standard OLS output, it is almost certainly the p-value for testing the null hypoth-
esis Ho: B; = 0 against the two-sided alternative. The p-value in this case is

P(|T| > [1]), [4.15]

where, for clarity, we let T denote a ¢ distributed random variable with n — k — 1 degrees
of freedom and let 7 denote the numerical value of the test statistic.

The p-value nicely summarizes the strength or weakness of the empirical evidence
against the null hypothesis. Perhaps its most useful interpretation is the following: the
p-value is the probability of observing a ¢ statistic as extreme as we did if the null hypoth-
esis is true. This means that small p-values are evidence against the null; large p-values
provide little evidence against Ho. For example, if the p-value = .50 (reported always as a
decimal, not a percentage), then we would observe a value of the ¢ statistic as extreme as
we did in 50% of all random samples when the null hypothesis is true; this is pretty weak
evidence against Ho.

In the example with df = 40 and ¢ = 1.85, the p-value is computed as

p-value = P(|T| > 1.85) = 2P(T > 1.85) = 2(.0359) = .0718,
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where P(T > 1.85) is the area to the right of 1.85 in a ¢ distribution with 40 df. (This value
was computed using the econometrics package Stata; it is not available in Table G.2.) This
means that, if the null hypothesis is true, we would observe an absolute value of the ¢ sta-
tistic as large as 1.85 about 7.2 percent of the time. This provides some evidence against
the null hypothesis, but we would not reject the null at the 5% significance level.

The previous example illustrates that once the p-value has been computed, a classical
test can be carried out at any desired level. If o denotes the significance level of the test
(in decimal form), then Hy is rejected if p-value < «; otherwise, Hy is not rejected at the
100-a% level.

Computing p-values for one-sided alternatives is also quite simple. Suppose, for ex-
ample, that we test Ho: 8; = 0 against Hy: 8; > 0. If Bj < 0, then computing a p-value is
not important: we know that the p-value is greater than .50, which will never cause us to
reject Ho in favor of Hy. If B ; > 0, then ¢ > 0 and the p-value is just the probability that a
t random variable with the appropriate df exceeds the value ¢. Some regression packages
only compute p-values for two-sided alternatives. But it is simple to obtain the one-sided
p-value: just divide the two-sided p-value by 2.

If the alternative is H;: B; < 0, it makes sense to compute a p-value if [5',- < 0 (and
hence ¢ < 0): p-value = P(T < 1) = P(T > ||) because the ¢ distribution is symmetric
about zero. Again, this can be obtained as one-half of the p-value for the two-tailed test.

Because you will quickly become
Emﬂma E@E‘ familiar with the magnitudes of 7 statis-
. . tics that lead to statistical significance,
Suppose you estimate a regression model . . .
and obtain B = .56 and p-value = .086 for especially for large sample sizes, it is

testing Ho: B1 = 0 against Hi: B1 # 0. What not always crucial to report p-values for
is the p-value for testing Ho: B1 = 0 against ¢ statistics. But it does not hurt to report

Hi: B1 > 02 them. Further, when we discuss F test-

ing in Section 4.5, we will see that it is

important to compute p-values, because critical values for F tests are not so easily
memorized.

A Reminder on the Language of Classical Hypothesis Testing

When Hy is not rejected, we prefer to use the language “we fail to reject Hy at the x% level,”
rather than “Hy is accepted at the x% level.” We can use Example 4.5 to illustrate why the
former statement is preferred. In this example, the estimated elasticity of price with respect
to nox is —.954, and the ¢ statistic for testing Ho: Bnoxr = —1 is ¢ = .393; therefore, we can-
not reject Ho. But there are many other values for B3, (more than we can count) that cannot
be rejected. For example, the  statistic for Ho: Box = —.9 is (—.954 + .9)/.117 = —.462,
and so this null is not rejected either. Clearly B, = —1 and B,ox = —.9 cannot both be true,
so it makes no sense to say that we “accept’ either of these hypotheses. All we can say is that
the data do not allow us to reject either of these hypotheses at the 5% significance level.

Economic, or Practical, versus Statistical Significance

Because we have emphasized statistical significance throughout this section, now is a
good time to remember that we should pay attention to the magnitude of the coefficient
estimates in addition to the size of the ¢ statistics. The statistical significance of a variable
x; is determined entirely by the size of 75, whereas the economic significance or practical
significance of a variable is related to the size (and sign) of Bj.
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Recall that the ¢ statistic for testing Ho: B; = 0 is defined by dividing the estimate by
1ts standard error: 1= B, /se(B ;). Thus, 15 can indicate statistical significance either because
,8, is “large” or because se(B,) is “small.” It is important in practice to distinguish between
these reasons for statistically significant 7 statistics. Too much focus on statistical signifi-
cance can lead to the false conclusion that a variable is “important” for explaining y even
though its estimated effect is modest.

EXAMPLE 4.6 PARTICIPATION RATES IN 401 (k) PLANS

In Example 3.3, we used the data on 401(k) plans to estimate a model describing participa-
tion rates in terms of the firm’s match rate and the age of the plan. We now include a mea-
sure of firm size, the total number of firm employees (fotemp). The estimated equation is

p/rcﬁ = 80.29 + 5.44 mrate + .269 age — .00013 totemp
(0.78) (0.52) (.045) (.00004)
n = 1,534, R* = .100.

The smallest ¢ statistic in absolute value is that on the variable rotemp: t =
—.00013/.00004 = —3.25, and this is statistically significant at very small significance
levels. (The two-tailed p-value for this ¢ statistic is about .001.) Thus, all of the variables
are statistically significant at rather small significance levels.

How big, in a practical sense, is the coefficient on rotemp? Holding mrate and age
fixed, if a firm grows by 10,000 employees, the participation rate falls by 10,000(.00013) =
1.3 percentage points. This is a huge increase in number of employees with only a mod-
est effect on the participation rate. Thus, although firm size does affect the participation
rate, the effect is not practically very large.

The previous example shows that it is especially important to interpret the magnitude of
the coefficient, in addition to looking at 7 statistics, when working with large samples. With
large sample sizes, parameters can be estimated very precisely: Standard errors are often quite
small relative to the coefficient estimates, which usually results in statistical significance.

Some researchers insist on using smaller significance levels as the sample size
increases, partly as a way to offset the fact that standard errors are getting smaller. For
example, if we feel comfortable with a 5% level when n is a few hundred, we might use
the 1% level when n is a few thousand. Using a smaller significance level means that eco-
nomic and statistical significance are more likely to coincide, but there are no guarantees:
In the previous example, even if we use a significance level as small as .1% (one-tenth of
1%), we would still conclude that tofemp is statistically significant.

Most researchers are also willing to entertain larger significance levels in applica-
tions with small sample sizes, reflecting the fact that it is harder to find significance with
smaller sample sizes (the critical values are larger in magnitude, and the estimators are
less precise). Unfortunately, whether or not this is the case can depend on the researcher’s
underlying agenda.
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EXAMPLE 4.7 EFFECT OF JOB TRAINING ON FIRM SCRAP RATES

The scrap rate for a manufacturing firm is the number of defective items—products
that must be discarded—out of every 100 produced. Thus, for a given number of items
produced, a decrease in the scrap rate reflects higher worker productivity.

We can use the scrap rate to measure the effect of worker training on productivity.
Using the data in JTRAIN.RAW, but only for the year 1987 and for nonunionized firms,
we obtain the following estimated equation:

Tog(scrap) = 12.46 — 029 hrsemp — 962 log(sales) + 761 log(employ)
(5.69) (.023) (.453) (.407)
n =29,R*= 262.

The variable hrsemp is annual hours of training per employee, sales is annual firm sales
(in dollars), and employ is the number of firm employees. For 1987, the average scrap rate
in the sample is about 4.6 and the average of hrsemp is about 8.9.

The main variable of interest is hrsemp. One more hour of training per employee
lowers log(scrap) by .029, which means the scrap rate is about 2.9% lower. Thus, if
hrsemp increases by 5S—each employee is trained 5 more hours per year—the scrap rate is
estimated to fall by 5(2.9) = 14.5%. This seems like a reasonably large effect, but whether
the additional training is worthwhile to the firm depends on the cost of training and the
benefits from a lower scrap rate. We do not have the numbers needed to do a cost benefit
analysis, but the estimated effect seems nontrivial.

What about the statistical significance of the training variable? The ¢ statistic on
hrsemp is —.029/.023 = —1.26, and now you probably recognize this as not being large
enough in magnitude to conclude that hrsemp is statistically significant at the 5% level. In
fact, with 29 — 4 = 25 degrees of freedom for the one-sided alternative, Hi: Bhrsemp < 0,
the 5% critical value is about —1.71. Thus, using a strict 5% level test, we must conclude
that hrsemp is not statistically significant, even using a one-sided alternative.

Because the sample size is pretty small, we might be more liberal with the signifi-
cance level. The 10% critical value is —1.32, and so hArsemp is almost significant against
the one-sided alternative at the 10% level. The p-value is easily computed as P(7>5 <
—1.26) = .110. This may be a low enough p-value to conclude that the estimated effect
of training is not just due to sampling error, but opinions would legitimately differ on
whether a one-sided p-value of .11 is sufficiently small.

Remember that large standard errors can also be a result of multicollinearity (high
correlation among some of the independent variables), even if the sample size seems fairly
large. As we discussed in Section 3.4, there is not much we can do about this problem
other than to collect more data or change the scope of the analysis by dropping or com-
bining certain independent variables. As in the case of a small sample size, it can be hard
to precisely estimate partial effects when some of the explanatory variables are highly
correlated. (Section 4.5 contains an example.)
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We end this section with some guidelines for discussing the economic and statistical
significance of a variable in a multiple regression model:

1. Check for statistical significance. If the variable is statistically significant, discuss the
magnitude of the coefficient to get an idea of its practical or economic importance. This
latter step can require some care, depending on how the independent and dependent
variables appear in the equation. (In particular, what are the units of measurement?
Do the variables appear in logarithmic form?)

2. If a variable is not statistically significant at the usual levels (10%, 5%, or 1%), you
might still ask if the variable has the expected effect on y and whether that effect is
practically large. If it is large, you should compute a p-value for the ¢ statistic. For
small sample sizes, you can sometimes make a case for p-values as large as .20 (but
there are no hard rules). With large p-values, that is, small ¢ statistics, we are treading
on thin ice because the practically large estimates may be due to sampling error:
A different random sample could result in a very different estimate.

3. It is common to find variables with small ¢ statistics that have the “wrong” sign. For
practical purposes, these can be ignored: we conclude that the variables are statistically
insignificant. A significant variable that has the unexpected sign and a practically large
effect is much more troubling and difficult to resolve. One must usually think more
about the model and the nature of the data to solve such problems. Often, a counterin-
tuitive, significant estimate results from the omission of a key variable or from one of
the important problems we will discuss in Chapters 9 and 15.

4.3 Confidence Intervals

Under the classical linear model assumptions, we can easily construct a confidence
interval (CI) for the population parameter ;. Confidence intervals are also called interval
estimates because they provide a range of likely values for the population parameter, and
not just a point estimate.

Using the fact that ([§j - ,Bj)/se(,éj) has a ¢ distribution with n — k — 1 degrees of free-
dom [see (4.3)], simple manipulation leads to a CI for the unknown B;: a 95% confidence
interval, given by

B; = c-se(B), [4.16]

where the constant ¢ is the 97.5" percentile in a ,—;—; distribution. More precisely, the
lower and upper bounds of the confidence interval are given by

B;=B; — c'se(B)
and
B =B+ cse(B),

respectively.

At this point, it is useful to review the meaning of a confidence interval. If random
samples were obtained over and over again, with 8; and Bj computed each time, then the
(unknown) population value B; would lie in the interval (3;, 3) for 95% of the samples.
Unfortunately, for the single sample that we use to construct the CI, we do not know
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whether f3; is actually contained in the interval. We hope we have obtained a sample that
is one of the 95% of all samples where the interval estimate contains 3;, but we have no
guarantee.

Constructing a confidence interval is very simple when using current computing
technology. Three quantities are needed: Bj, se([?,-), and c. The coefficient estimate and
its standard error are reported by any regression package. To obtain the value ¢, we must
know the degrees of freedom, n — k — 1, and the level of confidence—95% in this case.
Then, the value for ¢ is obtained from the #,—x— distribution.

As an example, for df = n — k — 1 = 25, a 95% confidence interval for any S; is
given by [B; — 2.06-se(B3)), Bj + 2.06-se(3))].

Whenn — k — 1 > 120, the 1,4 distribution is close enough to normal to use the 97.5™"
percentile in a standard normal distribution for constructing a 95% CI: Bj * 1.96-se( ﬁ,-).
In fact, when n — k — 1 > 50, the value of c is so close to 2 that we can use a simple rule
of thumb for a 95% confidence interval: Bj plus or minus two of its standard errors. For
small degrees of freedom, the exact percentiles should be obtained from the ¢ tables.

It is easy to construct confidence intervals for any other level of confidence. For
example, a 90% CI is obtained by choosing ¢ to be the 95" percentile in the #,—¢— distri-
bution. When df = n — k — 1 = 25, ¢ = 1.71, and so the 90% CI is Bj * 1.71~se(/§,~),
which is necessarily narrower than the 95% CI. For a 99% CI, c is the 99.5™ percentile in
the 1,5 distribution. When df = 25, the 99% CI is roughly f3; = 2.79-se(f3;), which is inevi-
tably wider than the 95% CI.

Many modern regression packages save us from doing any calculations by reporting
a 95% CI along with each coefficient and its standard error. Once a confidence interval is
constructed, it is easy to carry out two-tailed hypotheses tests. If the null hypothesis is Ho:
Bj = aj;, then Hy is rejected against Hi: B; # a; at (say) the 5% significance level if, and
only if, g; is not in the 95% confidence interval.

EXAMPLE 4.8 MODEL OF R&D EXPENDITURES

Economists studying industrial organization are interested in the relationship between
firm size—often measured by annual sales—and spending on research and development
(R&D). Typically, a constant elasticity model is used. One might also be interested in the
ceteris paribus effect of the profit margin—that is, profits as a percentage of sales—on
R&D spending. Using the data in RDCHEM.RAW on 32 U.S. firms in the chemical
industry, we estimate the following equation (with standard errors in parentheses below
the coefficients):

lo/g(r?') = —4.38 + 1.084 log(sales) + .0217 profmarg
(.47)  (.060) (.0128)
32, R* = 918.

n

The estimated elasticity of R&D spending with respect to firm sales is 1.084, so that,
holding profit margin fixed, a 1% increase in sales is associated with a 1.084% increase
in R&D spending. (Incidentally, R&D and sales are both measured in millions of dollars,
but their units of measurement have no effect on the elasticity estimate.) We can construct
a 95% confidence interval for the sales elasticity once we note that the estimated model
hasn — k — 1 =32 —2 — 1 = 29 degrees of freedom. From Table G.2, we find the
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97.5% percentile in a ty9 distribution: ¢ = 2.045. Thus, the 95% confidence interval for
Biog(sates) 15 1.084 = .060(2.045), or about (.961,1.21) That zero is well outside this interval
is hardly surprising: we expect R&D spending to increase with firm size. More interest-
ing is that unity is included in the 95% confidence interval for Biog(sates), Which means that
we cannot reject Ho: Biogisaiesy = 1 against Hi: Biogesaesy 1 at the 5% significance level. In
other words, the estimated R&D-sales elasticity is not statistically different from 1 at the
5% level. (The estimate is not practically different from 1, either.)

The estimated coefficient on profinarg is also positive, and the 95% confidence interval
for the population parameter, B,rofinarg, 1S .0217 * .0128(2.045), or about (—.0045,.0479). In
this case, zero is included in the 95% confidence interval, so we fail to reject Ho: Byrofinare = 0
against Hi: Byropmare # 0 at the 5% level. Nevertheless, the 7 statistic is about 1.70, which
gives a two-sided p-value of about .10, and so we would conclude that profmarg is
statistically significant at the 10% level against the two-sided alternative, or at the 5% level
against the one-sided alternative Hi: Byrofimare = 0. Plus, the economic size of the profit
margin coefficient is not trivial: holding sales fixed, a one percentage point increase in
profimarg is estimated to increase R&D spending by 100(.0217) = 2.2%. A complete anal-
ysis of this example goes beyond simply stating whether a particular value, zero in this
case, is or is not in the 95% confidence interval.

You should remember that a confidence interval is only as good as the underlying
assumptions used to construct it. If we have omitted important factors that are correlated
with the explanatory variables, then the coefficient estimates are not reliable: OLS is biased.
If heteroskedasticity is present—for instance, in the previous example, if the variance of
log(rd) depends on any of the explanatory variables—then the standard error is not valid
as an estimate of sd(,éj) (as we discussed in Section 3.4), and the confidence interval com-
puted using these standard errors will not truly be a 95% CI. We have also used the nor-
mality assumption on the errors in obtaining these Cls, but, as we will see in Chapter 5,
this is not as important for applications involving hundreds of observations.

4.4 Testing Hypotheses about a Single Linear
Combination of the Parameters

The previous two sections have shown how to use classical hypothesis testing or confidence
intervals to test hypotheses about a single §; at a time. In applications, we must often test
hypotheses involving more than one of the population parameters. In this section, we show
how to test a single hypothesis involving more than one of the §;. Section 4.5 shows how
to test multiple hypotheses.

To illustrate the general approach, we will consider a simple model to compare the
returns to education at junior colleges and four-year colleges; for simplicity, we refer to
the latter as “universities.” [Kane and Rouse (1995) provide a detailed analysis of the
returns to two- and four-year colleges.] The population includes working people with a
high school degree, and the model is

log(wage) = Bo + Bijc + Bouniv + Bzexper + u, [4.17]
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where

Jjc = number of years attending a two-year college.
univ = number of years at a four-year college.
exper = months in the workforce.

Note that any combination of junior college and four-year college is allowed, including
jc = 0 and univ = 0.

The hypothesis of interest is whether one year at a junior college is worth one year at
a university: this is stated as

Ho: B1 = Bz. [4.1 8]

Under Ho, another year at a junior college and another year at a university lead to the same
ceteris paribus percentage increase in wage. For the most part, the alternative of interest is
one-sided: a year at a junior college is worth less than a year at a university. This is stated as

Hi: g1 < Bo. [4.19]

The hypotheses in (4.18) and (4.19) concern two parameters, 31 and 3», a situation we
have not faced yet. We cannot simply use the individual 7 statistics forﬁl and ﬁz to test Ho.
However, conceptually, there is no difficulty in constructing a # statistic for testing (4.18).
To do so, we rewrite the null and alternative as Ho: 81 — 8> = 0 and H: 81 — B2 <0, res-
pectively. The £ statistic is based on whether the estimated difference [§1 - /§2 is sufficiently
less than zero to warrant rejecting (4.18) in favor of (4.19). To account for the sampling error
in our estimators, we standardize this difference by dividing by the standard error:

j= PP [4.20]
se(B1 — B2)
Once we have the 7 statistic in (4.20), testing proceeds as before. We choose a significance
level for the test and, based on the df, obtain a critical value. Because the alternative is
of the form in (4.19), the rejection rule is of the form ¢ < —c, where c is a positive value
chosen from the appropriate ¢ distribution. Or we compute the 7 statistic and then compute
the p-value (see Section 4.2).

The only thing that makes testing the equality of two different parameters more
difficult than testing about a single (3; is obtaining the standard error in the denominator
of (4.20). Obtaining the numerator is trivial once we have performed the OLS regression.
Using the data in TWOYEAR.RAW, which comes from Kane and Rouse (1995), we
estimate equation (4.17):

fog(wage) = 1.472 + .0667 jc + 0769 univ + .0049 exper
(021) (.0068)  (.0023) (.0002) [4.21]
n=6,763, R* = 222.

It is clear from (4.21) that jc and univ have both economically and statistically significant
effects on wage. This is certainly of interest, but we are more concerned about testing
whether the estimated difference in the coefficients is statistically significant. The differ-
ence is estimated as [§1 - ,32 = —.0102, so the return to a year at a junior college is about
one percentage point less than a year at a university. Economically, this is not a trivial
difference. The difference of —.0102 is the numerator of the ¢ statistic in (4.20).
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Unfortunately, the regression results in equation (4.21) do not contain enough informa-
tion to obtain the standard error of Bl - ,éz. It might be tempting to claim that se(,[§1 - [?2) =
se(ﬁl) - se(Bz), but this is not true. In fact, if we reversed the roles of ,[§1 and ,éz, we would
wind up with a negative standard error of the difference using the difference in standard
errors. Standard errors must always be positive because they are estimates of standard
deviations. Although the standard error of the difference [§1 - ,32 certainly depends on se(ﬁl)
and se(ﬁz), it does so in a somewhat complicated way. To find se(/§1 - ,32), we first obtain
the variance of the difference. Using the results on variances in Appendix B, we have

Var(B1 — B2) = Var(B1) + Var(B2) — 2 Cov(B1,32). [4.22]

Observe carefully how the two variances are added together, and twice the covariance is
then subtracted. The standard deviation of B; — 2 is just the square root of (4.22), and,
since [se(Bl)]2 is an unbiased estimator of Var(:), and similarly for [se(Bg)]z, we have

se(Bi — B2) = {[se(BDP + [se(B2)l? — 2512} "2, [4.23]

where 512 denotes an estimate of Cov(ﬁl,,éz). We have not displayed a formula for Cov([§1,/§2).
Some regression packages have features that allow one to obtain s;2, in which case one can
compute the standard error in (4.23) and then the ¢ statistic in (4.20). Appendix E shows how
to use matrix algebra to obtain si.

Some of the more sophisticated econometrics programs include special commands
that can be used for testing hypotheses about linear combinations. Here, we cover an
approach that is simple to compute in virtually any statistical package. Rather than trying
to compute se( ,é 1= /§2) from (4.23), it is much easier to estimate a different model that
directly delivers the standard error of interest. Define a new parameter as the difference
between 31 and B2: 61 = 81 — B2. Then, we want to test

Ho: 6, = 0 against H;: 6; < 0. [4.24]

The ¢ statistic in (4.20) in terms of 6, is justt = 61/se(6,). The challenge is finding se(6)).

We can do this by rewriting the model so that 6, appears directly on one of the inde-
pendent variables. Because 8; = 1 — (32, we can also write 81 = 6; + 3. Plugging this
into (4.17) and rearranging gives the equation

log(wage) = Bo + (01 + Ba)jc + Bauniv + Bsexper + u

[4.25]

= Bo + 01 jc + Ba2(jc + univ) + Bzexper + u.
The key insight is that the parameter we are interested in testing hypotheses about, 6,
now multiplies the variable jc. The intercept is still Bo, and exper still shows up as being
multiplied by B3. More importantly, there is a new variable multiplying 3., namely jc +
univ. Thus, if we want to directly estimate 6; and obtain the standard error 6., then we
must construct the new variable jc + univ and include it in the regression model in place
of univ. In this example, the new variable has a natural interpretation: it is fotal years of
college, so define fotcoll = jc + univ and write (4.25) as

log(wage) = Bo + 01 jc + Batotcoll + Bzexper + u. [4.26]
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The parameter 3, has disappeared from the model, while 6, appears explicitly. This model
is really just a different way of writing the original model. The only reason we have defined
this new model is that, when we estimate it, the coefficient on jc is 51, and, more impor-
tantly, se(d)) is reported along with the estimate. The ¢ statistic that we want is the one
reported by any regression package on the variable jc (not the variable totcoll).

When we do this with the 6,763 observations used earlier, the result is

Tog(wage) = 1.472 — 0102 je + 0769 totcoll + 0049 exper
(021) (.0069)  (.0023) (.0002) [4.27]
n=6,763, R> = 222.

The only number in this equation that we could not get from (4.21) is the standard error for
the estimate —.0102, which is .0069. The ¢ statistic for testing (4.18) is —.0102/.0069 =
—1.48. Against the one-sided alternative (4.19), the p-value is about .070, so there is some,
but not strong, evidence against (4.18).

The intercept and slope estimate on exper, along with their standard errors, are the
same as in (4.21). This fact must be true, and it provides one way of checking whether the
transformed equation has been properly estimated. The coefficient on the new variable,
totcoll, is the same as the coefficient on univ in (4.21), and the standard error is also the
same. We know that this must happen by comparing (4.17) and (4.25).

It is quite simple to compute a 95% confidence interval for ; = 81 — . Using the
standard normal approximation, the CI is obtained as usual: 6; = 1.96 se(d,), which in this
case leads to —.0102 = .0135.

The strategy of rewriting the model so that it contains the parameter of interest works in
all cases and is easy to implement. (See Computer Exercises C1 and C3 for other examples.)

4.5 Testing Multiple Linear Restrictions: The F Test

The ¢ statistic associated with any OLS coefficient can be used to test whether the cor-
responding unknown parameter in the population is equal to any given constant (which is
usually, but not always, zero). We have just shown how to test hypotheses about a single
linear combination of the 3; by rearranging the equation and running a regression using
transformed variables. But so far, we have only covered hypotheses involving a single
restriction. Frequently, we wish to test multiple hypotheses about the underlying param-
eters Bo, B1, ..., Br. We begin with the leading case of testing whether a set of independent
variables has no partial effect on a dependent variable.

Testing Exclusion Restrictions

We already know how to test whether a particular variable has no partial effect on the
dependent variable: use the ¢ statistic. Now, we want to test whether a group of variables
has no effect on the dependent variable. More precisely, the null hypothesis is that a set of
variables has no effect on y, once another set of variables has been controlled.

As an illustration of why testing significance of a group of variables is useful, we con-
sider the following model that explains major league baseball players’ salaries:

log(salary) = Bo + Biyears + Bogamesyr + Bsbavg

+ Bahrunsyr + Bsrbisyr + u, [4.28]
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where salary is the 1993 total salary, years is years in the league, gamesyr is average
games played per year, bavg is career batting average (for example, bavg = 250), hrunsyr
is home runs per year, and rbisyr is runs batted in per year. Suppose we want to test the
null hypothesis that, once years in the league and games per year have been controlled
for, the statistics measuring performance—bavg, hrunsyr, and rbisyr—have no effect on
salary. Essentially, the null hypothesis states that productivity as measured by baseball
statistics has no effect on salary.
In terms of the parameters of the model, the null hypothesis is stated as

H()Z ,83 = 0, ,84 = O, Bs = 0. [4.29]

The null (4.29) constitutes three exclusion restrictions: If (4.29) is true, then bavg, hrunsyr,
and rbisyr have no effect on log(salary) after years and gamesyr have been controlled for
and therefore should be excluded from the model. This is an example of a set of multiple
restrictions because we are putting more than one restriction on the parameters in (4.28);
we will see more general examples of multiple restrictions later. A test of multiple restric-
tions is called a multiple hypotheses test or a joint hypotheses test.

What should be the alternative to (4.29)? If what we have in mind is that “perfor-
mance statistics matter, even after controlling for years in the league and games per year,”
then the appropriate alternative is simply

Hi: Hy is not true. [4.30]

The alternative (4.30) holds if at least one of 33, B4, or Bs is different from zero. (Any or
all could be different from zero.) The test we study here is constructed to detect any viola-
tion of Ho. It is also valid when the alternative is something like Hi: 83 > 0, or B4 > 0,
or 35 > 0, but it will not be the best possible test under such alternatives. We do not have
the space or statistical background necessary to cover tests that have more power under
multiple one-sided alternatives.

How should we proceed in testing (4.29) against (4.30)? It is tempting to test (4.29)
by using the 7 statistics on the variables bavg, hrunsyr, and rbisyr to determine whether
each variable is individually significant. This option is not appropriate. A particular
t statistic tests a hypothesis that puts no restrictions on the other parameters. Besides,
we would have three outcomes to contend with—one for each ¢ statistic. What would
constitute rejection of (4.29) at, say, the 5% level? Should all three or only one of the
three ¢ statistics be required to be significant at the 5% level? These are hard questions,
and fortunately we do not have to answer them. Furthermore, using separate ¢ statistics to
test a multiple hypothesis like (4.29) can be very misleading. We need a way to test the
exclusion restrictions jointly.

To illustrate these issues, we estimate equation (4.28) using the data in MLB1.RAW.
This gives

m = 11.19 + .0689 years + .0126 gamesyr

(0.29) (.0121) (.0026)
+ .00098 bavg + .0144 hrunsyr + .0108 rbisyr [4.31]
(.00110) (.0161) (.0072)

n =353, SSR = 183.186, R* = .6278,
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where SSR is the sum of squared residuals. (We will use this later.) We have left several
terms after the decimal in SSR and R-squared to facilitate future comparisons. Equation
(4.31) reveals that, whereas years and gamesyr are statistically significant, none of
the variables bavg, hrunsyr, and rbisyr has a statistically significant ¢ statistic against a
two-sided alternative, at the 5% significance level. (The ¢ statistic on rbisyr is the closest
to being significant; its two-sided p-value is .134.) Thus, based on the three 7 statistics, it
appears that we cannot reject Ho.

This conclusion turns out to be wrong. To see this, we must derive a test of multiple
restrictions whose distribution is known and tabulated. The sum of squared residuals now
turns out to provide a very convenient basis for testing multiple hypotheses. We will also
show how the R-squared can be used in the special case of testing for exclusion restrictions.

Knowing the sum of squared residuals in (4.31) tells us nothing about the truth of
the hypothesis in (4.29). However, the factor that will tell us something is how much
the SSR increases when we drop the variables bavg, hrunsyr, and rbisyr from the model.
Remember that, because the OLS estimates are chosen to minimize the sum of squared
residuals, the SSR always increases when variables are dropped from the model; this is an
algebraic fact. The question is whether this increase is large enough, relative to the SSR in
the model with all of the variables, to warrant rejecting the null hypothesis.

The model without the three variables in question is simply

log(salary) = Bo + Biyears + Bagamesyr + u. [4.32]

In the context of hypothesis testing, equation (4.32) is the restricted model for testing
(4.29); model (4.28) is called the unrestricted model. The restricted model always has
fewer parameters than the unrestricted model.

When we estimate the restricted model using the data in MLB1.RAW, we obtain

Tog(salary) = 11.22 + 0713 years + 0202 gamesyr
(11) (.0125) (.0013) [4.33]
n =353, SSR = 198.311, R? = .5971.

As we surmised, the SSR from (4.33) is greater than the SSR from (4.31), and the R-squared
from the restricted model is less than the R-squared from the unrestricted model. What we
need to decide is whether the increase in the SSR in going from the unrestricted model to
the restricted model (183.186 to 198.311) is large enough to warrant rejection of (4.29).
As with all testing, the answer depends on the significance level of the test. But we cannot
carry out the test at a chosen significance level until we have a statistic whose distribution
is known, and can be tabulated, under Ho. Thus, we need a way to combine the information
in the two SSRs to obtain a test statistic with a known distribution under Ho.

Because it is no more difficult, we might as well derive the test for the general case.
Write the unrestricted model with k independent variables as

y = Bo+ Bixi + ... + Bk + u; [4.34]

the number of parameters in the unrestricted model is k + 1. (Remember to add one for the
intercept.) Suppose that we have ¢ exclusion restrictions to test: that is, the null hypothesis
states that g of the variables in (4.34) have zero coefficients. For notational simplicity, assume
that it is the last ¢ variables in the list of independent variables: x¢—¢+1, ..., Xx. (The order of
the variables, of course, is arbitrary and unimportant.) The null hypothesis is stated as

H(): :Bk*qﬂ = 07 [ERE) Bk = 0, [4.35]
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146 | PART 1 Regression Analysis with Cross-Sectional Data

which puts g exclusion restrictions on the model (4.34). The alternative to (4.35) is simply
that it is false; this means that at least one of the parameters listed in (4.35) is different from
zero. When we impose the restrictions under Hy, we are left with the restricted model:

y = ,80 + lel + ...+ kaqufq + u. [4.36]

In this subsection, we assume that both the unrestricted and restricted models contain an
intercept, since that is the case most widely encountered in practice.

Now, for the test statistic itself. Earlier, we suggested that looking at the relative in-
crease in the SSR when moving from the unrestricted to the restricted model should be
informative for testing the hypothesis (4.35). The F statistic (or F ratio) is defined by

(SSR, — SSR,)/q
SSR,./(n —k — 1)

I Emﬂma EE@{:‘I where SSR, is the sum of squared residu-
als from the restricted model and SSR,,,

F [4.37]

Consider relating individual performance is the sum of squared residuals from the
on a standardized test, score, to a variety of unrestricted model.
other variables. School factors include av- You should immediately notice that,

erage class size, per-student expenditures,
average teacher compensation, and total
school enrollment. Other variables specific
to the student are family income, mother’s
education, father’s education, and number
of siblings. The model is

since SSR, can be no smaller than SSR,,,,
the F statistic is always nonnegative (and
almost always strictly positive). Thus,
if you compute a negative F statistic,
then something is wrong; the order of
the SSRs in the numerator of F has usu-
score = Bo + Paclassize + Brexpend ally been reversed. Also, the SSR in the
I g ztg:z:i ;fnf;/r;;/clluc denominator of F is the SSR from the

+ Brfatheduc + Besiblings + u. unrestricted model. The easiest way to
remember where the SSRs appear is to

State the null hypothesis that student-specific think of F as measuring the relative
variables have no effect on standardized test increase in SSR when moving from the

performance once school-related factors unrestricted to the restricted model.
have been controlled for. What are k and q The difference in SSRs in the
for this example? Write down the restricted

version of the model. numerator of F is divided by ¢, which

is the number of restrictions imposed in
moving from the unrestricted to the restricted model (¢ independent variables are dropped).
Therefore, we can write

g = numerator degrees of freedom = df, — df,,, [4.38]

which also shows that ¢ is the difference in degrees of freedom between the restricted and
unrestricted models. (Recall that df = number of observations — number of estimated
parameters.) Since the restricted model has fewer parameters—and each model is esti-
mated using the same n observations—df, is always greater than df,,,.

The SSR in the denominator of F'is divided by the degrees of freedom in the unre-
stricted model:

n — k — 1 = denominator degrees of freedom = df,,. [4.39]

In fact, the denominator of F is just the unbiased estimator of o2 = Var(u) in the unre-
stricted model.
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In a particular application, computing the F statistic is easier than wading through
the somewhat cumbersome notation used to describe the general case. We first obtain the
degrees of freedom in the unrestricted model, df,,. Then, we count how many variables are
excluded in the restricted model; this is g. The SSRs are reported with every OLS regres-
sion, and so forming the F statistic is simple.

In the major league baseball salary regression, n = 353, and the full model (4.28) contains
six parameters. Thus, n — k — 1 = df,, = 353 — 6 = 347. The restricted model (4.32) contains
three fewer independent variables than (4.28), and so ¢ = 3. Thus, we have all of the ingredi-
ents to compute the F statistic; we hold off doing so until we know what to do with it.

To use the F statistic, we must know its sampling distribution under the null in order
to choose critical values and rejection rules. It can be shown that, under Hy (and assuming
the CLM assumptions hold), F is distributed as an F random variable with (¢g.,n — k — 1)
degrees of freedom. We write this as

F~F nk1.

The distribution of F,,—«-1 is readily tabulated and available in statistical tables (see
Table G.3) and, even more importantly, in statistical software.

We will not derive the F distribution because the mathematics is very involved.
Basically, it can be shown that equation (4.37) is actually the ratio of two independent
chi-square random variables, divided by their respective degrees of freedom. The numerator
chi-square random variable has g degrees of freedom, and the chi-square in the denominator
hasn — k — 1 degrees of freedom. This is the definition of an F distributed random variable
(see Appendix B).

It is pretty clear from the definition of F that we will reject Hy in favor of H; when F
is sufficiently “large.” How large depends on our chosen significance level. Suppose that
we have decided on a 5% level test. Let ¢ be the 95" percentile in the F,,,—— distribution.
This critical value depends on g (the numerator df) and n — k — 1 (the denominator df).
It is important to keep the numerator and denominator degrees of freedom straight.

The 10%, 5%, and 1% critical values for the F distribution are given in Table G.3.
The rejection rule is simple. Once ¢ has been obtained, we reject Hy in favor of H; at the
chosen significance level if

F>c. [4.40]

With a 5% significance level, ¢ = 3, and n — k — 1 = 60, the critical value is ¢ = 2.76.
We would reject Hy at the 5% level if the computed value of the F statistic exceeds 2.76.
The 5% critical value and rejection region are shown in Figure 4.7. For the same degrees
of freedom, the 1% critical value is 4.13.

In most applications, the numerator degrees of freedom (q) will be notably smaller
than the denominator degrees of freedom (n — k — 1). Applications where n — k — 1 is
small are unlikely to be successful because the parameters in the unrestricted model will
probably not be precisely estimated. When the denominator df reaches about 120, the F
distribution is no longer sensitive to it. (This is entirely analogous to the ¢ distribution
being well approximated by the standard normal distribution as the df gets large.) Thus,
there is an entry in the table for the denominator df = %, and this is what we use with
large samples (because n — k — 1 is then large). A similar statement holds for a very large
numerator df, but this rarely occurs in applications.

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does noft materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it



148 | PART 1 Regression Analysis with Cross-Sectional Data

FIGURE 4.7 The 5% critical value and rejection region in an F; , distribution.
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If Hy is rejected, then we say that xx—4+1, ..., X are jointly statistically significant (or
just jointly significant) at the appropriate significance level. This test alone does not allow
us to say which of the variables has a partial effect on y; they may all affect y or maybe
only one affects y. If the null is not rejected, then the variables are jointly insignificant,
which often justifies dropping them from the model.

For the major league baseball example with three numerator degrees of freedom and
347 denominator degrees of freedom, the 5% critical value is 2.60, and the 1% critical
value is 3.78. We reject Hy at the 1% level if F is above 3.78; we reject at the 5% level if
F is above 2.60.

We are now in a position to test the hypothesis that we began this section with: After
controlling for years and gamesyr, the variables bavg, hrunsyr, and rbisyr have no effect
on players’ salaries. In practice, it is easiest to first compute (SSR, — SSR,,)/SSR, and to
multiply the result by (n — k — 1)/g; the reason the formula is stated as in (4.37) is that it
makes it easier to keep the numerator and denominator degrees of freedom straight. Using
the SSRs in (4.31) and (4.33), we have

_ (198.311 — 183.186) 347

F 183.136 3

~ 9.55.

This number is well above the 1% critical value in the F distribution with 3 and 347 degrees
of freedom, and so we soundly reject the hypothesis that bavg, hrunsyr, and rbisyr have no
effect on salary.
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The outcome of the joint test may seem surprising in light of the insignificant # statistics
for the three variables. What is happening is that the two variables hrunsyr and rbisyr are
highly correlated, and this multicollinearity makes it difficult to uncover the partial effect
of each variable; this is reflected in the individual ¢ statistics. The F statistic tests whether
these variables (including bavg) are jointly significant, and multicollinearity between
hrunsyr and rbisyr is much less relevant for testing this hypothesis. In Problem 16, you are
asked to reestimate the model while dropping rbisyr, in which case hrunsyr becomes very
significant. The same is true for rbisyr when hrunsyr is dropped from the model.

The F statistic is often useful for testing exclusion of a group of variables when the
variables in the group are highly correlated. For example, suppose we want to test whether
firm performance affects the salaries of chief executive officers. There are many ways
to measure firm performance, and it probably would not be clear ahead of time which
measures would be most important. Since measures of firm performance are likely to be
highly correlated, hoping to find individually significant measures might be asking too
much due to multicollinearity. But an F test can be used to determine whether, as a group,
the firm performance variables affect salary.

Relationship between F and t Statistics

We have seen in this section how the F statistic can be used to test whether a group of
variables should be included in a model. What happens if we apply the F statistic to the
case of testing significance of a single independent variable? This case is certainly not
ruled out by the previous development. For example, we can take the null to be Ho: Bx = 0
and g = 1 (to test the single exclusion restriction that x; can be excluded from the model).
From Section 4.2, we know that the ¢ statistic on B; can be used to test this hypothesis.
The question, then, is: Do we have two separate ways of testing hypotheses about a single
coefficient? The answer is no. It can be shown that the F statistic for testing exclusion of
a single variable is equal to the square of the corresponding ¢ statistic. Since 24— has an
F1,,——1 distribution, the two approaches lead to exactly the same outcome, provided that
the alternative is two-sided. The ¢ statistic is more flexible for testing a single hypothesis
because it can be directly used to test against one-sided alternatives. Since ¢ statistics are
also easier to obtain than F statistics, there is really no reason to use an F statistic to test
hypotheses about a single parameter.

We have already seen in the salary regressions for major league baseball players that
two (or more) variables that each have insignificant ¢ statistics can be jointly very signifi-
cant. It is also possible that, in a group of several explanatory variables, one variable has a
significant ¢ statistic but the group of variables is jointly insignificant at the usual signifi-
cance levels. What should we make of this kind of outcome? For concreteness, suppose that
in a model with many explanatory variables we cannot reject the null hypothesis that B,
B2, B3, B4, and Bs are all equal to zero at the 5% level, yet the ¢ statistic for ,[§1 is significant
at the 5% level. Logically, we cannot have B; # 0 but also have 1, 82, B3, B4, and s all
equal to zero! But as a matter of testing, it is possible that we can group a bunch of insig-
nificant variables with a significant variable and conclude that the entire set of variables is
jointly insignificant. (Such possible conflicts between a ¢ test and a joint F test give another
example of why we should not “accept” null hypotheses; we should only fail to reject them.)
The F statistic is intended to detect whether a set of coefficients is different from zero, but
it is never the best test for determining whether a single coefficient is different from zero.
The ¢ test is best suited for testing a single hypothesis. (In statistical terms, an F statistic for
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joint restrictions including 8; = 0 will have less power for detecting 81 # 0 than the usual
t statistic. See Section C.6 in Appendix C for a discussion of the power of a test.)

Unfortunately, the fact that we can sometimes hide a statistically significant variable
along with some insignificant variables could lead to abuse if regression results are not
carefully reported. For example, suppose that, in a study of the determinants of loan-
acceptance rates at the city level, x; is the fraction of black households in the city. Suppose
that the variables x», x3, x4, and xs are the fractions of households headed by different age
groups. In explaining loan rates, we would include measures of income, wealth, credit
ratings, and so on. Suppose that age of household head has no effect on loan approval
rates, once other variables are controlled for. Even if race has a marginally significant
effect, it is possible that the race and age variables could be jointly insignificant. Someone
wanting to conclude that race is not a factor could simply report something like “Race
and age variables were added to the equation, but they were jointly insignificant at the 5%
level.” Hopefully, peer review prevents these kinds of misleading conclusions, but you
should be aware that such outcomes are possible.

Often, when a variable is very statistically significant and it is tested jointly with
another set of variables, the set will be jointly significant. In such cases, there is no logical
inconsistency in rejecting both null hypotheses.

The R-Squared Form of the F Statistic

For testing exclusion restrictions, it is often more convenient to have a form of the F statis-
tic that can be computed using the R-squareds from the restricted and unrestricted models.
One reason for this is that the R-squared is always between zero and one, whereas the SSRs
can be very large depending on the unit of measurement of y, making the calculation based
on the SSRs tedious. Using the fact that SSR, = SST(1 — R?) and SSR,, = SST(1 — R%),
we can substitute into (4.37) to obtain

(R%tr - R%)/q _ (R%IV - R%)/q
(1= R/ —k=1) (0= R)/dfu
(note that the SST terms cancel everywhere). This is called the R-squared form of the
F statistic. [At this point, you should be cautioned that although equation (4.41) is very
convenient for testing exclusion restrictions, it cannot be applied for testing all linear
restrictions. As we will see when we discuss testing general linear restrictions, the sum of
squared residuals form of the F statistic is sometimes needed.]

Because the R-squared is reported with almost all regressions (whereas the SSR is
not), it is easy to use the R-squareds from the unrestricted and restricted models to test
for exclusion of some variables. Particular attention should be paid to the order of the
R-squareds in the numerator: the unrestricted R-squared comes first [contrast this with the
SSRs in (4.37)]. Because Rz, > R?, this shows again that F will always be positive.

In using the R-squared form of the test for excluding a set of variables, it is impor-
tant to not square the R-squared before plugging it into formula (4.41); the squaring has
already been done. All regressions report R*, and these numbers are plugged directly into
(4.41). For the baseball salary example, we can use (4.41) to obtain the F statistic:

b (6278 = 5971) 347
(1 — .6278) 3

which is very close to what we obtained before. (The difference is due to rounding error.)

F= [4.41]

~ 9.54,
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PARENTS’ EDUCATION IN A BIRTH WEIGHT EQUATION

As another example of computing an F statistic, consider the following model to explain
child birth weight in terms of various factors:

bwght = Bo + Bicigs + Baparity + B3 faminc
+ Bamotheduc + Bsfatheduc + u, [4.42]

where

bwght = birth weight, in pounds.
cigs = average number of cigarettes the mother smoked per day during
pregnancy.
parity = the birth order of this child.
faminc = annual family income.
motheduc = years of schooling for the mother.
fatheduc = years of schooling for the father.

Let us test the null hypothesis that, after controlling for cigs, parity, and faminc, parents’
education has no effect on birth weight. This is stated as Ho: 84 = 0, 85 = 0, and so there are
q = 2 exclusion restrictions to be tested. There are k + 1 = 6 parameters in the unrestricted
model (4.42); so the df in the unrestricted model is n — 6, where n is the sample size.

We will test this hypothesis using the data in BWGHT.RAW. This data set contains
information on 1,388 births, but we must be careful in counting the observations used in
testing the null hypothesis. It turns out that information on at least one of the variables
motheduc and fatheduc is missing for 197 births in the sample; these observations cannot
be included when estimating the unrestricted model. Thus, we really have n = 1,191 obser-
vations, and so there are 1,191 — 6 = 1,185 df in the unrestricted model. We must be sure
to use these same 1,191 observations when estimating the restricted model (not the full
1,388 observations that are available). Generally, when estimating the restricted model to
compute an F test, we must use the same observations to estimate the unrestricted model;
otherwise, the test is not valid. When there are no missing data, this will not be an issue.

The numerator df'is 2, and the denominator dfis 1,185; from Table G.3, the 5% critical
value is ¢ = 3.0. Rather than report the complete results, for brevity, we present only the
R-squareds. The R-squared for the full model turns out to be R%, = .0387. When motheduc
and fatheduc are dropped from the regression, the R-squared falls to R3 = .0364. Thus,
the F statistic is F/ = [(.0387 — .0364)/(1 — .0387)](1,185/2) = 1.42; since this is well
below the 5% critical value, we fail to reject Ho. In other words, motheduc and fatheduc
are jointly insignificant in the birth weight equation.

Computing p-Values for F Tests

For reporting the outcomes of F tests, p-values are especially useful. Since the F distri-
bution depends on the numerator and denominator df, it is difficult to get a feel for how
strong or weak the evidence is against the null hypothesis simply by looking at the value
of the F statistic and one or two critical values.

In the F testing context, the p-value is defined as

p-value = P(F > F), [4.43]

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



PART 1

The data in ATTEND.RAW were used to esti-
mate the two equations

atndrte = 47.13 + 13.37 priGPA
(2.87)  (1.09)
n = 680, R? = .183
and

atndrte = 75.70 + 17.26 priGPA — 1.72 ACT
(3.88) (1.08) @
n =680, R> = .291,

where, as always, standard errors are in
parentheses; the standard error for ACT is
missing in the second equation. What is the
t statistic for the coefficient on ACT? (Hint:
First compute the F statistic for significance
of ACT.)

Regression Analysis with Cross-Sectional Data

_EXPLORING FURTHER 4.5 |

where, for emphasis, we let & denote an
F random variable with (g.,n — k — 1)
degrees of freedom, and F is the actual
value of the test statistic. The p-value still
has the same interpretation as it did for
¢ statistics: it is the probability of observ-
ing a value of F at least as large as we did,
given that the null hypothesis is true. A
small p-value is evidence against Hy. For
example, p-value = .016 means that the
chance of observing a value of F as large
as we did when the null hypothesis was
true is only 1.6%; we usually reject Hy
in such cases. If the p-value =.314, then
the chance of observing a value of the F'
statistic as large as we did under the null
hypothesis is 31.4%. Most would find this
to be pretty weak evidence against Ho.

As with ¢ testing, once the p-value
has been computed, the F' test can be carried out at any significance level. For example, if
the p-value = .024, we reject Hy at the 5% significance level but not at the 1% level.

The p-value for the F test in Example 4.9 is .238, and so the null hypothesis that
Bothedue and Brameane are both zero is not rejected at even the 20% significance level.

Many econometrics packages have a built-in feature for testing multiple exclusion
restrictions. These packages have several advantages over calculating the statistics by hand:
we will less likely make a mistake, p-values are computed automatically, and the problem
of missing data, as in Example 4.9, is handled without any additional work on our part.

The F Statistic for Overall Significance of a Regression

A special set of exclusion restrictions is routinely tested by most regression packages.
These restrictions have the same interpretation, regardless of the model. In the model with
k independent variables, we can write the null hypothesis as

Ho: x1, x2, ..., xx do not help to explain y.

This null hypothesis is, in a way, very pessimistic. It states that none of the explanatory
variables has an effect on y. Stated in terms of the parameters, the null is that all slope
parameters are zero:

HOZB] :Bzz =,8k=0, [4.44]

and the alternative is that at least one of the ; is different from zero. Another useful way
of stating the null is that Ho: E(y|x1, x2, ..., xx) = E(y), so that knowing the values of xi,
X2, ..., xx does not affect the expected value of y.

There are k restrictions in (4.44), and when we impose them, we get the restricted
model

y =B+ u [4.45]
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all independent variables have been dropped from the equation. Now, the R-squared from
estimating (4.45) is zero; none of the variation in y is being explained because there are no
explanatory variables. Therefore, the F statistic for testing (4.44) can be written as
R*/k
1-R)/(n—k—1)
where R? is just the usual R-squared from the regression of y on xi, X2, ..., Xx.

Most regression packages report the F statistic in (4.46) automatically, which makes
it tempting to use this statistic to test general exclusion restrictions. You must avoid this
temptation. The F statistic in (4.41) is used for general exclusion restrictions; it depends
on the R-squareds from the restricted and unrestricted models. The special form of (4.46)
is valid only for testing joint exclusion of all independent variables. This is sometimes
called determining the overall significance of the regression.

If we fail to reject (4.44), then there is no evidence that any of the independent variables
help to explain y. This usually means that we must look for other variables to explain y.
For Example 4.9, the F statistic for testing (4.44) is about 9.55 withk =5andn —k— 1 =
1,185 df. The p-value is zero to four places after the decimal point, so that (4.44) is rejected
very strongly. Thus, we conclude that the variables in the bwght equation do explain some
variation in bwght. The amount explained is not large: only 3.87%. But the seemingly small
R-squared results in a highly significant F statistic. That is why we must compute the F sta-
tistic to test for joint significance and not just look at the size of the R-squared.

Occasionally, the F statistic for the hypothesis that all independent variables are
jointly insignificant is the focus of a study. Problem 10 asks you to use stock return data
to test whether stock returns over a four-year horizon are predictable based on informa-
tion known only at the beginning of the period. Under the efficient markets hypothesis, the
returns should not be predictable; the null hypothesis is precisely (4.44).

[4.46]

Testing General Linear Restrictions

Testing exclusion restrictions is by far the most important application of F statistics.
Sometimes, however, the restrictions implied by a theory are more complicated than just
excluding some independent variables. It is still straightforward to use the F statistic for
testing.

As an example, consider the following equation:

log(price) = Bo + Bilog(assess) + Blog(lotsize)
+ Bslog(sgrft) + Babdrms + u, [4.47]

where

price = house price.
assess = the assessed housing value (before the house was sold).
lotsize = size of the lot, in feet.

sqrft = square footage.
bdrms = number of bedrooms.

Now, suppose we would like to test whether the assessed housing price is a rational valua-
tion. If this is the case, then a 1% change in assess should be associated with a 1% change
in price; that is, 81 = 1. In addition, lotsize, sqrft, and bdrms should not help to explain
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log(price), once the assessed value has been controlled for. Together, these hypotheses
can be stated as

Ho: 1 =1,B2=0,B83=0,B8: = 0. [4.48]

Four restrictions have to be tested; three are exclusion restrictions, but 8; = 1 is not. How
can we test this hypothesis using the F statistic?

As in the exclusion restriction case, we estimate the unrestricted model, (4.47) in this
case, and then impose the restrictions in (4.48) to obtain the restricted model. It is the second
step that can be a little tricky. But all we do is plug in the restrictions. If we write (4.47) as

y = Bo+ Bix1 + Baxa + Baxs + Baxs + u, [4.49]

then the restricted model is y = Bo + x1 + u. Now, to impose the restriction that the
coefficient on x; is unity, we must estimate the following model:

y— X1 = ,80 + u. [4.50]

This is just a model with an intercept (o) but with a different dependent variable than in
(4.49). The procedure for computing the F statistic is the same: estimate (4.50), obtain the
SSR (SSR,), and use this with the unrestricted SSR from (4.49) in the F statistic (4.37).
We are testing g = 4 restrictions, and there are n — 5 df in the unrestricted model. The
F statistic is simply [(SSR, — SSR,)/SSR,,/][(n — 5)/4].

Before illustrating this test using a data set, we must emphasize one point: we cannot
use the R-squared form of the F statistic for this example because the dependent variable
in (4.50) is different from the one in (4.49). This means the total sum of squares from the
two regressions will be different, and (4.41) is no longer equivalent to (4.37). As a general
rule, the SSR form of the F statistic should be used if a different dependent variable is
needed in running the restricted regression.

The estimated unrestricted model using the data in HPRICE1.RAW is

Tog(price) = 264 + 1.043 log(assess) + 0074 log(lotsize)

(.570) (.151) (.0386)
— .1032 log(sqrft) + .0338 bdrms
(.1384) (.0221)

n = 88, SSR = 1.822, R? = .773.

If we use separate ¢ statistics to test each hypothesis in (4.48), we fail to reject each one.
But rationality of the assessment is a joint hypothesis, so we should test the restrictions
jointly. The SSR from the restricted model turns out to be SSR, = 1.880, and so the F sta-
tistic is [(1.880 — 1.822)/1.822](83/4) = .661. The 5% critical value in an F distribution
with (4,83) df is about 2.50, and so we fail to reject Ho. There is essentially no evidence
against the hypothesis that the assessed values are rational.

4.6 Reporting Regression Results

We end this chapter by providing a few guidelines on how to report multiple regression
results for relatively complicated empirical projects. This should help you to read published
works in the applied social sciences, while also preparing you to write your own empirical
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papers. We will expand on this topic in the remainder of the text by reporting results from
various examples, but many of the key points can be made now.

Naturally, the estimated OLS coefficients should always be reported. For the
key variables in an analysis, you should interpret the estimated coefficients (which
often requires knowing the units of measurement of the variables). For example, is an
estimate an elasticity, or does it have some other interpretation that needs explanation?
The economic or practical importance of the estimates of the key variables should be
discussed.

The standard errors should always be included along with the estimated coeffi-
cients. Some authors prefer to report the ¢ statistics rather than the standard errors (and
sometimes just the absolute value of the 7 statistics). Although nothing is really wrong
with this, there is some preference for reporting standard errors. First, it forces us to
think carefully about the null hypothesis being tested; the null is not always that the
population parameter is zero. Second, having standard errors makes it easier to compute
confidence intervals.

The R-squared from the regression should always be included. We have seen that,
in addition to providing a goodness-of-fit measure, it makes calculation of F statis-
tics for exclusion restrictions simple. Reporting the sum of squared residuals and the
standard error of the regression is sometimes a good idea, but it is not crucial. The num-
ber of observations used in estimating any equation should appear near the estimated
equation.

If only a couple of models are being estimated, the results can be summarized in equa-
tion form, as we have done up to this point. However, in many papers, several equations
are estimated with many different sets of independent variables. We may estimate the
same equation for different groups of people, or even have equations explaining different
dependent variables. In such cases, it is better to summarize the results in one or more
tables. The dependent variable should be indicated clearly in the table, and the independent
variables should be listed in the first column. Standard errors (or ¢ statistics) can be put in
parentheses below the estimates.

EXAMPLE 4.10 SALARY-PENSION TRADEOFF FOR TEACHERS

Let fotcomp denote average total annual compensation for a teacher, including salary and
all fringe benefits (pension, health insurance, and so on). Extending the standard wage
equation, total compensation should be a function of productivity and perhaps other char-
acteristics. As is standard, we use logarithmic form:

log(totcomp) = f(productivity characteristics,other factors),

where f(+) is some function (unspecified for now). Write

benefits

1+
salary

totcomp = salary + benefits = salary

This equation shows that total compensation is the product of two terms: salary and 1 + b/s,
where b/s is shorthand for the “benefits to salary ratio.” Taking the log of this equation gives
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log(totcomp) = log(salary) + log(1 + b/s). Now, for “small” b/s, log(1 + b/s) = bls; we
will use this approximation. This leads to the econometric model

log(salary) = Bo + Bi(b/s) + other factors.

Testing the salary-benefits tradeoff then is the same as a test of Ho: 81 = —1 against H;:
B # —1.

We use the data in MEAP93.RAW to test this hypothesis. These data are averaged
at the school level, and we do not observe very many other factors that could affect total
compensation. We will include controls for size of the school (enroll), staff per thousand
students (staff), and measures such as the school dropout and graduation rates. The average
bl/s in the sample is about .205, and the largest value is .450.

The estimated equations are given in Table 4.1, where standard errors are given
in parentheses below the coefficient estimates. The key variable is b/s, the benefits-
salary ratio.

From the first column in Table 4.1, we see that, without controlling for any other
factors, the OLS coefficient for b/s is —.825. The ¢ statistic for testing the null hypothesis
Ho: B1 = —1list = (—.825 + 1)/.200 = .875, and so the simple regression fails to reject
Ho. After adding controls for school size and staff size (which roughly captures the number

of students taught by each teacher), the
E!I 31 OR T estimate of the b/s coefficient becomes

I : :
How does adding droprate and gradrate

—.605. Now, the test of B; = —1 gives
a ¢ statistic of about 2.39; thus, Hy is re-

affect the estimate of the salary-benefits
tradeoff? Are these variables jointly signifi-
cant at the 5% level? What about the 10%
level?

jected at the 5% level against a two-sided
alternative. The variables log(enroll)
and log(staff) are very statistically
significant.

TABLE 4.1 Testing the Salary-Benefits Tradeoff

Dependent Variable: log(salary)
Independent Variables M 2) 3)
b/s —.825 —.605 —.589
(.200) (.165) (.165)
log(enroll) —_— .0874 .0881
(.0073) (.0073)
log(staff) — —.222 —.218
(.050) (.050)
droprate —_—  — —.00028
(.00161)
gradrate — — .00097
.00066)
intercept 10.523 10.884 10.738
(0.042) (0.252) (0.258)
Observations 408 408 408
R-squared .040 353 .361

© Cengage Learning, 2013
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Summary

In this chapter, we have covered the very important topic of statistical inference, which allows
us to infer something about the population model from a random sample. We summarize the
main points:

1. Under the classical linear model assumptions MLR.1 through MLR.6, the OLS estimators
are normally distributed.

2. Under the CLM assumptions, the ¢ statistics have 7 distributions under the null hypothesis.

3. We use ¢ statistics to test hypotheses about a single parameter against one- or two-sided
alternatives, using one- or two-tailed tests, respectively. The most common null hypothesis
is Ho: B; = 0, but we sometimes want to test other values of 3; under Ho.

4. In classical hypothesis testing, we first choose a significance level, which, along with the
df and alternative hypothesis, determines the critical value against which we compare the
t statistic. It is more informative to compute the p-value for a ¢ test—the smallest signifi-
cance level for which the null hypothesis is rejected—so that the hypothesis can be tested
at any significance level.

5. Under the CLM assumptions, confidence intervals can be constructed for each ;. These
CIs can be used to test any null hypothesis concerning B; against a two-sided alternative.

6. Single hypothesis tests concerning more than one 3; can always be tested by rewriting the
model to contain the parameter of interest. Then, a standard ¢ statistic can be used.

7. The F statistic is used to test multiple exclusion restrictions, and there are two equivalent
forms of the test. One is based on the SSRs from the restricted and unrestricted models.
A more convenient form is based on the R-squareds from the two models.

8. When computing an F statistic, the numerator df is the number of restrictions being tested,
while the denominator df is the degrees of freedom in the unrestricted model.

9. The alternative for F testing is two-sided. In the classical approach, we specify a
significance level which, along with the numerator df and the denominator df, deter-
mines the critical value. The null hypothesis is rejected when the statistic, F, exceeds
the critical value, c. Alternatively, we can compute a p-value to summarize the evidence
against Ho.

10. General multiple linear restrictions can be tested using the sum of squared residuals form
of the F statistic.

11. The F statistic for the overall significance of a regression tests the null hypothesis that
all slope parameters are zero, with the intercept unrestricted. Under Hy, the explanatory
variables have no effect on the expected value of y.

THE CLASSICAL LINEAR MODEL ASSUMPTIONS

Now is a good time to review the full set of classical linear model (CLM) assumptions for
cross-sectional regression. Following each assumption is a comment about its role in multiple
regression analysis.

Assumption MLR.1 (Linear in Parameters)
The model in the population can be written as
y=Bo+ Bixi + Pox2+ ... + B + u,
where fo, B1, ..., Bk are the unknown parameters (constants) of interest and u is an unobserved
random error or disturbance term.
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Assumption MLR.1 describes the population relationship we hope to estimate, and
explicitly sets out the 3—the ceteris paribus population effects of the x; on y—as the param-
eters of interest.

Assumption MLR.2 (Random Sampling)
We have a random sample of n observations, {(xii, Xi2, ..., Xi, ¥i): i = 1, ..., n}, following the
population model in Assumption MLR.1.

This random sampling assumption means that we have data that can be used to estimate
the 3;, and that the data have been chosen to be representative of the population described in
Assumption MLR.1.

Assumption MLR.3 (No Perfect Collinearity)
In the sample (and therefore in the population), none of the independent variables is constant,
and there are no exact linear relationships among the independent variables.

Once we have a sample of data, we need to know that we can use the data to compute the
OLS estimates, the B,x This is the role of Assumption MLR.3: if we have sample variation in
each independent variable and no exact linear relationships among the independent variables,
we can compute the [§j.

Assumption MLR.4 (Zero Conditional Mean)
The error u has an expected value of zero given any values of the explanatory variables. In
other words, E(u|x1, X2, .oy Xk) = O

As we discussed in the text, assuming that the unobserved factors are, on average,
unrelated to the explanatory variables is key to deriving the first statistical property of each
OLS estimator: its unbiasedness for the corresponding population parameter. Of course, all of
the previous assumptions are used to show unbiasedness.

Assumption MLR.5 (Homoskedasticity)
The error u has the same variance given any values of the explanatory variables. In other words,

2
Var(u|x],x2, nXk) = 0.

Compared with Assumption MLR.4, the homoskedasticity assumption is of secondary
importance; in particular, Assumption MLR.5 has no bearing on the unbiasedness of the ﬁ, Still,
homoskedasticity has two important implications: (1) We can derive formulas for the sampling
variances whose components are easy to characterize; (2) We can conclude, under the Gauss-
Markov assumptions MLR.1 to MLR.S5, that the OLS estimators have smallest variance among
all linear, unbiased estimators.

Assumption MLR.6 (Normality)
The population error u is independent of the explanatory variables xi, xa, ..., xx and is normally
distributed with zero mean and variance o u ~ Normal(0, o2).

In this chapter, we added Assumption MLR.6 to obtain the exact sampling distributions of
t statistics and F statistics, so that we can carry out exact hypotheses tests. In the next chapter,
we will see that MLR.6 can be dropped if we have a reasonably large sample size. Assumption
MLR.6 does imply a stronger efficiency property of OLS: the OLS estimators have smallest
variance among all unbiased estimators; the comparison group is no longer restricted to esti-
mators linear in the {y;: i = 1,2, ..., n}.
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Key Terms
Alternative Hypothesis Jointly Statistically Significant  Practical Significance
Classical Linear Model Minimum Variance Unbiased R-squared Form of the
Classical Linear Model (CLM) Estimators F Statistic
Assumptions Multiple Hypotheses Test Rejection Rule
Confidence Interval (CI) Multiple Restrictions Restricted Model
Critical Value Normality Assumption Significance Level
Denominator Degrees of Null Hypothesis Statistically Insignificant
Freedom Numerator Degrees of Freedom  Statistically Significant
Economic Significance One-Sided Alternative t Ratio
Exclusion Restrictions One-Tailed Test t Statistic
F Statistic Overall Significance of the Two-Sided Alternative
Joint Hypotheses Test Regression Two-Tailed Test
Jointly Insignificant p-Value Unrestricted Model
Problems

1 Which of the following can cause the usual OLS ¢ statistics to be invalid (that is, not to
have ¢ distributions under Hp)?
(i) Heteroskedasticity.
(i) A sample correlation coefficient of .95 between two independent variables that are in
the model.
(iii) Omitting an important explanatory variable.

2 Consider an equation to explain salaries of CEOs in terms of annual firm sales, return on
equity (roe, in percentage form), and return on the firm’s stock (ros, in percentage form):

log(salary) = Bo + Bilog(sales) + Baroe + Bsros + u.

(1) Interms of the model parameters, state the null hypothesis that, after controlling for
sales and roe, ros has no effect on CEO salary. State the alternative that better stock
market performance increases a CEO’s salary.

(ii) Using the data in CEOSAL1.RAW, the following equation was obtained by OLS:

Tog(salary) = 4.32 + 280 log(sales) + .0174 roe + 00024 ros
(:32) (.035) (.0041) (.00054)
n =209, R* = 283.
By what percentage is salary predicted to increase if ros increases by 50 points?
Does ros have a practically large effect on salary?
(iii) Test the null hypothesis that ros has no effect on salary against the alternative that
ros has a positive effect. Carry out the test at the 10% significance level.
(iv) Would you include ros in a final model explaining CEO compensation in terms of
firm performance? Explain.

3 The variable rdintens is expenditures on research and development (R&D) as a percentage
of sales. Sales are measured in millions of dollars. The variable profimarg is profits as a
percentage of sales.
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Using the data in RDCHEM.RAW for 32 firms in the chemical industry, the following
equation is estimated:

rdintens = 472 + 321 log(sales) + .050 profmarg
(1.369) (.216) (.046)

n =32, R* = .099.

(i) Interpret the coefficient on log(sales). In particular, if sales increases by 10%, what is
the estimated percentage point change in rdintens? Is this an economically large effect?

(i1) Test the hypothesis that R&D intensity does not change with sales against the alter-
native that it does increase with sales. Do the test at the 5% and 10% levels.

(iii) Interpret the coefficient on profimarg. Is it economically large?

(iv) Does profmarg have a statistically significant effect on rdintens?

4 Are rent rates influenced by the student population in a college town? Let rent be the aver-
age monthly rent paid on rental units in a college town in the United States. Let pop denote
the total city population, avginc the average city income, and pctstu the student population
as a percentage of the total population. One model to test for a relationship is

log(rent) = Bo + Bilog(pop) + Bolog(avginc) + Bapctstu + u.

(i) State the null hypothesis that size of the student body relative to the population has
no ceteris paribus effect on monthly rents. State the alternative that there is an effect.

(i) What signs do you expect for 8, and 3,?

(iii) The equation estimated using 1990 data from RENTAL.RAW for 64 college towns is

w: .043 + .066 log(pop) + .507 log(avginc) + .0056 pctstu
(.844) (.039) (.081) (.0017)

n = 64, R = 458.

What is wrong with the statement: “A 10% increase in population is associated with
about a 6.6% increase in rent”?
(iv) Test the hypothesis stated in part (i) at the 1% level.

5 Consider the estimated equation from Example 4.3, which can be used to study the effects
of skipping class on college GPA:

ColGPA = 139 + 412 hsGPA + 015 ACT — .083 skipped
(33)  (.094) (011) (.026)

n =141, R* = 234.

(i) Using the standard normal approximation, find the 95% confidence interval for Biscpa.

(ii) Can you reject the hypothesis Ho: Bisgra = .4 against the two-sided alternative at the
5% level?

(iii) Can you reject the hypothesis Ho: Bisgra = 1 against the two-sided alternative at the
5% level?

6 In Section 4.5, we used as an example testing the rationality of assessments of housing
prices. There, we used a log-log model in price and assess [see equation (4.47)]. Here, we
use a level-level formulation.

(i) In the simple regression model

price = Bo + Piassess + u,
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the assessment is rational if 81 = 1 and 8o = 0. The estimated equation is

I;ic\e= —14.47 + 976 assess
(16.27)  (.049)

n = 88, SSR = 165,644.51, R> = .820.

First, test the hypothesis that Ho: Bo = 0 against the two-sided alternative. Then,
test Ho: 81 = 1 against the two-sided alternative. What do you conclude?

(i) To test the joint hypothesis that Bo = 0 and 81 = 1, we need the SSR in the restricted
model. This amounts to computing 2?:1( price; — assess;)*, where
n = 88, since the residuals in the restricted model are just price; — assessi. (No es-
timation is needed for the restricted model because both parameters are specified
under Ho.) This turns out to yield SSR = 209,448.99. Carry out the F test for the joint
hypothesis.

(iii) Now, test Ho: B2 = 0, 83 = 0, and 84 = 0 in the model

price = Bo + Biassess + Balotsize + Basqrft + Babdrms + u.

The R-squared from estimating this model using the same 88 houses is .829.
(iv) If the variance of price changes with assess, lotsize, sqrft, or bdrms, what can you say
about the F test from part (iii)?

7 In Example 4.7, we used data on nonunionized manufacturing firms to estimate the
relationship between the scrap rate and other firm characteristics. We now look at this ex-
ample more closely and use all available firms.

(i) The population model estimated in Example 4.7 can be written as

log(scrap) = Bo + Bihrsemp + Bolog(sales) + Bslog(employ) + u.

Using the 43 observations available for 1987, the estimated equation is

log(scrap) = 11.74 — .042 hrsemp — 951 log(sales) + .992 log(employ)
4.57)  (019) (.370) (.360)

n =43, R*> = 310.

Compare this equation to that estimated using only the 29 nonunionized firms in
the sample.
(ii) Show that the population model can also be written as

log(scrap) = Bo + Bihrsemp + Brlog(sales/lemploy) + O3log(employ) + u,
where 03 = B> + B3. [Hint: Recall that log(x2/x3) = log(x2) — log(x3).] Interpret the
hypothesis Ho: 63 = 0.

(iii) When the equation from part (ii) is estimated, we obtain

m= 11.74 — .042 hrsemp — 951 log(saleslemploy) + .041 log(employ)
(4.57) (.019) (.370) (.205)

n =43, R* = 310.

Controlling for worker training and for the sales-to-employee ratio, do bigger firms
have larger statistically significant scrap rates?

(iv) Test the hypothesis that a 1% increase in sales/employ is associated with a 1% drop
in the scrap rate.
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8 Consider the multiple regression model with three independent variables, under the classi-
cal linear model assumptions MLR.1 through MLR.6:

y = Bo + Bix1 + Baxz + Baxs + u.

You would like to test the null hypothesis Ho: 81 — 38> = 1.

(i) Let 3 and 3, denote the OLS estimators of 81 and S3,. Find Var(3, — 3B,) in terms
of the variances of ﬁl and ﬁz and the covariance between them. What is the standard
error of /§ = 3/?2?

(i) Write the ¢ statistic for testing Ho: 81 — 33, = 1.

(iii) Define 6, = B; — 3B2 and 6; = f3; — 3[,. Write a regression equation involving S,
01, B>, and 3 that allows you to directly obtain 6, and its standard error.

9 In Problem 3 in Chapter 3, we estimated the equation

sleep = 3,63825 — .148 totwrk — 11.13 educ + 2.20 age
(112.28)  (.017) (5.88) (1.45)

n=706,R* = .113,

where we now report standard errors along with the estimates.

(i) Is either educ or age individually significant at the 5% level against a two-sided alter-
native? Show your work.

(i) Dropping educ and age from the equation gives

sleep = 3,586.38 — .151 totwrk
(3891)  (.017)

n =706, R* = .103.

Are educ and age jointly significant in the original equation at the 5% level? Justify
your answer.

(iii) Does including educ and age in the model greatly affect the estimated tradeoff
between sleeping and working?

(iv) Suppose that the sleep equation contains heteroskedasticity. What does this mean
about the tests computed in parts (i) and (ii)?

10 Regression analysis can be used to test whether the market efficiently uses information
in valuing stocks. For concreteness, let return be the total return from holding a firm’s
stock over the four-year period from the end of 1990 to the end of 1994. The efficient mar-
kets hypothesis says that these returns should not be systematically related to information
known in 1990. If firm characteristics known at the beginning of the period help to predict
stock returns, then we could use this information in choosing stocks.

For 1990, let dkr be a firm’s debt to capital ratio, let eps denote the earnings per share,
let netinc denote net income, and let salary denote total compensation for the CEO.
(1) Using the data in RETURN.RAW, the following equation was estimated:

return= —1437 + 321 dkr + .043 eps — .0051 netinc + .0035 salary
(6.89) (.201) (.078) (.0047) (.0022)
n =142, R* = .0395.
Test whether the explanatory variables are jointly significant at the 5% level. Is any

explanatory variable individually significant?
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(i) Now, reestimate the model using the log form for netinc and salary:

return = —36.30 + 327 dkr + 069 eps — 4.74 log(netinc) + 7.24 log(salary)
(39.37)  (.203) (.080) (3.39) (6.31)

n = 142, R* = .0330.

Do any of your conclusions from part (i) change?

(iii) In this sample, some firms have zero debt and others have negative earnings. Should we
try to use log(dkr) or log(eps) in the model to see if these improve the fit? Explain.

(iv) Overall, is the evidence for predictability of stock returns strong or weak?

The following table was created using the data in CEOSAL2.RAW, where standard errors
are in parentheses below the coefficients:

Dependent Variable: log(salary)
Independent Variables m 2) 3)
log(sales) 224 158 .188
(.027) (.040) (.040)
log(mktval) [ 112 .100
(.050) (.049)
profmarg —_— —.0023 —.0022
(.0022) (.0021)
ceoten — — .0171
(.0055)
comten — — —.0092
(.0033) o
intercept 4.94 4.62 4.57 E”
(0.20) (0.25) (0.25) E
Observations 177 177 177 g
R-squared 281 304 353 S

The variable mktval is market value of the firm, profmarg is profit as a percentage of sales,

ceoten is years as CEO with the current company, and comten is total years with the company.

(i) Comment on the effect of profinarg on CEO salary.

(i) Does market value have a significant effect? Explain.

(iii) Interpret the coefficients on ceoten and comten. Are these explanatory variables sta-
tistically significant?

(iv) What do you make of the fact that longer tenure with the company, holding the other
factors fixed, is associated with a lower salary?

12 The following analysis was obtained using data in MEAP93.RAW, which contains school-
level pass rates (as a percent) on a 10th grade math test.
(1) The variable expend is expenditures per student, in dollars, and marh10 is the pass rate on
the exam. The following simple regression relates math10 to lexpend = log(expend):

math10 = —69.34 + 11.16 lexpend
(25.53)  (3.17)

n = 408, R* = .0297
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Interpret the coefficient on lexpend. In particular, if expend increases by 10%, what
is the estimated percentage point change in math10? What do you make of the large
negative intercept estimate? (The minimum value of lexpend is 8.11 and its average
value is 8.37.)

(i) Does the small R-squared in part (i) imply that spending is correlated with other fac-
tors affecting math10? Explain. Would you expect the R-squared to be much higher
if expenditures were randomly assigned to schools—that is, independent of other
school and student characteristics—rather than having the school districts determine
spending?

(iii) When log of enrollment and the percent of students eligible for the federal free lunch
program are included, the estimated equation becomes

math10 = —23.14 + 7.75 lexpend — 1.26 lenroll — 324 Inchprg
(24.99) (3.04) (0.58) (0.36)

n = 408, R* = .1893
Comment on what happens to the coefficient on lexpend. Is the spending coefficient
still statistically different from zero?

(iv) What do you make of the R-squared in part (iii)? What are some other factors that
could be used to explain math10 (at the school level)?

Computer Exercises

C1 The following model can be used to study whether campaign expenditures affect election
outcomes:

voteA = Bo + Bilog(expendA) + Brlog(expendB) + B3 prtystrA + u,

where voteA is the percentage of the vote received by Candidate A, expendA and expendB

are campaign expenditures by Candidates A and B, and prtystrA is a measure of party

strength for Candidate A (the percentage of the most recent presidential vote that went

to A’s party).

(i) What is the interpretation of 3;?

(i1) In terms of the parameters, state the null hypothesis that a 1% increase in A’s ex-
penditures is offset by a 1% increase in B’s expenditures.

(iii) Estimate the given model using the data in VOTE1.RAW and report the results
in usual form. Do A’s expenditures affect the outcome? What about B’s expendi-
tures? Can you use these results to test the hypothesis in part (ii)?

(iv) Estimate a model that directly gives the ¢ statistic for testing the hypothesis in part
(i1). What do you conclude? (Use a two-sided alternative.)

C2  Use the data in LAWSCHS85.RAW for this exercise.

(i) Using the same model as in Problem 4 in Chapter 3, state and test the null hypothesis
that the rank of law schools has no ceteris paribus effect on median starting salary.

(ii) Are features of the incoming class of students—namely, LSAT and GPA—
individually or jointly significant for explaining salary? (Be sure to account for
missing data on LSAT and GPA.)

(iii) Test whether the size of the entering class (clsize) or the size of the faculty
(faculty) needs to be added to this equation; carry out a single test. (Be careful to
account for missing data on clsize and faculty.)
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(iv) What factors might influence the rank of the law school that are not included in
the salary regression?

C3 Refer to Computer Exercise C2 in Chapter 3. Now, use the log of the housing price as the
dependent variable:

log(price) = Bo + Bisqrft + Babdrms + u.

(1) You are interested in estimating and obtaining a confidence interval for the percent-
age change in price when a 150-square-foot bedroom is added to a house. In decimal
form, this is 6; = 1508, + B». Use the data in HPRICE1.RAW to estimate 6.

(i) Write B in terms of 0, and B, and plug this into the log(price) equation.

(iii) Use part (ii) to obtain a standard error for 6, and use this standard error to
construct a 95% confidence interval.

C4 In Example 4.9, the restricted version of the model can be estimated using all 1,388 ob-
servations in the sample. Compute the R-squared from the regression of bwght on cigs,
parity, and faminc using all observations. Compare this to the R-squared reported for the
restricted model in Example 4.9.

C5  Use the data in MLB1.RAW for this exercise.

(i) Use the model estimated in equation (4.31) and drop the variable rbisyr. What
happens to the statistical significance of hrunsyr? What about the size of the
coefficient on hrunsyr?

(i) Add the variables runsyr (runs per year), fldperc (fielding percentage), and
sbasesyr (stolen bases per year) to the model from part (i). Which of these factors
are individually significant?

(iii) In the model from part (ii), test the joint significance of bavg, fldperc, and sbasesyr.

C6 Use the data in WAGE2.RAW for this exercise.
(i) Consider the standard wage equation

log(wage) = Bo + Bieduc + Boexper + Batenure + u.

State the null hypothesis that another year of general workforce experience has the
same effect on log(wage) as another year of tenure with the current employer.

(i1) Test the null hypothesis in part (i) against a two-sided alternative, at the 5% signifi-
cance level, by constructing a 95% confidence interval. What do you conclude?

C7 Refer to the example used in Section 4.4. You will use the data set TWOYEAR.RAW.

(i) The variable phsrank is the person’s high school percentile. (A higher number
is better. For example, 90 means you are ranked better than 90 percent of your
graduating class.) Find the smallest, largest, and average phsrank in the sample.

(i) Add phsrank to equation (4.26) and report the OLS estimates in the usual form. Is
phsrank statistically significant? How much is 10 percentage points of high school
rank worth in terms of wage?

(iii) Does adding phsrank to (4.26) substantively change the conclusions on the returns
to two- and four-year colleges? Explain.

(iv) The data set contains a variable called id. Explain why if you add id to equation
(4.17) or (4.26) you expect it to be statistically insignificant. What is the two-sided
p-value?
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C8 The data set 401KSUBS.RAW contains information on net financial wealth (nettfa),
age of the survey respondent (age), annual family income (inc), family size (fsize), and
participation in certain pension plans for people in the United States. The wealth and
income variables are both recorded in thousands of dollars. For this question, use only
the data for single-person households (so fsize = 1).

(i) How many single-person households are there in the data set?
(i1)) Use OLS to estimate the model

nettfa = Bo + Biinc + Brage + u,

and report the results using the usual format. Be sure to use only the single-person
households in the sample. Interpret the slope coefficients. Are there any surprises
in the slope estimates?

(iii) Does the intercept from the regression in part (ii) have an interesting meaning?
Explain.

(iv) Find the p-value for the test Ho: 82 = 1 against Hi: 82 < 1. Do you reject Hy at the
1% significance level?

(v) If you do a simple regression of nettfa on inc, is the estimated coefficient on inc
much different from the estimate in part (ii)? Why or why not?

C9 Use the data in DISCRIM.RAW to answer this question. (See also Computer Exercise C8
in Chapter 3.)
(i) Use OLS to estimate the model

log(psoda) = Bo + Biprpblck + B2 log(income) + Bsprppov + u,

and report the results in the usual form. Is B statistically different from zero at the
5% level against a two-sided alternative? What about at the 1% level?

(i) What is the correlation between log(income) and prppov? Is each variable
statistically significant in any case? Report the two-sided p-values.

(iii) To the regression in part (i), add the variable log(hseval). Interpret its coefficient
and report the two-sided p-value for Ho: Biog(isevany = 0.

(iv) In the regression in part (iii), what happens to the individual statistical significance
of log(income) and prppov? Are these variables jointly significant? (Compute a
p-value.) What do you make of your answers?

(v) Given the results of the previous regressions, which one would you report as most
reliable in determining whether the racial makeup of a zip code influences local
fast-food prices?

C10 Use the data in ELEM94_95 to answer this question. The findings can be compared
with those in Table 4.1. The dependent variable lavgsal is the log of average teacher sal-
ary and bs is the ratio of average benefits to average salary (by school).

(i) Run the simple regression of lavgsal on bs. Is the estimated slope statistically
different from zero? Is it statistically different from —17?

(i) Add the variables lenrol and Istaff to the regression from part (i). What happens to
the coefficient on bs? How does the situation compare with that in Table 4.1?

(iii) How come the standard error on the bs coefficient is smaller in part (ii) than in
part (i)? (Hint: What happens to the error variance versus multicollinearity when
lenrol and Istaff are added?)

(iv) How come the coefficient on Istaff is negative? Is it large in magnitude?
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(v) Now add the variable lunch to the regression. Holding other factors fixed, are
teachers being compensated for teaching students from disadvantaged back-
grounds? Explain.

(vi) Overall, is the pattern of results that you find with ELEM94_95.RAW consistent
with the pattern in Table 4.1?

C11  Use the data in HTV.RAW to answer this question. See also Computer Exercise C10 in
Chapter 3.
(i) Estimate the regression model

educ = By + Bymotheduc + B, fatheduc + Bsabil + Byabil* + u

by OLS and report the results in the usual form. Test the null hypothesis that educ
is linearly related to abil against the alternative that the relationship is quadratic.

(i) Using the equation in part (i), test Hy: B, = 3, against a two-sided alternative.
What is the p-value of the test?

(iii) Add the two college tuition variables to the regression from part (i) and determine
whether they are jointly statistically significant.

(iv) What is the correlation between fuir17 and fuit18? Explain why using the average
of the tuition over the two years might be preferred to adding each separately. What
happens when you do use the average?

(v) Do the findings for the average tuition variable in part (iv) make sense when
interpreted causally? What might be going on?
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CHAPTER

Multiple Regression Analysis:

OLS Asymptotics

n Chapters 3 and 4, we covered what are called finite sample, small sample, or exact
properties of the OLS estimators in the population model

Y=ot Bix + Bax, + o+ Brx o [5.1]

For example, the unbiasedness of OLS (derived in Chapter 3) under the first four Gauss-
Markov assumptions is a finite sample property because it holds for any sample size n (subject
to the mild restriction that n must be at least as large as the total number of parameters in the
regression model, k + 1). Similarly, the fact that OLS is the best linear unbiased estimator
under the full set of Gauss-Markov assumptions (MLR.1 through MLR.5) is a finite sample
property.

In Chapter 4, we added the classical linear model Assumption MLR.6, which states
that the error term u is normally distributed and independent of the explanatory variables.
This allowed us to derive the exact sampling distributions of the OLS estimators (condi-
tional on the explanatory variables in the sample). In particular, Theorem 4.1 showed that
the OLS estimators have normal sampling distributions, which led directly to the t and F
distributions for ¢ and F statistics. If the error is not normally distributed, the distribution
of a ¢ statistic is not exactly ¢, and an F statistic does not have an exact F distribution for
any sample size.

In addition to finite sample properties, it is important to know the asymptotic
properties or large sample properties of estimators and test statistics. These properties are
not defined for a particular sample size; rather, they are defined as the sample size grows
without bound. Fortunately, under the assumptions we have made, OLS has satisfactory
large sample properties. One practically important finding is that even without the normality
assumption (Assumption MLR.6), 7 and F statistics have approximately t and F distributions,
at least in large sample sizes. We discuss this in more detail in Section 5.2, after we cover the
consistency of OLS in Section 5.1.
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Because the material in this chapter is more difficult to understand, and because one
can conduct empirical work without a deep understanding of its contents, this chapter may
be skipped. However, we will necessarily refer to large sample properties of OLS when
we relax the homoskedasticity assumption in Chapter 8 and when we delve into estimation
using time series data in Part 2. Furthermore, virtually all advanced econometric methods
derive their justification using large-sample analysis, so readers who will continue into Part 3

should be familiar with the contents of this chapter.

5.1 Consistency

Unbiasedness of estimators, although important, cannot always be achieved. For example,
as we discussed in Chapter 3, the standard error of the regression, &, is not an unbiased esti-
mator for o, the standard deviation of the error u in a multiple regression model. Although
the OLS estimators are unbiased under MLR.1 through MLR.4, in Chapter 11 we will find
that there are time series regressions where the OLS estimators are not unbiased. Further,
in Part 3 of the text, we encounter several other estimators that are biased yet useful.

Although not all useful estimators are unbiased, virtually all economists agree that
consistency is a minimal requirement for an estimator. The Nobel Prize—winning econome-
trician Clive W. J. Granger once remarked, “If you can’t get it right as n goes to infinity,you
shouldn’t be in this business.” The implication is that, if your estimator of a particular
population parameter is not consistent, then you are wasting your time.

There are a few different ways to describe consistency. Formal definitions and results are
given in Appendix C; here, we focus on an intuitive understanding. For concreteness, let ,B ) be the
OLS estimator of g; for some j. For each n, BJ has a probab111ty distribution (representing its
possible values in different random samples of size n). Because BJ is unbiased under Assump-
tions MLR.1 through MLR.4, this distribution has mean value B;. If this estimator is con-
sistent, then the distribution of BJ becomes more and more tlghtly distributed around B; as
the sample size grows. As n tends to infinity, the distribution of ,Bj collapses to the single
point ;. In effect, this means that we can make our estimator arbitrarily close to B; if we
can collect as much data as we want. This convergence is illustrated in Figure 5.1.

Naturally, for any application, we have a fixed sample size, which is a major reason
an asymptotic property such as consistency can be difficult to grasp. Consistency involves a
thought experiment about what would happen as the sample size gets large (while, at the same
time, we obtain numerous random samples for each sample size). If obtaining more and more
data does not generally get us closer to the parameter value of interest, then we are using a
poor estimation procedure.

Conveniently, the same set of assumptions implies both unbiasedness and consistency
of OLS. We summarize with a theorem.

11350143 CONSISTENCY OF OLS

Under Assumptions MLR.1 through MLR.4, the OLS estimatorﬁj is consistent for B;, for all
j=01,..k
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FIGURE 5.1 Sampling distributions of B for sample sizes ny < nz < ns.
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A general proof of this result is most easily developed using the matrix algebra methods
described in Appendices D and E. But we can prove Theorem 5.1 without difficulty in the
case of the simple regression model. We focus on the slope estimator, ﬁl.

The proof starts out the same as the proof of unbiasedness: we write down the formula
for,@’l, and then plug iny; = By + Bx; + u;:

Bl = (Z (i — X)y; (Z (C 3_51)2)
i=1 i=1
n”! i(xil - fl)”i) (nl i (i — 51)2),
i=1 i=1

[5.2]
=B+

where dividing both the numerator and denominator by » does not change the expression
but allows us to directly apply the law of large numbers. When we apply the law of large
numbers to the averages in the second part of equation (5.2), we conclude that the numera-
tor and denominator converge in probability to the population quantities, Cov(x,u) and
Var(x,), respectively. Provided that Var(x,) # 0—which is assumed in MLR.3—we can
use the properties of probability limits (see Appendix C) to get

plim B, = B, + Cov(x,,u)/Var(x,)

[5.3]
= 3, because Cov(x,u) = 0.
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We have used the fact, discussed in Chapters 2 and 3, that E(u|x;) = 0 (Assumption MLR.4)
implies that x; and u are uncorrelated (have zero covariance).

As a technical matter, to ensure that the probability limits exist, we should assume
that Var(x;) < o and Var(u) < o (which means that their probability distributions are not
too spread out), but we will not worry about cases where these assumptions might fail.

The previous arguments, and equation (5.3) in particular, show that OLS is consistent
in the simple regression case if we assume only zero correlation. This is also true in the
general case. We now state this as an assumption.

Assumption MLR.4’ Zero Mean and Zero Correlation

E(u) = 0 and Cov(x;,u) =0, forj =1, 2, ..., k.

Assumption MLR.4" is weaker than Assumption MLR.4 in the sense that the latter
implies the former. One way to characterize the zero conditional mean assumption,
E(u|x1, ...» X) = 0, is that any function of the explanatory variables is uncorrelated with u.
Assumption MLR .4’ requires only that each x; is uncorrelated with u (and that u has a zero
mean in the population). In Chapter 2 we actually motivated the OLS estimator for simple
regression using Assumption MLR.4', and the first order conditions for OLS in the multiple
regression case, given in equations (3.13), are simply the sample analogs of the popula-
tion zero correlation assumptions (and zero mean assumption). Therefore, in some ways,
Assumption MLR.4' is more natural an assumption because it leads directly to the OLS
estimates. Further, when we think about violations of Assumption MLR.4, we usually think
in terms of Cov(x;, u) # 0 for some j. So how come we have used Assumption MLR .4 until
now? There are two reasons, both of which we have touched on earlier. First, OLS turns out
to be biased (but consistent) under Assumption MLR.4" if E(ux,, ..., x;) depends on any of
the x;. Because we have previously focused on finite sample, or exact, sampling properties
of the OLS estimators, we have needed the stronger zero conditional mean assumption.

Second, and probably more important, is that the zero conditional mean assumption
means that we have properly modeled the population regression function (PRF). That is,
under Assumption MLR.4 we can write

E(y|x1, ceey .xk) = BO + lel + ...+ kak’

and so we can obtain partial effects of the explanatory variables on the average or expected
value of y. If we instead only assume Assumption MLR.4', B, + B,x; + ... + B,x; need
not represent the population regression function, and we face the possibility that some
nonlinear functions of the X, such as x_?, could be correlated with the error u. A situation
like this means that we have neglected nonlinearities in the model that could help us better
explain y; if we knew that, we would usually include such nonlinear functions. In other
words, most of the time we hope to get a good estimate of the PRF, and so the zero condi-
tional mean assumption is natural. Nevertheless, the weaker zero correlation assumption
turns out to be useful in interpreting OLS estimation of a linear model as providing the
best linear approximation to the PRF. It is also used in more advanced settings, such as in
Chapter 15, where we have no interest in modeling a PRF. For further discussion of this
somewhat subtle point, see Wooldridge (2010, Chapter 4).
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172 PART 1 Regression Analysis with Cross-Sectional Data

Deriving the Inconsistency in OLS

Just as failure of E(u|x1, ..., X) = 0 causes bias in the OLS estimators, correlation between
u and any of x|, x,, ..., x; generally causes all of the OLS estimators to be inconsistent.
This simple but important observation is often summarized as: if the error is correlated
with any of the independent variables, then OLS is biased and inconsistent. This is very
unfortunate because it means that any bias persists as the sample size grows.

In the simple regression case, we can obtain the inconsistency from the first part of
equation (5.3), which holds whether or not u and x; are uncorrelated. The inconsistency in
,él (sometimes loosely called the asymptotic bias) is

plim B, — B, = Cov(x,,u)/Var(x,). [5.4]

Because Var(x;) > 0, the inconsistency in [§1 is positive if x; and u are positively
correlated, and the inconsistency is negative if x; and u are negatively correlated. If the
covariance between x; and u is small relative to the variance in x;, the inconsistency can
be negligible; unfortunately, we cannot even estimate how big the covariance is because
u is unobserved.

We can use (5.4) to derive the asymptotic analog of the omitted variable bias (see
Table 3.2 in Chapter 3). Suppose the true model,

Yy =Byt Bixy + Bax, T,

satisfies the first four Gauss-Markov assumptions. Then v has a zero mean and is uncorre-
lated with x; and x,. If ﬁo, ﬁl, and Bz denote the OLS estimators from the regression of y on
x; and x,, then Theorem 5.1 implies that these estimators are consistent. If we omit x, from
the regression and do the simple regression of y on x;, then u = 3,x, + v. Let [31 denote
the simple regression slope estimator. Then

plim B, = B, + B,5,, [5.5]
where
0, = Cov(x,,x,)/ Var(x,). [5.6]

Thus, for practical purposes, we can view the inconsistency as being the same as the bias.
The difference is that the inconsistency is expressed in terms of the population variance of
x; and the population covariance between x; and x,, while the bias is based on their sample
counterparts (because we condition on the values of x; and x, in the sample).

If x, and x, are uncorrelated (in the population), then 6, = 0, and 3, is a consistent
estimator of B3, (although not necessarily unbiased). If x, has a positive partial effect on y,
so that 8, > 0, and x, and x, are positively correlated, so that §, > 0, then the inconsis-
tency in ,él is positive. And so on. We can obtain the direction of the inconsistency or
asymptotic bias from Table 3.2. If the covariance between x; and x, is small relative to the
variance of x,, the inconsistency can be small.
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CHAPTER 5 Multiple Regression Analysis: OLS Asymptotics 173

EXAMPLE 5.1 HOUSING PRICES AND DISTANCE
FROM AN INCINERATOR

Let y denote the price of a house (price), let x; denote the distance from the house to a new
trash incinerator (distance), and let x, denote the “quality” of the house (quality). The vari-
able quality is left vague so that it can include things like size of the house and lot, number
of bedrooms and bathrooms, and intangibles such as attractiveness of the neighborhood.
If the incinerator depresses house prices, then 3, should be positive: everything else being
equal, a house that is farther away from the incinerator is worth more. By definition, 3, is
positive since higher quality houses sell for more, other factors being equal. If the incin-
erator was built farther away, on average, from better homes, then distance and quality are
positively correlated, and so 6§, > 0. A simple regression of price on distance [or log(price)
on log(distance)] will tend to overestimate the effect of the incinerator: 8, + 8,6, > ;.

l Emﬂma EEEE‘I Ap 1mp0rt:':1nt p01pt about inconsis-
tency in OLS estimators is that, by definition,
Suppose that the model the problem does not go away by adding
more observations to the sample. If anything,
the problem gets worse with more data:
SatiSfieS the ﬁI’St fOUr GaUSS-MarkOV assump- the OLS estimator gets closer and closer
tio'ns, wh‘ere score is score on a final exam, t0 B, + B,8, as the sample size grows.
skl'pped. is numbgr of classes skipped, and Deriving the sign and magnitude of
priGPA is GPA prior to the current semester. . . .
=~ . . the inconsistency in the general k regressor
If B; is from the simple regression of score on . . . .
: . Lo case is harder, just as deriving the bias is
skipped, what is the direction of the asymp- :
totic bias in ;2 more difficult. We need to remember that
if we have the model in equation (5.1)
where, say, x; is correlated with u but the other independent variables are uncorrelated with
u, all of the OLS estimators are generally inconsistent. For example, in the k = 2 case,

y =B+ Bix; + Brx; +u,

suppose that x, and u are uncorrelated but x, and u are correlated. Then the OLS estimators
ﬁ] and Bz will generally both be inconsistent. (The intercept will also be inconsistent.) The
inconsistency in ﬁz arises when x; and x, are correlated, as is usually the case. If x, and x, are
uncorrelated, then any correlation between x; and u does nof result in the inconsistency of ﬁzz
plim ,32 = [3,. Further, the inconsistency in ,é, is the same as in (5.4). The same statement
holds in the general case: if x, is correlated with u, but x, and u are uncorrelated with the other
independent variables, then onlyﬁl is inconsistent, and the inconsistency is given by (5.4).
The general case is very similar to the omitted variable case in Section 3A.4 of Appendix 3A.

score = By + Biskipped + B, priGPA + u

5.2 Asymptotic Normality and Large Sample Inference

Consistency of an estimator is an important property, but it alone does not allow us to perform
statistical inference. Simply knowing that the estimator is getting closer to the population
value as the sample size grows does not allow us to test hypotheses about the parameters.
For testing, we need the sampling distribution of the OLS estimators. Under the classical
linear model assumptions MLR.1 through MLR.6, Theorem 4.1 shows that the sampling
distributions are normal. This result is the basis for deriving the ¢ and F distributions that we
use so often in applied econometrics.
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174 PART 1 Regression Analysis with Cross-Sectional Data

The exact normality of the OLS estimators hinges crucially on the normality of the
distribution of the error, u, in the population. If the errors u;, u,, ..., u, are random draws
from some distribution other than the normal, the Bj will not be normally distributed,
which means that the 7 statistics will not have ¢ distributions and the F statistics will not
have F distributions. This is a potentially serious problem because our inference hinges on
being able to obtain critical values or p-values from the ¢ or F distributions.

Recall that Assumption MLR.6 is equivalent to saying that the distribution of y given
X1, X, ..., X 1S normal. Because y is observed and u is not, in a particular application, it is
much easier to think about whether the distribution of y is likely to be normal. In fact, we
have already seen a few examples where y definitely cannot have a conditional normal
distribution. A normally distributed random variable is symmetrically distributed about its
mean, it can take on any positive or negative value (but with zero probability), and more
than 95% of the area under the distribution is within two standard deviations.

In Example 3.5, we estimated a model explaining the number of arrests of young men
during a particular year (narr86). In the population, most men are not arrested during the
year, and the vast majority are arrested one time at the most. (In the sample of 2,725 men
in the data set CRIME1.RAW, fewer than 8% were arrested more than once during 1986.)
Because narr86 takes on only two values for 92% of the sample, it cannot be close to
being normally distributed in the population.

In Example 4.6, we estimated a model explaining participation percentages (prate) in
401(k) pension plans. The frequency distribution (also called a histogram) in Figure 5.2 shows

FIGURE 5.2 Histogram of prate using the data in 401K.RAW.
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CHAPTER 5 Multiple Regression Analysis: OLS Asymptotics 175

that the distribution of prate is heavily skewed to the right, rather than being normally
distributed. In fact, over 40% of the observations on prate are at the value 100, indicat-
ing 100% participation. This violates the normality assumption even conditional on the
explanatory variables.

We know that normality plays no role in the unbiasedness of OLS, nor does it affect
the conclusion that OLS is the best linear unbiased estimator under the Gauss-Markov
assumptions. But exact inference based on f and F statistics requires MLR.6. Does this
mean that, in our analysis of prate in Example 4.6, we must abandon the 7 statistics for
determining which variables are statistically significant? Fortunately, the answer to
this question is no. Even though the y; are not from a normal distribution, we can use
the central limit theorem from Appendix C to conclude that the OLS estimators satisfy
asymptotic normality, which means they are approximately normally distributed in
large enough sample sizes.

113 /50]{3Y M ASYMPTOTIC NORMALITY OF OLS

5.2 Under the Gauss-Markov Assumptions MLR.1 through MLR.5,
(i) vA(B; — B) 2 Normal(0,0%/a?), where o*/a? > 0 is the asymptotic variance of

\ﬁ(ﬁ, — B)); for the slope coefficients, a/-2 = plim (”7127:1&/?)/ where the f; are the residuals
from regressing x; on the other independent variables. We say that ,@, is asymptotically
normally distributed (see Appendix C);
(i) 6% is a consistent estimator of o> = Var(u);
(i) For each j,
(B; — B)/sd(B) 2 Normal(0,1)
and
(B; — B)/se(B) 2 Normal(0,1), [5.7]

where se(Bj) is the usual OLS standard error.

The proof of asymptotic normality is somewhat complicated and is sketched in the
appendix for the simple regression case. Part (ii) follows from the law of large numbers,
and part (iii) follows from parts (i) and (ii) and the asymptotic properties discussed in
Appendix C.

Theorem 5.2 is useful because the normality assumption MLR.6 has been dropped;
the only restriction on the distribution of the error is that it has finite variance, something
we will always assume. We have also assumed zero conditional mean (MLR.4) and homo-
skedasticity of u (MLR.5).

In trying to understand the meaning of Theorem 5.2, it is important to keep separate the
notions of the population distribution of the error term, u, and the sampling distributions of
the ,é ; as the sample size grows. A common mistake is to think that something is happen-
ing to the distribution of u—namely, that it is getting “closer” to normal—as the sample
size grows. But remember that the population distribution is immutable and has nothing
to do with the sample size. For example, we previously discussed narr86, the number of
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176 PART 1 Regression Analysis with Cross-Sectional Data

times a young man is arrested during the year 1986. The nature of this variable—it takes on
small, nonnegative integer values—is fixed in the population. Whether we sample 10 men
or 1,000 men from this population obviously has no effect on the population distribution.

What Theorem 5.2 says is that, regardless of the population distribution of u, the OLS
estimators, when properly standardized, have approximate standard normal distributions.
This approximation comes about by the central limit theorem because the OLS estimators
involve—in a complicated way—the use of sample averages. Effectively, the sequence of
distributions of averages of the underlying errors is approaching normality for virtually
any population distribution.

Notice how the standardlzed ,8] has an asymptotic standard normal distribution whether
we divide the dlfference B] B; by sd ( ,BJ) (which we do not observe because it depends
on o) or by se(,Bj) (which we can compute from our data because it depends on ). In other
words, from an asymptotic point of view it does not matter that we have to replace o with G.
Of course, replacing o with & affects the exact distribution of the standardized /3] We just saw
in Chapter 4 that under the class1cal lmear model assumptions, ( B] B])/sd(,Bj) has an exact
Normal(0,1) distribution and (,8] Bj)/se([)’,) has an exact #,_,_, distribution.

How should we use the result in equaton (5.7)? It may seem one consequence is that,
if we are going to appeal to large-sample analysis, we should now use the standard normal
distribution for inference rather than the ¢ distribution. But from a practical perspective it
is just as legitimate to write

B .8])/53(/3)~ n—k—1= lap [5.8]

because t,; approaches the Normal(0,1), distribution as df gets large Because we know
under the CLM the ¢, ,_; holds exactly, it makes sense to treat (,8] B])/se(B]) asart, ;|
random variable generally, even when MLR.6 does not hold.

Equation (5.8) tells us that ¢ testing and the construction of confidence intervals are
carried out exactly as under the classical linear model assumptions. This means that our
analysis of dependent variables like prate and narr86 does not have to change at all if
the Gauss-Markov assumptions hold: in both cases, we have at least 1,500 observations,
which is certainly enough to justify the approximation of the central limit theorem.

If the sample size is not very large, then the ¢ distribution can be a poor approximation
to the distribution of the 7 statistics when u is not normally distributed. Unfortunately, there
are no general prescriptions on how big the sample size must be before the approximation
is good enough. Some econometricians think that n = 30 is satisfactory, but this cannot be
sufficient for all possible distributions of u. Depending on the distribution of u, more
observations may be necessary before the central limit theorem delivers a useful approxi-
mation. Further, the quality of the approximation depends not just on 7, but on the df,
n — k — 1: With more independent variables in the model, a larger sample size is usually
needed to use the ¢ approximation. Methods for inference with small degrees of freedom
and nonnormal errors are outside the scope of this text. We will simply use the 7 statistics
as we always have without worrying about the normality assumption.

It is very important to see that Theorem 5.2 does require the homoskedasticity
assumption (along with the zero conditional mean assumption). If Var(y|x) is not constant,
the usual ¢ statistics and confidence intervals are invalid no matter how large the sample
size is; the central limit theorem does not bail us out when it comes to heteroskedasticity.
For this reason, we devote all of Chapter 8 to discussing what can be done in the presence
of heteroskedasticity.
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CHAPTER 5 Multiple Regression Analysis: OLS Asymptotics

One conclusion of Theorem 5.2 is that ° is a consistent estimator of ¢°; we already
know from Theorem 3.3 that & is unbiased for o> under the Gauss-Markov assump-
tions. The consistency implies that ¢ is a consistent estimator of o, which is important in
establishing the asymptotic normality result in equation (5.7).

Remember that & appears in the standard error for each B, In fact, the estimated
variance of §; is

& [5.9]
Var(B)) = SST(1 — R)

s Wwhere SST; is the total sum of squares of
» » » » J
EEEEE mE@E .| x;in the sample, and R? is the R-squared

In a regression model with a large sample from regressing .x; on all of the other in-
size, what is an approximate 95% confi- dependent variables. In Section 3.4, we
dence interval for B; under MLR.1 through studied each component of (5.9), which
MLR.5? We call this an asymptotic confi- we will now expound on in the context of
dence interval. asymptotic analysis. As the sample size

grows, 6~ converges in probability to the
constant ¢. Further, Rf approaches a number strictly between zero and unity (so that 1 —
Rjz converges to some number between zero and one). The sample variance of x; is SST;/n,
and so SST;/n converges to Var(x;) as the sample size grows. This means that SST; grows
at approxunately the same rate as the sample size: SST; = nol where 02 is the populatlon
variance of x;. When we combine these facts, we find that Var(ﬂ ) shnnks to zero at the rate
of 1/n; this is Why larger sample sizes are better.

When u is not normally distributed, the square root of (5.9) is sometimes called the
asymptotic standard error, and r statistics are called asymptotic ¢ statistics. Because
these are the same quantities we dealt with in Chapter 4, we will just call them standard
errors and ¢ statistics, with the understanding that sometimes they have only large-sample
justification. A similar comment holds for an asymptotic confidence interval constructed
from the asymptotic standard error.

Using the preceding argument about the estimated variance, we can write

se(B) = ¢;I/7, [5.10]

where ¢; is a positive constant that does not depend on the sample size. In fact, the constant
¢; can be shown to be

where o = sd(u), o;= sd(x;), and pjz is the population R-squared from regressing x; on the
other explanatory variables. Just like studying equation (5.9) to see which variables affect
Var(ﬁj) under the Gauss-Markov assumptions, we can use this expression for ¢; to study
the impact of larger error standard deviation (o), more population variation in x; (¢;), and
multicollinearity in the population (p?).

Equation (5.10) is only an approximation, but it is a useful rule of thumb: standard
errors can be expected to shrink at a rate that is the inverse of the square root of the
sample size.
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178 PART 1 Regression Analysis with Cross-Sectional Data

EXAMPLE 5.2 STANDARD ERRORS IN A BIRTH WEIGHT EQUATION

We use the data in BWGHT.RAW to estimate a relationship where log of birth weight is
the dependent variable, and cigarettes smoked per day (cigs) and log of family income are
independent variables. The total number of observations is 1,388. Using the first half of
the observations (694), the standard error for ﬁcigs is about .0013. The standard error using
all of the observations is about .00086. The ratio of the latter standard error to the former
is .00086/.0013 = .662. This is pretty close to 694/1,388 =~ .707, the ratio obtained from
the approximation in (5.10). In other words, equation (5.10) implies that the standard error
using the larger sample size should be about 70.7% of the standard error using the smaller
sample. This percentage is pretty close to the 66.2% we actually compute from the ratio of
the standard errors.

The asymptotic normality of the OLS estimators also implies that the F statistics have
approximate F distributions in large sample sizes. Thus, for testing exclusion restrictions
or other multiple hypotheses, nothing changes from what we have done before.

Other Large Sample Tests: The Lagrange Multiplier Statistic

Once we enter the realm of asymptotic analysis, other test statistics can be used for
hypothesis testing. For most purposes, there is little reason to go beyond the usual 7 and F
statistics: as we just saw, these statistics have large sample justification without the nor-
mality assumption. Nevertheless, sometimes it is useful to have other ways to test multiple
exclusion restrictions, and we now cover the Lagrange multiplier (LM) statistic, which
has achieved some popularity in modern econometrics.

The name “Lagrange multiplier statistic” comes from constrained optimization, a
topic beyond the scope of this text. [See Davidson and MacKinnon (1993).] The name
score statistic—which also comes from optimization using calculus—is used as well.
Fortunately, in the linear regression framework, it is simple to motivate the LM statistic
without delving into complicated mathematics.

The form of the LM statistic we derive here relies on the Gauss-Markov assumptions,
the same assumptions that justify the F statistic in large samples. We do not need the
normality assumption.

To derive the LM statistic, consider the usual multiple regression model with k inde-
pendent variables:

Y=o+ Bix + ... T B T [5.11]

We would like to test whether, say, the last g of these variables all have zero population
parameters: the null hypothesis is

Ho: Bi—gs1 =0, ..., B = 0, [5.12]

which puts g exclusion restrictions on the model (5.11). As with F testing, the alternative
to (5.12) is that at least one of the parameters is different from zero.
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CHAPTER 5 Multiple Regression Analysis: OLS Asymptotics 179

The LM statistic requires estimation of the restricted model only. Thus, assume that
we have run the regression

y=Bo+ Bixi + o+ Biyxiy + 01, [5.13]

[Tk

where indicates that the estimates are from the restricted model. In particular, # indi-
cates the residuals from the restricted model. (As always, this is just shorthand to indicate
that we obtain the restricted residual for each observation in the sample.)

If the omitted variables x;_, ., through x, truly have zero population coefficients,
then, at least approximately, it should be uncorrelated with each of these variables in the
sample. This suggests running a regression of these residuals on those independent vari-
ables excluded under H,,, which is almost what the LM test does. However, it turns out
that, to get a usable test statistic, we must include all of the independent variables in the
regression. (We must include all regressors because, in general, the omitted regressors in
the restricted model are correlated with the regressors that appear in the restricted model.)
Thus, we run the regression of

ii on X1 X2y eery Xpo [5.1 4]

This is an example of an auxiliary regression, a regression that is used to compute a test
statistic but whose coefficients are not of direct interest.

How can we use the regression output from (5.14) to test (5.12)? If (5.12) is true, the
R-squared from (5.14) should be “close” to zero, subject to sampling error, because i will be
approximately uncorrelated with all the independent variables. The question, as always with
hypothesis testing, is how to determine when the statistic is large enough to reject the null
hypothesis at a chosen significance level. It turns out that, under the null hypothesis, the sample
size multiplied by the usual R-squared from the auxiliary regression (5.14) is distributed
asymptotically as a chi-square random variable with ¢ degrees of freedom. This leads to a
simple procedure for testing the joint significance of a set of g independent variables.

The Lagrange Multiplier Statistic for g Exclusion Restrictions:

(1) Regress y on the restricted set of independent variables and save the residuals, .

(ii) Regress ii on all of the independent variables and obtain the R-squared, say, RZ (to distin-
guish it from the R-squareds obtained with y as the dependent variable).

(iii) Compute LM = nR? [the sample size times the R-squared obtained from step (ii)].

(iv) Compare LM to the appropriate critical value, c, in a qu distribution; if LM > c, the
null hypothesis is rejected. Even better, obtain the p-value as the probability that a )(f]
random variable exceeds the value of the test statistic. If the p-value is less than the
desired significance level, then H,, is rejected. If not, we fail to reject H,. The rejection
rule is essentially the same as for F testing.

Because of its form, the LM statistic is sometimes referred to as the n-R-squared
statistic. Unlike with the F statistic, the degrees of freedom in the unrestricted model
plays no role in carrying out the LM test. All that matters is the number of restrictions
being tested (g), the size of the auxiliary R-squared (Rz), and the sample size (n). The df in
the unrestricted model plays no role because of the asymptotic nature of the LM statistic.
But we must be sure to multiply R? by the sample size to obtain LM; a seemingly low
value of the R-squared can still lead to joint significance if n is large.
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Before giving an example, a word of caution is in order. If in step (i), we mistak-
enly regress y on all of the independent variables and obtain the residuals from this
unrestricted regression to be used in step (ii), we do not get an interesting statistic: the
resulting R-squared will be exactly zero! This is because OLS chooses the estimates so
that the residuals are uncorrelated in samples with all included independent variables
[see equations in (3.13)]. Thus, we can only test (5.12) by regressing the restricted re-
siduals on all of the independent variables. (Regressing the restricted residuals on the
restricted set of independent variables will also produce R*> = 0.)

ECONOMIC MODEL OF CRIME

We illustrate the LM test by using a slight extension of the crime model from
Example 3.5:

narr86 = By + B,pcnv + Bravgsen + Bstottime + BuptimeS86 + BsqempS86 + u,
where

narr86 = the number of times a man was arrested.
pcny = the proportion of prior arrests leading to conviction.
avgsen = average sentence served from past convictions.
tottime = total time the man has spent in prison prior to 1986 since reaching the age
of 18.
ptime86 = months spent in prison in 1986.
gemp86 = number of quarters in 1986 during which the man was legally employed.

We use the LM statistic to test the null hypothesis that avgsen and tottime have no
effect on narr86 once the other factors have been controlled for.

In step (i), we estimate the restricted model by regressing narr86 on pcnv, ptimeS86,
and gemp86; the variables avgsen and tottime are excluded from this regression. We obtain
the residuals # from this regression, 2,725 of them. Next, we run the regression of

it on pcnv, ptime86, gemp86, avgsen, and tottime; [5.15]

as always, the order in which we list the independent variables is irrelevant. This second
regression produces R%, which turns out to be about .0015. This may seem small, but we
must multiply it by 7 to get the LM statistic: LM = 2,725(.0015) = 4.09. The 10% critical
value in a chi-square distribution with two degrees of freedom is about 4.61 (rounded to two
decimal places; see Table G.4). Thus, we fail to reject the null hypothesis that 8,4, = 0
and B,,uime = 0 at the 10% level. The p-value is P(Xi > 4.09) = .129, so we would reject
H, at the 15% level.

As a comparison, the F test for joint significance of avgsen and tottime yields a p-value
of about .131, which is pretty close to that obtained using the LM statistic. This is not sur-
prising since, asymptotically, the two statistics have the same probability of Type I error.
(That is, they reject the null hypothesis with the same frequency when the null is true.)

As the previous example suggests, with a large sample, we rarely see important dis-
crepancies between the outcomes of LM and F tests. We will use the F statistic for the
most part because it is computed routinely by most regression packages. But you should
be aware of the LM statistic as it is used in applied work.
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One final comment on the LM statistic. As with the F statistic, we must be sure to use
the same observations in steps (i) and (ii). If data are missing for some of the independent
variables that are excluded under the null hypothesis, the residuals from step (i) should be
obtained from a regression on the reduced data set.

5.3 Asymptotic Efficiency of OLS

We know that, under the Gauss-Markov assumptions, the OLS estimators are best linear
unbiased. OLS is also asymptotically efficient among a certain class of estimators under
the Gauss-Markov assumptions. A general treatment requires matrix algebra and advanced
asymptotic analysis. First, we describe the result in the simple regression case.

In the model

y =B+ Bix+u, [5.16]

u has a zero conditional mean under MLR.4: E(u|x) = 0. This opens up a variety of con-
sistent estimators for 8, and 3;; as usual, we focus on the slope parameter, 3;. Let g(x)
be any function of x; for example, g(x) = x* or g(x) = 1/(1 + |x|). Then u is uncorrelated
with g(x) (see Property CE.5 in Appendix B). Let z; = g(x;) for all observations i. Then the
estimator

Bi = (Z @ - Z)y,-) / (Z @~ Z)x,-) [5.17]
i=1 i=1

is consistent for B, provided g(x) and x are correlated. [Remember, it is possible that g(x)
and x are uncorrelated because correlation measures /inear dependence.] To see this, we
can plug iny; = B, + Bx; + u; and write 3, as

n_lz (z; — Z)u,-)/(n_lz (z; — Z)x,-). [5.18]
i=1 i=1

Now, we can apply the law of large numbers to the numerator and denominator, which con-
verge in probability to Cov(z,u) and Cov(z,x), respectively. Provided that Cov(z,x) # 0—
so that z and x are correlated—we have

.é1:.31+

plim ,él = B, + Cov(z,u)/Cov(z,x) = By,

because Cov(z,u) = 0 under MLR .4.

It is more difficult to show that B~1 is asymptotically normal. Nevertheless, using
arguments similar to those in the appendix, it can be shown that v7i(8,— B,) is asymptoti-
cally normal with mean zero and asymptotic variance o Var(z)/[Cov(z,x)]*. The asymptotic
variance of the OLS estimator is obtained when z = x, in which case, Cov(z,x) = Cov(x,x) =
Var(x). Therefore, the asymptotic variance of v7( 31 — 1), where /§1 is the OLS estimator, is
o*Var(x)/[Var(x)]> = ¢?/Var(x). Now, the Cauchy-Schwartz inequality (see Appendix B.4)
implies that [Cov(z,x)]* < Var(z)Var(x), which implies that the asymptotic variance of /i
(,@1 — B)) is no larger than that of Jﬁ(,él — B,).- We have shown in the simple regression
case that, under the Gauss-Markov assumptions, the OLS estimator has a smaller
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182 | PART 1 Regression Analysis with Cross-Sectional Data

asymptotic variance than any estimator of the form (5.17). [The estimator in (5.17) is
an example of an instrumental variables estimator, which we will study extensively
in Chapter 15.] If the homoskedasticity assumption fails, then there are estimators
of the form (5.17) that have a smaller asymptotic variance than OLS. We will see this in
Chapter 8.

The general case is similar but much more difficult mathematically. In the k regres-
sor case, the class of consistent estimators is obtained by generalizing the OLS first order
conditions:

Z 8(x)(y; — Bo = Bixis — . = Bixi) = 0,j =0, 1, ..., k, [5.19]
=1

where g/(x;) denotes any function of all explanatory variables for observation i. As can
be seen by comparing (5.19) with the OLS first order conditions in (3.13), we obtain the
OLS estimators when go(x;) = 1 and g;(x;) = x;; for j = 1, 2, ..., k. The class of estimators
in (5.19) is infinite, because we can use any functions of the x; that we want.

17120):13 0 ASYMPTOTIC EFFICIENCY OF OLS

5.3 Under the Gauss-Markov assumptions, let [§/- denote estimators that solve equations of the
form (5.19) and let B/- denote the OLS estimators. Then forj = 0, 1, 2, ..., k, the OLS esti-
mators have the smallest asymptotic variances: Avar ¢ﬁ(/§/ — B) = Avar /n(B; — B).

Proving consistency of the estimators in (5.19), let alone showing they are asymp-
totically normal, is mathematically difficult. See Wooldridge (2010, Chapter 5).

Summary

The claims underlying the material in this chapter are fairly technical, but their practical im-
plications are straightforward. We have shown that the first four Gauss-Markov assumptions
imply that OLS is consistent. Furthermore, all of the methods of testing and constructing con-
fidence intervals that we learned in Chapter 4 are approximately valid without assuming that
the errors are drawn from a normal distribution (equivalently, the distribution of y given the
explanatory variables is not normal). This means that we can apply OLS and use previous
methods for an array of applications where the dependent variable is not even approximately
normally distributed. We also showed that the LM statistic can be used instead of the F statistic
for testing exclusion restrictions.

Before leaving this chapter, we should note that examples such as Example 5.3 may very
well have problems that do require special attention. For a variable such as narr86, which is
zero or one for most men in the population, a linear model may not be able to adequately cap-
ture the functional relationship between narr86 and the explanatory variables. Moreover, even
if a linear model does describe the expected value of arrests, heteroskedasticity might be a
problem. Problems such as these are not mitigated as the sample size grows, and we will return
to them in later chapters.
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Key Terms
Asymptotic Bias Asymptotic ¢ Statistics Lagrange Multiplier (LM)
Asymptotic Confidence Asymptotic Variance Statistic

Interval Asymptotically Efficient Large Sample Properties

Asymptotic Normality Auxiliary Regression n-R-Squared Statistic
Asymptotic Properties Consistency Score Statistic
Asymptotic Standard Error Inconsistency

Problems

1 Inthe s1mple regression model under MLR.1 through MLR.4, we argued that the slope es-

timator, 3,, is consistent for 3. Using B, =7 — B,x",, show that plim Bo = Bo. [You need
to use the consistency of B, and the law of large numbers, along with the fact that 8, =

E(y) = BiE(x)).]
Suppose that the model

pctstck = By + B, funds + Byrisktol + u

satisfies the first four Gauss-Markov assumptions, where pctstck is the percentage of a
worker’s pension invested in the stock market, funds is the number of mutual funds that
the worker can choose from, and risktol is some measure of risk tolerance (larger risktol
means the person has a higher tolerance for risk). If funds and risktol are positively cor-
related, what is the inconsistency in ,él, the slope coefficient in the simple regression of
pctstck on funds?

The data set SMOKE.RAW contains information on smoking behavior and other variables
for a random sample of single adults from the United States. The variable cigs is the (aver-
age) number of cigarettes smoked per day. Do you think cigs has a normal distribution in
the U.S. adult population? Explain.

In the simple regression model (5.16), under the first four Gauss-Markov assumptions, we
showed that estimators of the form (5. 17) are consistent for the slope, ;. Given such an
estimator, define an estimator of 3, by ,80 =y — B X. Show that plim Bo Bo-

Computer Exercises

C1

Use the data in WAGE1.RAW for this exercise.
(i) Estimate the equation

wage = By + Bieduc + B,exper + Bstenure + u.

Save the residuals and plot a histogram.

(i) Repeat part (i), but with log(wage) as the dependent variable.

(iii) Would you say that Assumption MLR.6 is closer to being satisfied for the level-
level model or the log-level model?

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.
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C2 Use the data in GPA2.RAW for this exercise.
(i) Using all 4,137 observations, estimate the equation

colgpa = B, + B,hsperc + Bysat + u

and report the results in standard form.

(i) Reestimate the equation in part (i), using the first 2,070 observations.

(iii) Find the ratio of the standard errors on Asperc from parts (i) and (ii). Compare this
with the result from (5.10).

C3 Inequation (4.42) of Chapter 4, using the data set BWGHT.RAW, compute the LM sta-
tistic for testing whether motheduc and fatheduc are jointly significant. In obtaining the
residuals for the restricted model, be sure that the restricted model is estimated using
only those observations for which all variables in the unrestricted model are available
(see Example 4.9).

C4  Several statistics are commonly used to detect nonnormality in underlying population
distributions. Here we will study one that measures the amount of skewness in a dis-
tribution. Recall that any normally distributed random variable is symmetric about its
mean; therefore, if we standardize a symmetrically distributed random variable, say
z = (y = pyloy, where u, = E(y) and o, = sd(y), then z has mean zero, variance one,
and E(z*) = 0. Given a sample of data {y,: i = I, ..., n}, we can standardize y, in the
sample by using z; = (y; — ,)/,, where [i, is the sample mean and &, is the sample
standard deviation. (We ignore the fact that these are estimates based on the sample.) A
sample statistic that measures skewness is n’lz ?:lzf, or where 7 is replaced with (n
— 1) as a degrees-of-freedom adjustment. If y has a normal distribution in the popula-
tion, the skewness measure in the sample for the standardized values should not differ
significantly from zero.

(i) First use the data set 401KSUBS.RAW, keeping only observations with fsize = 1.
Find the skewness measure for inc. Do the same for log(inc). Which variable has
more skewness and therefore seems less likely to be normally distributed?

(i) Nextuse BWGHT2.RAW. Find the skewness measures for bwght and log(bwght).
What do you conclude?

(iii) Evaluate the following statement: “The logarithmic transformation always makes
a positive variable look more normally distributed.”

(iv) If we are interested in the normality assumption in the context of regression,
should we be evaluating the unconditional distributions of y and log(y)? Explain.

C5  Consider the analysis in Computer Exercise C11 in Chapter 4 using the data in HTV.RAW,
where educ is the dependent variable in a regression.
(i) How many different values are taken on by educ in the sample? Does educ have a
continuous distribution?
(i) Plot a histogram of educ with a normal distribution overlay. Does the distribution
of educ appear anything close to normal?
(iii)) Which of the CLM assumptions seems clearly violated in the model

educ = B, +B,motheduc + B, fatheduc + Bsabil + B,abil* +u?

How does this violation change the statistical inference procedures carried out in
Computer Exercise C11 in Chapter 4?
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APPENDIX 5A

Asymptotic Normality of OLS

We sketch a proof of the asymptotic normality of OLS [Theorem 5.2(i)] in the simple
regression case. Write the simple regression model as in equation (5.16). Then, by the
usual algebra of simple regression, we can write

‘/ﬁ(ﬁl — By = (]/53)[711/2 Z(xi - ?_C)Ml},

i=1

where we use s? to denote the sample variance of {x;: i = 1, 2, ..., n}. By the law of
large numbers (see Appendix C), s> % o2 = Var(x). Assumption MLR.3 rules out no
perfect collinearity, which means that Var(x) > 0 (x; varies in the sample, and therefore
x is not constant in the population). Next, n """ (v, = Xy, = n D" (6, — wyu; +
(u — )"c)[n’”zzinzlui], where u = E(x) is the population mean of x. Now {u,} is a
sequence of i.i.d. random variables with mean zero and variance o2, and so n 2" u;
converges to the Normal(0,0?) distribution as n — o; this is just the central limit theorem
from Appendix C. By the law of large numbers, plim(x — X) = 0. A standard result in as-
ymptotic theory is that if plim(w,) = 0 and z, has an asymptotic normal distribution, then
plim(w,z,) = 0. [See Wooldridge (2010, Chapter 3) for more discussion.] This implies
that (u — ®)[n~ " u,] has zero plim. Next, {(x; — gu;: i = 1,2, ...} is an indefinite
sequence of i.i.d. random variables with mean zero—because « and x are uncorrelated
under Assumption MLR.4—and variance oo 2 by the homoskedasticity Assumption
MLR.5. Therefore, =2 " (x; — @)u; has an asymptotic Normal(0,0%07) distribution.
We just showed that the difference between n~ ' Z?:l(xi — Xu;andn” Y ZZ ?:l(xl- — W;
has zero plim. A result in asymptotic theory is that if z, has an asymptotic normal distri-
bution and plim(v, — z,) = 0, then v, has the same asymptotic normal distribution as z,,.
It follows that n~ ' ZLI (x; — X¥)u; also has an asymptotic Normal(0,0°¢) distribution.
Putting all of the pieces together gives

m(él —B) = (1/0'3)["1/22()@ - X)Ml}
i=1

+ [(1/s?) — (1/03)][n”2i(x,- - )_C)u,}
i=1

and since plim(1/s?) = 1/o2, the second term has zero plim. Therefore, the asymptotic dis-
tribution of vii(8, — B,) is Normal(0,{c?0>}/{02}?) = Normal(0,0%/02). This completes
the proof in the simple regression case, as a? = ¢2 in this case. See Wooldridge (2010,
Chapter 4) for the general case.
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CHAPTER

Multiple Regression Analysis:

Further Issues

his chapter brings together several issues in multiple regression analysis that we

could not conveniently cover in earlier chapters. These topics are not as fundamental

as the material in Chapters 3 and 4, but they are important for applying multiple
regression to a broad range of empirical problems.

6.1 Effects of Data Scaling on OLS Statistics

In Chapter 2 on bivariate regression, we briefly discussed the effects of changing the units of
measurement on the OLS intercept and slope estimates. We also showed that changing the
units of measurement did not affect R-squared. We now return to the issue of data scaling
and examine the effects of rescaling the dependent or independent variables on standard
errors, ¢ statistics, F statistics, and confidence intervals.

We will discover that everything we expect to happen, does happen. When variables
are rescaled, the coefficients, standard errors, confidence intervals, ¢ statistics, and F
statistics change in ways that preserve all measured effects and testing outcomes. Although
this is no great surprise—in fact, we would be very worried if it were not the case—it is
useful to see what occurs explicitly. Often, data scaling is used for cosmetic purposes,
such as to reduce the number of zeros after a decimal point in an estimated coefficient. By
judiciously choosing units of measurement, we can improve the appearance of an estimated
equation while changing nothing that is essential.

We could treat this problem in a general way, but it is much better illustrated with
examples. Likewise, there is little value here in introducing an abstract notation.

We begin with an equation relating infant birth weight to cigarette smoking and family
income:

mg\ht = Bo + ﬁlcigs + Bzfaminc, [6.1]

where

bwght = child birth weight, in ounces.
cigs = number of cigarettes smoked by the mother while pregnant, per day.
faminc = annual family income, in thousands of dollars.
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TABLE 6.1 Effects of Data Scaling

Dependent Variable (1) bwght (2) bwghtlbs (3) bwght
Independent Variables
cigs —.4634 —.0289 —
(.0916) (.0057)
packs — — -9.268
(1.832)
faminc .0927 .0058 .0927
(.0292) (.0018) (.0292)
intercept 116.974 7.3109 116.974
(1.049) (.0656) (1.049)
Observations 1,388 1,388 1,388 g
R-Squared .0298 .0298 .0298 g
SSR 557,485.51 2,177.6778 557,485.51 !
SER 20.063 1.2539 20.063 g

The estimates of this equation, obtained using the data in BWGHT.RAW, are given in the
first column of Table 6.1. Standard errors are listed in parentheses. The estimate on cigs
says that if a woman smoked 5 more cigarettes per day, birth weight is predicted to be
about .4634(5) = 2.317 ounces less. The 7 statistic on cigs is —5.06, so the variable is very
statistically significant.

Now, suppose that we decide to measure birth weight in pounds, rather than in ounces.
Let bwghtlbs = bwght/16 be birth weight in pounds. What happens to our OLS statistics
if we use this as the dependent variable in our equation? It is easy to find the effect on the
coefficient estimates by simple manipulation of equation (6.1). Divide this entire equation
by 16:

bwght!16 = B4/16 + (B,/16)cigs + (B,/16)faminc.

Since the left-hand side is birth weight in pounds, it follows that each new coefficient
will be the corresponding old coefficient divided by 16. To verify this, the regression of
bwghtlbs on cigs, and faminc is reported in column (2) of Table 6.1. Up to four digits, the
intercept and slopes in column (2) are just those in column (1) divided by 16. For example,
the coefficient on cigs is now —.0289; this means that if cigs were higher by five, birth
weight would be .0289(5) = .1445 pounds lower. In terms of ounces, we have .1445(16) =
2.312, which is slightly different from the 2.317 we obtained earlier due to rounding error.
The point is, once the effects are transformed into the same units, we get exactly the same
answer, regardless of how the dependent variable is measured.

What about statistical significance? As we expect, changing the dependent variable
from ounces to pounds has no effect on how statistically important the independent variables
are. The standard errors in column (2) are 16 times smaller than those in column (1). A few
quick calculations show that the ¢ statistics in column (2) are indeed identical to the ¢ sta-
tistics in column (1). The endpoints for the confidence intervals in column (2) are just the
endpoints in column (1) divided by 16. This is because the CIs change by the same factor as
the standard errors. [Remember that the 95% CI here is BJ- * 1.96 se(,éj).]
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188 PART 1 Regression Analysis with Cross-Sectional Data

In terms of goodness-of-fit, the R-squareds from the two regressions are identical, as
should be the case. Notice that the sum of squared residuals, SSR, and the standard error
of the regression, SER, do differ across equations. These differences are easily explained.
Let i1; denote the residual for observation 7 in the original equation (6.1). Then the residual
when bwghtlbs is the dependent variable is simply #;/16. Thus, the squared residual in the
second equation is (i1;/16)* = 1/256. This is why the sum of squared residuals in column (2)
is equal to the SSR in column (1) divided by 256.

Since SER = & = /SSR/(n — k — 1) = J/SSR/1,385, the SER in column (2) is 16
times smaller than that in column (1). Another way to think about this is that the error in
the equation with bwghtlbs as the dependent variable has a standard deviation 16 times
smaller than the standard deviation of the original error. This does not mean that we have
reduced the error by changing how birth weight is measured; the smaller SER simply
reflects a difference in units of measurement.

Next, let us return the dependent variable to its original units: bwght is measured in
ounces. Instead, let us change the unit of measurement of one of the independent variables,
cigs. Define packs to be the number of packs of cigarettes smoked per day. Thus, packs =
cigs/20. What happens to the coefficients and other OLS statistics now? Well, we can write

@ = [§0 + (ZOﬁl)(cigs/ZO) + ﬁzfaminc = ,éo + (20[§l)packs + ﬁzfaminc.

Thus, the intercept and slope coefficient on faminc are unchanged, but the coefficient on
packs is 20 times that on cigs. This is intuitively appealing. The results from the regression
of bwght on packs and faminc are in column (3) of Table 6.1. Incidentally, remember that
it would make no sense to include both cigs and packs in the same equation; this would in-
: duce perfect multicollinearity and would
I Ezm ma Em@&l have no interesting meaning.
. . . . Other than the coefficient on packs,
In the original birth weight equation (6.1), . Co
. . there is one other statistic in column (3)
suppose that faminc is measured in dollars that differs f that i 1 - th
rather than in thousands of dollars. Thus, at ditters from that in column (1): the
define the variable fincdol = 1,000-faminc. | Standard error on pqcks is 20 times largér
How will the OLS statistics change when than that on cigs in column (I). This

fincdol is substituted for faminc? For the
purpose of presenting the regression results,
do you think it is better to measure income

means that the ¢ statistic for testing the
significance of cigarette smoking is the
same whether we measure smoking in

in dollars or in thousands of dollars?

terms of cigarettes or packs. This is only
natural.

The previous example spells out most of the possibilities that arise when the dependent
and independent variables are rescaled. Rescaling is often done with dollar amounts in
economics, especially when the dollar amounts are very large.

In Chapter 2, we argued that, if the dependent variable appears in logarithmic form,
changing the unit of measurement does not affect the slope coefficient. The same is true
here: changing the unit of measurement of the dependent variable, when it appears in
logarithmic form, does not affect any of the slope estimates. This follows from the simple
fact that log(c,y;) = log(c;) + log(y,) for any constant ¢; > 0. The new intercept will
be log(c;) + BO. Similarly, changing the unit of measurement of any x;, where log(x;)
appears in the regression, only affects the intercept. This corresponds to what we know
about percentage changes and, in particular, elasticities: they are invariant to the units
of measurement of either y or the x;. For example, if we had specified the dependent
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variable in (6.1) to be log(bwght), estimated the equation, and then reestimated it with
log(bwghtlbs) as the dependent variable, the coefficients on cigs and faminc would be
the same in both regressions; only the intercept would be different.

Beta Coefficients

Sometimes, in econometric applications, a key variable is measured on a scale that is
difficult to interpret. Labor economists often include test scores in wage equations, and the
scale on which these tests are scored is often arbitrary and not easy to interpret (at least for
economists!). In almost all cases, we are interested in how a particular individual’s score
compares with the population. Thus, instead of asking about the effect on hourly wage if,
say, a test score is 10 points higher, it makes more sense to ask what happens when the test
score is one standard deviation higher.

Nothing prevents us from seeing what happens to the dependent variable when an
independent variable in an estimated model increases by a certain number of standard
deviations, assuming that we have obtained the sample standard deviation (which is easy
in most regression packages). This is often a good idea. So, for example, when we look at
the effect of a standardized test score, such as the SAT score, on college GPA, we can find
the standard deviation of SAT and see what happens when the SAT score increases by one
or two standard deviations.

Sometimes, it is useful to obtain regression results when all variables involved, the
dependent as well as all the independent variables, have been standardized. A variable is
standardized in the sample by subtracting off its mean and dividing by its standard devia-
tion (see Appendix C). This means that we compute the z-score for every variable in the
sample. Then, we run a regression using the z-scores.

Why is standardization useful? It is easiest to start with the original OLS equation,
with the variables in their original forms:

Vi = ﬁo + BAlxil + BAzxiz +...t kaik + 4. [6.2]

We have included the observation subscript i to emphasize that our standardization is
applied to all sample values. Now, if we average (6.2), use the fact that the i; have a zero
sample average, and subtract the result from (6.2), we get

Vi =V =B — X))+ Bolxin — X)) .+ Bl — X)) + iy

Now, let &, be the sample standard deviation for the dependent variable, let &, be the sample
sd for x,, let &, be the sample sd for x,, and so on. Then, simple algebra gives the equation

(yi = DG, = (61/6,)B[(xy — ZIG,] + ...
+ (G )Bil(xy — TIG] + (@5, [6.3]

Each variable in (6.3) has been standardized by replacing it with its z-score, and this has
resulted in new slope coefficients. For example, the slope coefficient on (x;; — X,)/d is
(6'1/6'y)[§1. This is simply the original coefficient, B multiplied by the ratio of the standard
deviation of x, to the standard deviation of y. The intercept has dropped out altogether.

It is useful to rewrite (6.3), dropping the i subscript, as

Z, = 5121 + 5222 +...+ Ekzk + error, [6.4]
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where z, denotes the z-score of y, z; is the z-score of x;, and so on. The new coeffi-
cients are

b, = /6B, forj =1, ... k. [6.5]

These 131- are traditionally called standardized coefficients or beta coefficients. (The latter
name is more common, which is unfortunate because we have been using beta hat to denote
the usual OLS estimates.)

Beta coefficients receive their interesting meaning from equation (6.4): If x, increases
by one standard deviation, then y changes by I;] standard deviations. Thus, we are measur-
ing effects not in terms of the original units of y or the x;, but in standard deviation units.
Because it makes the scale of the regressors irrelevant, this equation puts the explanatory
variables on equal footing. In a standard OLS equation, it is not possible to simply look at
the size of different coefficients and conclude that the explanatory variable with the largest
coefficient is “the most important.” We just saw that the magnitudes of coefficients can be
changed at will by changing the units of measurement of the x;. But, when each x; has been
standardized, comparing the magnitudes of the resulting beta coefficients is more compel-
ling. When the regression equation has only a single explanatory variable, x,, its standardized
coefficient is simply the sample correlation coefficient between y and x;, which means it
must lie in the range —1 to 1.

Even in situations where the coefficients are easily interpretable—say, the
dependent variable and independent variables of interest are in logarithmic form,
so the OLS coefficients of interest are estimated elasticities—there is still room for
computing beta coefficients. Although elasticities are free of units of measurement,
a change in a particular explanatory variable by, say, 10% may represent a larger or
smaller change over a variable’s range than changing another explanatory variable by
10%. For example, in a state with wide income variation but relatively little variation
in spending per student, it might not make much sense to compare performance elas-
ticities with respect to the income and spending. Comparing beta coefficient magni-
tudes can be helpful.

To obtain the beta coefficients, we can always standardize y, x,, ..., x;, and then run
the OLS regression of the z-score of y on the z-scores of x|, ..., x;,—where it is not neces-
sary to include an intercept, as it will be zero. This can be tedious with many independent
variables. Some regression packages provide beta coefficients via a simple command. The
following example illustrates the use of beta coefficients.

EFFECTS OF POLLUTION ON HOUSING PRICES

We use the data from Example 4.5 (in the file HPRICE2.RAW) to illustrate the use
of beta coefficients. Recall that the key independent variable is nox, a measure of the
nitrogen oxide in the air over each community. One way to understand the size of the
pollution effect—without getting into the science underlying nitrogen oxide’s effect on
air quality—is to compute beta coefficients. (An alternative approach is contained in
Example 4.5: we obtained a price elasticity with respect to nox by using price and nox
in logarithmic form.)
The population equation is the level-level model

price = By + Bnox + Bacrime + Biyrooms + Budist + Bsstratio + u,
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where all the variables except crime were defined in Example 4.5; crime is the number of
reported crimes per capita. The beta coefficients are reported in the following equation (so
each variable has been converted to its z-score):

W = —.340 znox — .143 zcrime + .514 zrooms — .235 zdist — .270 zstratio.

This equation shows that a one standard deviation increase in nox decreases price by .34 stan-
dard deviation; a one standard deviation increase in crime reduces price by .14 standard devi-
ation. Thus, the same relative movement of pollution in the population has a larger effect on
housing prices than crime does. Size of the house, as measured by number of rooms (rooms),
has the largest standardized effect. If we want to know the effects of each independent vari-
able on the dollar value of median house price, we should use the unstandardized variables.

Whether we use standardized or unstandardized variables does not affect statistical
significance: the ¢ statistics are the same in both cases.

6.2 More on Functional Form

In several previous examples, we have encountered the most popular device in
econometrics for allowing nonlinear relationships between the explained and explanatory
variables: using logarithms for the dependent or independent variables. We have also seen
models containing quadratics in some explanatory variables, but we have yet to provide a
systematic treatment of them. In this section, we cover some variations and extensions on
functional forms that often arise in applied work.

More on Using Logarithmic Functional Forms

We begin by reviewing how to interpret the parameters in the model
log(price) = B, + B,log(nox) + B,rooms + u, [6.6]

where these variables are taken from Example 4.5. Recall that throughout the text log(x) is
the natural log of x. The coefficient B, is the elasticity of price with respect to nox (pollution).
The coefficient 3, is the change in log(price), when Arooms = 1; as we have seen many
times, when multiplied by 100, this is the approximate percentage change in price. Recall
that 100-3, is sometimes called the semi-elasticity of price with respect to rooms.

When estimated using the data in HPRICE2.RAW, we obtain

Tog(price) = 9.23 — .718 log(nox) + .306 rooms
(0.19) (.066) (.019) [6.7]
n =506, R? = 514.

Thus, when nox increases by 1%, price falls by .718%, holding only rooms fixed. When
rooms increases by one, price increases by approximately 100(.306) = 30.6%.

The estimate that one more room increases price by about 30.6% turns out to be
somewhat inaccurate for this application. The approximation error occurs because, as
the change in log(y) becomes larger and larger, the approximation %Ay = 100-Alog(y)
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becomes more and more inaccurate. Fortunately, a simple calculation is available to com-
pute the exact percentage change.
To describe the procedure, we consider the general estimated model

@ = .éo + Bllog(xl) + Bzxz

(Adding additional independent variables does not change the procedure.) Now, fixing x;,
we have Alog(y) = B,Ax,. Using simple algebraic properties of the exponential and loga-
rithmic functions gives the exact percentage change in the predicted y as

%Ay = 100-[exp(B,Ax,) — 11, [6.8]

where the multiplication by 100 turns the proportionate change into a percentage change.
When Ax, = 1,

%Ay = 100-[exp(B,) — 1]. [6.9]

Applied to the housing price example with x, = rooms and Bz = .306, %Aﬁe =
100[exp(.306) — 1] = 35.8%, which is notably larger than the approximate percent-
age change, 30.6%, obtained directly from (6.7). {Incidentally, this is not an unbiased
estimator because exp(-) is a nonlinear function; it is, however, a consistent estimator of
100[exp(B,) — 1]. This is because the probability limit passes through continuous func-
tions, while the expected value operator does not. See Appendix C.}

The adjustment in equation (6.8) is not as crucial for small percentage changes. For
example, when we include the student-teacher ratio in equation (6.7), its estimated coefficient
is —.052, which means that if stratio increases by one, price decreases by approximately
5.2%. The exact proportionate change is exp(—.052) — 1 = —.051, or —5.1%. On the other
hand, if we increase stratio by five, then the approximate percentage change in price is —26%,
while the exact change obtained from equation (6.8) is 100[exp(—.26) — 1] = —22.9%.

The logarithmic approximation to percentage changes has an advantage that justifies its
reporting even when the percentage change is large. To describe this advantage, consider again
the effect on price of changing the number of rooms by one. The logarithmic approximation
is just the coefficient on rooms in equation (6.7) multiplied by 100, namely, 30.6%. We also
computed an estimate of the exact percentage change for increasing the number of rooms by
one as 35.8%. But what if we want to estimate the percentage change for decreasing the num-
ber of rooms by one? In equation (6.8) we take Ax, = —1 and Bz = .306, and so %Aprice =
100[exp(—.306) — 1] = —26.4, or a drop of 26.4%. Notice that the approximation based on
using the coefficient on rooms is between 26.4 and 35.8—an outcome that always occurs. In
other words, simply using the coefficient (multiplied by 100) gives us an estimate that is always
between the absolute value of the estimates for an increase and a decrease. If we are specifically
interested in an increase or a decrease, we can use the calculation based on equation (6.8).

The point just made about computing percentage changes is essentially the one made
in introductory economics when it comes to computing, say, price elasticities of demand
based on large price changes: the result depends on whether we use the beginning or ending
price and quantity in computing the percentage changes. Using the logarithmic approxi-
mation is similar in spirit to calculating an arc elasticity of demand, where the average of
prices and quantities is used in the denominators in computing the percentage changes.

We have seen that using natural logs leads to coefficients with appealing interpreta-
tions, and we can be ignorant about the units of measurement of variables appearing in
logarithmic form because the slope coefficients are invariant to rescalings. There are several
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other reasons logs are used so much in applied work. First, when y > 0, models using log(y)
as the dependent variable often satisfy the CLM assumptions more closely than models
using the level of y. Strictly positive variables often have conditional distributions that are
heteroskedastic or skewed; taking the log can mitigate, if not eliminate, both problems.

Another potential benefit of using logs is that taking the log of a variable often narrows
its range. This is particularly true of variables that can be large monetary values, such as firms’
annual sales or baseball players’ salaries. Population variables also tend to vary widely. Narrow-
ing the range of the dependent and independent variables can make OLS estimates less sensitive
to outlying (or extreme values); we take up the issue of outlying observations in Chapter 9.

However, one must not indiscriminantly use the logarithmic transformation because
in some cases it can actually create extreme values. An example is when a variable y is
between zero and one (such as a proportion) and takes on values close to zero. In this case,
log(y) (which is necessarily negative) can be very large in magnitude whereas the original
variable, y, is bounded between zero and one.

There are some standard rules of thumb for taking logs, although none is written in
stone. When a variable is a positive dollar amount, the log is often taken. We have seen this
for variables such as wages, salaries, firm sales, and firm market value. Variables such as
population, total number of employees, and school enrollment often appear in logarithmic
form; these have the common feature of being large integer values.

Variables that are measured in years—such as education, experience, tenure, age, and so
on—usually appear in their original form. A variable that is a proportion or a percent—such as
the unemployment rate, the participation rate in a pension plan, the percentage of students pass-
ing a standardized exam, and the arrest rate on reported crimes—can appear in either original
or logarithmic form, although there is a tendency to use them in level forms. This is because
any regression coefficients involving the original variable—whether it is the dependent or
independent variable—will have a percentage point change interpretation. (See Appendix A
for a review of the distinction between a percentage change and a percentage point change.) If
we use, say, log(unem) in a regression, where unem is the percentage of unemployed individu-
als, we must be very careful to distinguish between a percentage point change and a percent-
age change. Remember, if unem goes from 8 to 9, this is an increase of one percentage point,
but a 12.5% increase from the initial unemployment level. Using the log means that we are
looking at the percentage change in the unemployment rate: log(9) — log(8) = .118
or 11.8%, which is the logarithmic approximation to the actual 12.5% increase.

, S One limitation of the log is that it
I Emﬁma EEW&I cannot be used if a variable takes on zero
or negative values. In cases where a vari-
able y is nonnegative but can take on the
value 0, log(1+y) is sometimes used. The
log(arrests) = B, + Bilog(pop) + percentage change interpretations are of-
Baage16_25 + other ten closely preserved, except for changes
factors, beginning at y = 0 (where the percent

ginning at y where the percentage
where age16_25 is the proportion of the change is not even defined). Generally,
population between 16 and 25 years of using log(1+y) and then interpreting the
age. Show that 8, has the following (ceteris | estimates as if the variable were log(y)
paribus).interpretation: it is the percentage is acceptable when the data on y contain
change in arrests when the percentage of relatively few zeros. An example might be
the people aged 16 to 25 increases by one here v is hours of trainine per emplovee

percentage point. v Y . Ep . p. 4
for the population of manufacturing firms,

Suppose that the annual number of drunk
driving arrests is determined by
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if a large fraction of firms provides training to at least one worker. Technically, however,
log (1 + y) cannot be normally distributed (although it might be less heteroskedastic than y).
Useful, albeit more advanced, alternatives are the Tobit and Poisson models in Chapter 17.

One drawback to using a dependent variable in logarithmic form is that it is more
difficult to predict the original variable. The original model allows us to predict log(y),
not y. Nevertheless, it is fairly easy to turn a prediction for log(y) into a prediction for y
(see Section 6.4). A related point is that it is not legitimate to compare R-squareds from
models where y is the dependent variable in one case and log(y) is the dependent variable
in the other. These measures explain variations in different variables. We discuss how to
compute comparable goodness-of-fit measures in Section 6.4.

Models with Quadratics

Quadratic functions are also used quite often in applied economics to capture decreasing
or increasing marginal effects. You may want to review properties of quadratic functions
in Appendix A.

In the simplest case, y depends on a single observed factor x, but it does so in a quadratic
fashion:

y:B0+B1x+B2x2+u.

For example, take y = wage and x = exper. As we discussed in Chapter 3, this model falls
outside of simple regression analysis but is easily handled with multiple regression.

It is important to remember that 3, does not measure the change in y with respect to x;
it makes no sense to hold x” fixed while changing x. If we write the estimated equation as

¥ =Bo+Bix + Bax, [6.10]
then we have the approximation
Ay = (B, + 2B,0)Ax, so Ay/Ax = B, + 2B,x. [6.11]

This says that the slope of the relationship between x and y depends on the value of x; the
estimated slope is Bl + Zﬁzx. If we plug in x = 0, we see that f%l can be interpreted as the
approximate slope in going from x = 0 to x = 1. After that, the second term, 2,@’2)6, must
be accounted for.

If we are only interested in computing the predicted change in y given a starting value
for x and a change in x, we could use (6.10) directly: there is no reason to use the calculus
approximation at all. However, we are usually more interested in quickly summarizing
the effect of x on y, and the interpretation of B , and Bz in equation (6.11) provides that
summary. Typically, we might plug in the average value of x in the sample, or some other
interesting values, such as the median or the lower and upper quartile values.

In many applications, B, is positive and ﬁz is negative. For example, using the wage
data in WAGE1.RAW, we obtain

wage = 3.73 + .298 exper — .0061 exper?
(35) (.041) (.0009) [6.12]
n =526, R*> = .093.
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This estimated equation implies that exper has a diminishing effect on wage. The first year
of experience is worth roughly 30¢ per hour ($.298). The second year of experience is worth
less [about .298 — 2(.0061)(1) = .286, or 28.6¢, according to the approximation in (6.11)
with x = 1]. In going from 10 to 11 years of experience, wage is predicted to increase by
about .298 — 2(.0061)(10) = .176, or 17.6¢. And so on.

When the coefficient on x is positive and the coefficient on x* is negative, the qua-
dratic has a parabolic shape. There is always a positive value of x where the effect of x on
y is zero; before this point, x has a positive effect on y; after this point, x has a negative
effect on y. In practice, it can be important to know where this turning point is.

In the estimated equation (6.10) with Bl > 0 and ﬁz < 0, the turning point (or maxi-
mum of the function) is always achieved at the coefficient on x over twice the absolute
value of the coefficient on x*:

x = |B/2By) [6.13]

In the wage example, x = exper”is .298/[2(.0061)] = 24.4. (Note how we just drop the
minus sign on —.0061 in doing this calculation.) This quadratic relationship is illustrated
in Figure 6.1.

In the wage equation (6.12), the return to experience becomes zero at about 24.4 years.
What should we make of this? There are at least three possible explanations. First, it may
be that few people in the sample have more than 24 years of experience, and so the part
of the curve to the right of 24 can be ignored. The cost of using a quadratic to capture
diminishing effects is that the quadratic must eventually turn around. If this point is beyond
all but a small percentage of the people in the sample, then this is not of much concern.

FIGURE 6.1 Quadratic relationship between wage and exper.
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But in the data set WAGE1.RAW, about 28% of the people in the sample have more than
24 years of experience; this is too high a percentage to ignore.

It is possible that the return to exper really becomes negative at some point, but it is
hard to believe that this happens at 24 years of experience. A more likely possibility is
that the estimated effect of exper on wage is biased because we have controlled for no
other factors, or because the functional relationship between wage and exper in equation
(6.12) is not entirely correct. Computer Exercise C2 asks you to explore this possibility by
controlling for education, in addition to using log(wage) as the dependent variable.

When a model has a dependent variable in logarthmic form and an explanatory variable
entering as a quadratic, some care is needed in reporting the partial effects. The following
example also shows that the quadratic can have a U-shape, rather than a parabolic shape.
A U-shape arises in equation (6.10) when ,81 is negative and ,82 is positive; this captures an
increasing effect of x on y.

EFFECTS OF POLLUTION ON HOUSING PRICES

We modify the housing price model from Example 4.5 to include a quadratic term in rooms:

log(price) = B, + B,log(nox) + B,log(dist) + Bszrooms
+ Byrooms* + Bsstratio + u. [6.14]

The model estimated using the data in HPRICE2.RAW is

Tog(price) = 13.39 — .902 log(nox) — .087 log(dist)

(.57) (.115) (.043)
— .545 rooms + .062 rooms* — .048 stratio
(.165) (.013) (.006)

n = 506, R* = .603.

The quadratic term rooms® has a ¢ statistic of about 4.77, and so it is very statistically
significant. But what about interpreting the effect of rooms on log(price)? Initially, the effect
appears to be strange. Because the coefficient on rooms is negative and the coefficient on
rooms is positive, this equation literally implies that, at low values of rooms, an additional
room has a negative effect on log(price). At some point, the effect becomes positive, and the
quadratic shape means that the semi-elasticity of price with respect to rooms is increasing as
rooms increases. This situation is shown in Figure 6.2.

We obtain the turnaround value of rooms using equation (6.13) (even though E, is
negative and B2 is positive). The absolute value of the coefficient on rooms, .545, divided
by twice the coefficient on rooms?, .062, gives rooms” = .545/[2(.062)] = 4.4; this point
is labeled in Figure 6.2.

Do we really believe that starting at three rooms and increasing to four rooms actually re-
duces a house’s expected value? Probably not. It turns out that only five of the 506 communities
in the sample have houses averaging 4.4 rooms or less, about 1% of the sample. This is so small
that the quadratic to the left of 4.4 can, for practical purposes, be ignored. To the right of 4.4, we
see that adding another room has an increasing effect on the percentage change in price:

Alog(price) = {[—.545 + 2(.062)]rooms}Arooms
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FIGURE 6.2 @m'\c@ as a quadratic function of rooms.
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and so

%A@ ~ 100{[—.545 + 2(.062)]rooms}Arooms
= (—54.5 + 12.4 rooms)Arooms.

Thus, an increase in rooms from, say, five to six increases price by about —54.5 + 12.4(5) =
7.5%; the increase from six to seven increases price by roughly —54.5 + 12.4(6) = 19.9%.
This is a very strong increasing effect.

The strong increasing effect of rooms on log(price) in this example illustrates an im-
portant lesson: one cannot simply look at the coefficient on the quadratic term—in this
case, .062—and declare that it is too small to bother with based only on its magnitude. In
many applications with quadratics the coefficient on the squared variable has one or more
zeros after the decimal point: after all, this coefficient measures how the slope is chang-
ing as x (rooms) changes. A seemingly small coefficient can have practically important
consequences, as we just saw. As a general rule, one must compute the partial effect and see
how it varies with x to determine if the quadratic term is practically important. In doing so,
it is useful to compare the changing slope implied by the quadratic model with the constant
slope obtained from the model with only a linear term. If we drop rooms® from the equation,
the coefficient on rooms becomes about .255, which implies that each additional room—
starting from any number of rooms—increases median price by about 25.5%. This is very
different from the quadratic model, where the effect becomes 25.5% at rooms = 6.45 but
changes rapidly as rooms gets smaller or larger. For example, at rooms = 7, the return to
the next room is about 32.3%.
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What happens generally if the coefficients on the level and squared terms have the
same sign (either both positive or both negative) and the explanatory variable is necessarily
nonnegative (as in the case of rooms or exper)? In either case, there is no turning point for
values x > 0. For example, if 3, and 3, are both positive, the smallest expected value of
yis at x = 0, and increases in x always have a positive and increasing effect on y. (This
is also true if B8, = 0 and B, > 0, which means that the partial effect is zero at x = 0 and
increasing as x increases.) Similarly, if 8, and 3, are both negative, the largest expected
value of y is at x = 0, and increases in x have a negative effect on y, with the magnitude of
the effect increasing as x gets larger.

The general formula for the turnmg point of any quadratic is x* = —B 1/(2,82) Wthh
leads to a positive value if 31 and [32 have opposite signs and a negative value when ,81 and ,82
have the same sign. Knowing this simple formula is useful in cases where x may take on both
positive and negative values; one can compute the turning point and see if it makes sense,
taking into account the range of x in the sample.

There are many other possibilities for using quadratics along with logarithms. For
example, an extension of (6.14) that allows a nonconstant elasticity between price and nox is

log(price) = B, + Bilog(nox) + B,[log(nox)]?
+ Bscrime + Byrooms + Bsrooms® + Bestratio + u. [6.15]

If B, = 0, then B, is the elasticity of price with respect to nox. Otherwise, this elasticity
depends on the level of nox. To see this, we can combine the arguments for the partial
effects in the quadratic and logarithmic models to show that

Y% Aprice = [B, + 2B,log(nox)]%Anox; [6.16]

therefore, the elasticity of price with respect to nox is 8, + 2,log(nox), so that it depends
on log(nox).

Finally, other polynomial terms can be included in regression models. Certainly, the
quadratic is seen most often, but a cubic and even a quartic term appear now and then. An
often reasonable functional form for a total cost function is

cost = By + B,quantity + Byquantity* + Bsquantity® + u.

Estimating such a model causes no complications. Interpreting the parameters is more
involved (though straightforward using calculus); we do not study these models further.

Models with Interaction Terms

Sometimes, it is natural for the partial effect, elasticity, or semi-elasticity of the dependent
variable with respect to an explanatory variable to depend on the magnitude of yet another
explanatory variable. For example, in the model

price = By + Bisqrft + B,bdrms + Bssqrft-bdrms + B,bthrms + u,

the partial effect of bdrms on price (holding all other variables fixed) is

Aprice
m = B, + Basqrft. [6.17]
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If B;> 0, then (6.17) implies that an additional bedroom yields a higher increase in hous-
ing price for larger houses. In other words, there is an interaction effect between square
footage and number of bedrooms. In summarizing the effect of bdrms on price, we must
evaluate (6.17) at interesting values of sgrft, such as the mean value, or the lower and
upper quartiles in the sample. Whether or not 35 is zero is something we can easily test.

The parameters on the original variables can be tricky to interpret when we include
an interaction term. For example, in the previous housing price equation, equation (6.17)
shows that 3, is the effect of bdrms on price for a home with zero square feet! This effect
is clearly not of much interest. Instead, we must be careful to put interesting values of
sqrft, such as the mean or median values in the sample, into the estimated version of
equation (6.17).

Often, it is useful to reparameterize a model so that the coefficients on the original
variables have an interesting meaning. Consider a model with two explanatory variables
and an interaction:

Yy = Bo t Bixy + Boxy + Brxix, +ou

As just mentioned, 3, is the partial effect of x, on y when x; = 0. Often, this is not of
interest. Instead, we can reparameterize the model as

y =yt 8x; + 6x + Balxy — 1)l — o) + u,

where u, is the population mean of x; and u, is the population mean of x,. We can easily
see that now the coefficient on x,, d,, is the partial effect of x, on y at the mean value of x,.
(By multiplying out the interaction in the second equation and comparing the coefficients,
we can easily show that §, = 8, + B;u,. The parameter §, has a similar interpretation.)
Therefore, if we subtract the means of the variables—in practice, these would typically be
the sample means—before creating the interaction term, the coefficients on the original
variables have a useful interpretation. Plus, we immediately obtain standard errors for the
partial effects at the mean values. Nothing prevents us from replacing u, or u, with other
values of the explanatory variables that may be of interest. The following example illus-
trates how we can use interaction terms.

EFFECTS OF ATTENDANCE ON FINAL EXAM
PERFORMANCE

A model to explain the standardized outcome on a final exam (stndfnl) in terms of percent-
age of classes attended, prior college grade point average, and ACT score is

stndfnl = By + Batndrte + B,priGPA + B;ACT + B,priGPA?
+ BsACT? + B¢priGPA-atndrte + u. [6.18]

(We use the standardized exam score for the reasons discussed in Section 6.1: it is easier to
interpret a student’s performance relative to the rest of the class.) In addition to quadratics
in priGPA and ACT, this model includes an interaction between priGPA and the attendance
rate. The idea is that class attendance might have a different effect for students who have
performed differently in the past, as measured by priGPA. We are interested in the effects
of attendance on final exam score: Astndfnl/Aatndrte = 3, + B¢priGPA.
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Using the 680 observations in ATTEND.RAW, for students in a course on microeco-
nomic principles, the estimated equation is

stdfil = 2.05 — 0067 atndrte — 1.63 priGPA — 128 ACT

(1.36) (.0102) (.48) (.098)
+ 296 priGPA? + 0045 ACT? + .0056 priGPA-atndrte [6.19]
(.101) (.0022) (.0043)

n =680, R? = 229, R? = 222.

We must interpret this equation with extreme care. If we simply look at the coefficient on
atndrte, we will incorrectly conclude that attendance has a negative effect on final exam
score. But this coefficient supposedly measures the effect when priGPA = 0, which is not
interesting (in this sample, the smallest prior GPA is about .86). We must also take care not
to look separately at the estimates of 3, and B4 and conclude that, because each 7 statistic is
insignificant, we cannot reject Hy: 8, = 0, B¢ = 0. In fact, the p-value for the F test of this
joint hypothesis is .014, so we certainly reject Hy at the 5% level. This is a good example of
where looking at separate # statistics when testing a joint hypothesis can lead one far astray.
How should we estimate the partial effect of atndrte on stndfnl? We must plug in
interesting values of priGPA to obtain the partial effect. The mean value of priGPA in
the sample is 2.59, so at the mean priGPA, the effect of atndrte on stndfnl is —.0067 +
.0056(2.59) =~ .0078. What does this mean? Because amdrte is measured as a percentage,
it means that a 10 percentage point increase in atndrte increases stndfnl by .078 standard

deviations from the mean final exam score.
How can we tell whether the estimate

Emmma E@E‘ .0078 is statistically different from zero?

\f dd th AT J We need to rerun the regression, where we
we add the term ’?7 atndrte to replace priGPA-atndrte with (priGPA —
equation (6.18), what is the partial effect L
2.59)-atndrte. This gives, as the new co-
of atndrte on stndfnl? 7 ;
efficient on atndrte, the estimated effect
at priGPA = 2.59, along with its standard error; nothing else in the regression changes. (We
described this device in Section 4.4.) Running this new regression gives the standard error
of B, + B¢(2.59) = .0078 as .0026, which yields t = .0078/.0026 = 3. Therefore, at the
average priGPA, we conclude that attendance has a statistically significant positive effect
on final exam score.

Things are even more complicated for finding the effect of priGPA on stndfnl because
of the quadratic term priGPA?. To find the effect at the mean value of priGPA and the mean
attendance rate, 82, we would replace priGPA”> with (priGPA — 2.59)* and priGPA-atndrte
with priGPA-(atndrte — 82). The coefficient on priGPA becomes the partial effect at the
mean values, and we would have its standard error. (See Computer Exercise C7.)

6.3 More on Goodness-of-Fit and Selection of Regressors

Until now, we have not focused much on the size of R?in evaluating our regression mod-
els, because beginning students tend to put too much weight on R-squared. As we will see
shortly, choosing a set of explanatory variables based on the size of the R-squared can lead
to nonsensical models. In Chapter 10, we will discover that R-squareds obtained from time
series regressions can be artificially high and can result in misleading conclusions.
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Nothing about the classical linear model assumptions requires that R* be above any
particular value; R* is simply an estimate of how much variation in y is explained by x,,
X,, ..., X; in the population. We have seen several regressions that have had pretty small
R-squareds. Although this means that we have not accounted for several factors that affect
v, this does not mean that the factors in u are correlated with the independent variables.
The zero conditional mean assumption MLR.4 is what determines whether we get unbi-
ased estimators of the ceteris paribus effects of the independent variables, and the size of
the R-squared has no direct bearing on this.

A small R-squared does imply that the error variance is large relative to the variance
of y, which means we may have a hard time precisely estimating the 8. But remember,
we saw in Section 3.4 that a large error variance can be offset by a large sample size:
if we have enough data, we may be able to precisely estimate the partial effects even
though we have not controlled for many unobserved factors. Whether or not we can get
precise enough estimates depends on the application. For example, suppose that some
incoming students at a large university are randomly given grants to buy computer equip-
ment. If the amount of the grant is truly randomly determined, we can estimate the ceteris
paribus effect of the grant amount on subsequent college grade point average by using
simple regression analysis. (Because of random assignment, all of the other factors that
affect GPA would be uncorrelated with the amount of the grant.) It seems likely that the
grant amount would explain little of the variation in GPA, so the R-squared from such
a regression would probably be very small. But, if we have a large sample size, we still
might get a reasonably precise estimate of the effect of the grant.

Another good illustration of where poor explanatory power has nothing to do with
unbiased estimation of the §; is given by analyzing the data set APPLE.RAW. Unlike the
other data sets we have used, the key explanatory variables in APPLE.RAW were set exper-
imentally—that is, without regard to other factors that might affect the dependent variable.
The variable we would like to explain, ecolbs, is the (hypothetical) pounds of “ecologi-
cally friendly” (“ecolabeled”) apples a family would demand. Each family (actually,
family head) was presented with a description of ecolabeled apples, along with prices of
regular apples (regprc) and prices of the hypothetical ecolabeled apples (ecoprc). Because
the price pairs were randomly assigned to each family, they are unrelated to other observed
factors (such as family income) and unobserved factors (such as desire for a clean environ-
ment). Therefore, the regression of ecolbs on ecoprc, regprc (across all samples generated
in this way) produces unbiased estimators of the price effects. Nevertheless, the R-squared
from the regression is only .0364: the price variables explain only about 3.6% of the total
variation in ecolbs. So, here is a case where we explain very little of the variation in y, yet
we are in the rare situation of knowing that the data have been generated so that unbiased
estimation of the B; is possible. (Incidentally, adding observed family characteristics has a
very small effect on explanatory power. See Computer Exercise C11.)

Remember, though, that the relative change in the R-squared when variables are
added to an equation is very useful: the F statistic in (4.41) for testing the joint signif-
icance crucially depends on the difference in R-squareds between the unrestricted and
restricted models.

As we will see in Section 6.4, an important consequence of a low R-squared is that
prediction is difficult. Because most of the variation in y is explained by unobserved fac-
tors (or at least factors we do not include in our model), we will generally have a hard
time using the OLS equation to predict future outcomes on y given a set of values for the
explanatory variables.
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Adjusted R-Squared

Most regression packages will report, along with the R-squared, a statistic called the
adjusted R-squared. Because the adjusted R-squared is reported in much applied work,
and because it has some useful features, we cover it in this subsection.

To see how the usual R-squared might be adjusted, it is usefully written as

R?> =1 — (SSR/n)/(SST/n), [6.20]

where SSR is the sum of squared residuals and SST is the total sum of squares; compared
with equation (3.28), all we have done is divide both SSR and SST by 7. This expression
reveals what R?is actually estimating. Define o7 as the population variance of y and let o7
denote the population variance of the error term, u. (Until now, we have used o to denote
o, but it is helpful to be more specific here.) The population R-squared is defined as p> =
1 — o2/0%; this is the proportion of the variation in y in the population explained by the
independent variables. This is what R”is supposed to be estimating.

R? estimates 0% by SSR/n, which we know to be biased. So why not replace SSR/n
with SSR/(n — k — 1)? Also, we can use SST/(n — 1) in place of SST/n, as the former is
the unbiased estimator of 3. Using these estimators, we arrive at the adjusted R-squared:

R*>=1—[SSR/(n — k — DY[SST/(n — 1)]

6.21
=1 —6%[SST/(n — 1)], [ |

because 2= SSR/(n — k — 1). Because of the notation used to denote the adjusted
R-squared, it is sometimes called R-bar squared.

The adjusted R-squared is sometimes called the corrected R-squared, but this is not
a good name because it implies that R_2 is somehow better than R as an estimator of the
population R-squared. Unfortunately, R? is not generally known to be a better estimator. It
is tempting to think that R corrects the bias in R? for estimating the population R-squared,
p%, but it does not: the ratio of two unbiased estimators is not an unbiased estimator.

The primary attractiveness of R is that it imposes a penalty for adding additional
independent variables to a model. We know that R* can never fall when a new indepen-
dent variable is added to a regression equation: this is because SSR never goes up (and
usually falls) as more independent variables are added. But the formula for R* shows that
it depends explicitly on k, the number of independent variables. If an independent vari-
able is added to a regression, SSR falls, but so does the df in the regression, n — k — 1.
SSR/(n — k — 1) can go up or down when a new independent variable is added to a
regression.

An interesting algebraic fact is the following: If we add a new independent variable
to a regression equation, R? increases if, and only if, the ¢ statis_tic on the new variable is
greater than one in absolute value. (An extension of this is that R* increases when a group
of variables is added to a regression if, and only if, the F statistic for joint sigr_lificance of
the new variables is greater than unity.) Thus, we see immediately that using R” to decide
whether a certain independent variable (or set of variables) belongs in a model gives us a
different answer than standard ¢ or F testing (because a ¢ or F statistic of unity is not statis-
tically significant at traditional significance levels).

It is sometimes useful to have a formula for R* in terms of R°. Simple algebra gives

R=1-(1-Rn-Dn—-k-1. [6.22]
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For example, if R> = .30, n = 51, and k = 10, then R> = 1 — .70(50)/40 = .125. Thus, for
small n and large k, R%can be substantially below R?. In fact, if the usual R-squared is small,
and n — k — 1 is small, R?can actually be negative! For example, you can plug in R> = .10,
n =51,and k = 10 to verify that R = —.125. A negative R? indicates a very poor model fit
relative to the number of degrees of freedom.

The adjusted R-squared is sometimes reported along with the usual R-squared in
regressions, and sometimes R” is reported in place of R. It is important to remember that it is
R?, not R?, that appears in the F statistic in (4.41). The same formula with R> and R2, is not valid.

Using Adjusted R-Squared to Choose
between Nonnested Models

In Section 4.5, we learned how to compute an F statistic for testing the joint significance
of a group of variables; this allows us to decide, at a particular significance level, whether
at least one variable in the group affects the dependent variable. This test does not allow us
to decide which of the variables has an effect. In some cases, we want to choose a model
without redundant independent variables, and the adjusted R-squared can help with this.

In the major league baseball salary example in Section 4.5, we saw that neither
hrunsyr nor rbisyr was individually significant. These two variables are highly correlated,
so we might want to choose between the models

log(salary) = By + Byears + B,gamesyr + Bibavg + B,hrunsyr + u
and

log(salary) = By + Byears + B,gamesyr + Bibavg + B,rbisyr + u.

These two equations are nonnested models because neither equation is a special case of
the other. The F statistics we studied in Chapter 4 only allow us to test nested models: one
model (the restricted model) is a special case of the other model (the unrestricted model). See
equations (4.32) and (4.28) for examples of restricted and unrestricted models. One possibil-
ity is to create a composite model that contains al/l explanatory variables from the original
models and then to test each model against the general model using the F test. The problem
with this process is that either both models might be rejected or neither model might be
rejected (as happens with the major league baseball salary example in Section 4.5). Thus, it
does not always provide a way to distinguish between models with nonnested regressors.

In the baseball player salary regression, R> for the regression containing hrunsyr is
6211, and R? for the regression containing rbisyr is .6226. Thus, based on the adjusted
R-squared, there is a very slight preference for the model with rbisyr. But the difference is
practically very small, and we might obtain a different answer by controlling for some of the
variables in Computer Exercise C5 in Chapter 4. (Because both nonnested models contain
five parameters, the usual R-squared can be used to draw the same conclusion.)

Comparing R? to choose among different nonnested sets of independent variables
can be valuable when these variables represent different functional forms. Consider two
models relating R&D intensity to firm sales:

rdintens = 3y + B,log(sales) + u. [6.23]

rdintens = B, + B,sales + B,sales* + u. [6.24]
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The first model captures a diminishing return by including sales in logarithmic form; the
second model does this by using a quadratic. Thus, the second model contains one more
parameter than the first.

When equation (6.23) is estimated using the 32 observations on chemical firms in
RDCHEM.RAW, R?is .061, and R? for equation (6.24) is .148. Therefore, it appears that
the quadratic fits much better. But a comparison of the usual R-squareds is unfair to the
first model because it contains one fewer parameter than (6.24). That is, (6.23) is a more
parsimonious model than (6.24).

Everything else being equal, simpler models are better. Since the usual R-squared
does not penalize more complicated models, it is better to use R%. R? for (6.23) is .030,
while R? for (6.24) is .090. Thus, even after adjusting for the difference in degrees of
freedom, the quadratic model wins out. The quadratic model is also preferred when profit
margin is added to each regression.

There is an important limitation in using R? to choose between nonnested models: we
cannot use it to choose between different functional forms for the dependent variable. This
is unfortunate, because we often want to decide on whether y or log(y) (or maybe some
other transformation) should be used as the dependent variable based on goodness-of-fit.
But neither R? nor R? can be used for this purpose. The reason is simple: these R-squareds
measure the explained proportion of the total variation in whatever dependent variable
we are using in the regression, and different functions of the dependent variable will have
different amounts of variation to explain. For example, the total variations in y and log(y)
are not the same, and are often very different. Comparing the adjusted R-squareds from

sy regressions with these different forms of
EEIEE EE‘ .| the dependent variables does not tell us

Explain why choosing a model by maximiz- anything f‘b(_)Ut which model fits better;
ing R? or minimizing & (the standard error of they are fitting two separate dependent
the regression) is the same thing. variables.

EXAMPLE 6.4 CEO COMPENSATION AND FIRM PERFORMANCE

Consider two estimated models relating CEO compensation to firm performance:

salary = 830.63 + .0163 sales + 19.63 roe
(223.90) (.0089) (11.08) [6.25]
n =209, R* = .029, R> = .020

and

m = 4.36 + .275 Isales + .0179 roe
(0.29) (.033) (.0040) [6.26]
n =209, R* = 282, R* = .275,

where roe is the return on equity discussed in Chapter 2. For simplicity, Isalary and Isales
denote the natural logs of salary and sales. We already know how to interpret these differ-
ent estimated equations. But can we say that one model fits better than the other?

The R-squared for equation (6.25) shows that sales and roe explain only about 2.9%
of the variation in CEO salary in the sample. Both sales and roe have marginal statistical
significance.
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Equation (6.26) shows that log(sales) and roe explain about 28.2% of the variation in
log(salary). In terms of goodness-of-fit, this much higher R-squared would seem to imply
that model (6.26) is much better, but this is not necessarily the case. The total sum of squares
for salary in the sample is 391,732,982, while the total sum of squares for log(salary) is
only 66.72. Thus, there is much less variation in log(salary) that needs to be explained.

At this point, we can use features other than R? or R*to decide between these models.
For example, log(sales) and roe are much more statistically significant in (6.26) than are
sales and roe in (6.25), and the coefficients in (6.26) are probably of more interest. To be
sure, however, we will need to make a valid goodness-of-fit comparison.

In Section 6.4, we will offer a goodness-of-fit measure that does allow us to compare
models where y appears in both level and log form.

Controlling for Too Many Factors in Regression Analysis

In many of the examples we have covered, and certainly in our discussion of omitted vari-
ables bias in Chapter 3, we have worried about omitting important factors from a model
that might be correlated with the independent variables. It is also possible to control for
too many variables in a regression analysis.

If we overemphasize goodness-of-fit, we open ourselves to controlling for factors in
a regression model that should not be controlled for. To avoid this mistake, we need to
remember the ceteris paribus interpretation of multiple regression models.

To illustrate this issue, suppose we are doing a study to assess the impact of state beer
taxes on traffic fatalities. The idea is that a higher tax on beer will reduce alcohol con-
sumption, and likewise drunk driving, resulting in fewer traffic fatalities. To measure the
ceteris paribus effect of taxes on fatalities, we can model fatalities as a function of several
factors, including the beer rax:

fatalities = B, + Bitax + Bymiles + Bspercmale + Bypercl6_21 + ...,

where

miles = total miles driven.
percmale = percentage of the state population that is male.
percl6_21 = percentage of the population between ages 16 and 21, and so on.

Notice how we have not included a variable measuring per capita beer consumption.
Are we committing an omitted variables error? The answer is no. If we control for beer
consumption in this equation, then how would beer taxes affect traffic fatalities? In the
equation

fatalities = By + Btax + B,beercons + ...,

3, measures the difference in fatalities due to a one percentage point increase in fax, hold-
ing beercons fixed. It is difficult to understand why this would be interesting. We should
not be controlling for differences in beercons across states, unless we want to test for some
sort of indirect effect of beer taxes. Other factors, such as gender and age distribution,
should be controlled for.
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As a second example, suppose that, for a developing country, we want to estimate
the effects of pesticide usage among farmers on family health expenditures. In addition to
pesticide usage amounts, should we include the number of doctor visits as an explanatory
variable? No. Health expenditures include doctor visits, and we would like to pick up all
effects of pesticide use on health expenditures. If we include the number of doctor visits as
an explanatory variable, then we are only measuring the effects of pesticide use on health
expenditures other than doctor visits. It makes more sense to use number of doctor visits
as a dependent variable in a separate regression on pesticide amounts.

The previous examples are what can be called over controlling for factors in multiple
regression. Often this results from nervousness about potential biases that might arise by
leaving out an important explanatory variable. But it is important to remember the ceteris
paribus nature of multiple regression. In some cases, it makes no sense to hold some fac-
tors fixed precisely because they should be allowed to change when a policy variable
changes.

Unfortunately, the issue of whether or not to control for certain factors is not always
clear-cut. For example, Betts (1995) studies the effect of high school quality on subse-
quent earnings. He points out that, if better school quality results in more education, then
controlling for education in the regression along with measures of quality will underesti-
mate the return to quality. Betts does the analysis with and without years of education in
the equation to get a range of estimated effects for quality of schooling.

To see explicitly how pursuing high R-squareds can lead to trouble, consider the
housing price example from Section 4.5 that illustrates the testing of multiple hypotheses.
In that case, we wanted to test the rationality of housing price assessments. We regressed
log(price) on log(assess), log(lotsize), log(sqrft), and bdrms and tested whether the latter
three variables had zero population coefficients while log(assess) had a coefficient of
unity. But what if we change the purpose of the analysis and estimate a hedonic price
model, which allows us to obtain the marginal values of various housing attributes? Should
we include log(assess) in the equation? The adjusted R-squared from the regression with
log(assess) is .762, while the adjusted R-squared without it is .630. Based on goodness-of-
fit only, we should include log(assess). But this is incorrect if our goal is to determine the
effects of lot size, square footage, and number of bedrooms on housing values. Including
log(assess) in the equation amounts to holding one measure of value fixed and then asking
how much an additional bedroom would change another measure of value. This makes no
sense for valuing housing attributes.

If we remember that different models serve different purposes, and we focus on the
ceteris paribus interpretation of regression, then we will not include the wrong factors in a
regression model.

Adding Regressors to Reduce the Error Variance

We have just seen some examples of where certain independent variables should not
be included in a regression model, even though they are correlated with the dependent
variable. From Chapter 3, we know that adding a new independent variable to a regression
can exacerbate the multicollinearity problem. On the other hand, since we are taking
something out of the error term, adding a variable generally reduces the error variance.
Generally, we cannot know which effect will dominate.

However, there is one case that is clear: we should always include independent variables
that affect y and are uncorrelated with all of the independent variables of interest. Why?
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Because adding such a variable does not induce multicollinearity in the population (and
therefore multicollinearity in the sample should be negligible), but it will reduce the error
variance. In large sample sizes, the standard errors of all OLS estimators will be reduced.

As an example, consider estimating the individual demand for beer as a function of the
average county beer price. It may be reasonable to assume that individual characteristics
are uncorrelated with county-level prices, and so a simple regression of beer consumption
on county price would suffice for estimating the effect of price on individual demand. But
it is possible to get a more precise estimate of the price elasticity of beer demand by includ-
ing individual characteristics, such as age and amount of education. If these factors affect
demand and are uncorrelated with price, then the standard error of the price coefficient will
be smaller, at least in large samples.

As a second example, consider the grants for computer equipment given at the begin-
ning of Section 6.3. If, in addition to the grant variable, we control for other factors that
can explain college GPA, we can probably get a more precise estimate of the effect of
the grant. Measures of high school grade point average and rank, SAT and ACT scores,
and family background variables are good candidates. Because the grant amounts are
randomly assigned, all additional control variables are uncorrelated with the grant amount;
in the sample, multicollinearity between the grant amount and other independent vari-
ables should be minimal. But adding the extra controls might significantly reduce the error
variance, leading to a more precise estimate of the grant effect. Remember, the issue is
not unbiasedness here: we obtain an unbiased and consistent estimator whether or not we
add the high school performance and family background variables. The issue is getting an
estimator with a smaller sampling variance.

Unfortunately, cases where we have information on additional explanatory variables
that are uncorrelated with the explanatory variables of interest are somewhat rare in the
social sciences. But it is worth remembering that when these variables are available, they
can be included in a model to reduce the error variance without inducing multicollinearity.

6.4 Prediction and Residual Analysis

In Chapter 3, we defined the OLS predicted or fitted values and the OLS residuals. Pre-
dictions are certainly useful, but they are subject to sampling variation, because they are
obtained using the OLS estimators. Thus, in this section, we show how to obtain confidence
intervals for a prediction from the OLS regression line.

From Chapters 3 and 4, we know that the residuals are used to obtain the sum of
squared residuals and the R-squared, so they are important for goodness-of-fit and testing.
Sometimes, economists study the residuals for particular observations to learn about indi-
viduals (or firms, houses, etc.) in the sample.

Confidence Intervals for Predictions
Suppose we have estimated the equation

5} = EO + lel + Ez.Xz + ...+ kak. [6.27]
When we plug in particular values of the independent variables, we obtain a prediction
for y, which is an estimate of the expected value of y given the particular values for the
explanatory variables. For emphasis, let ¢, ¢,, ..., ¢, denote particular values for each of
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the k independent variables; these may or may not correspond to an actual data point in
our sample. The parameter we would like to estimate is

0o = Bo T Bicr + Bacy + ..+ Brey

[6.28]
= E(y|x1 = Cp Xy = Cpy ey X T Ck)'

The estimator of 6, is
0o = Bo + Bici + Bacy + ... + Bicre [6.29]

In practice, this is easy to compute. But what if we want some measure of the uncertainty
in this predicted value? It is natural to construct a confidence interval for 6, which is
centered at éo.

To obtain a confidence interval for 6,, we need a standard error for 90. Then, with a
large df, we can construct a 95% confidence interval using the rule of thumb 90 + 2‘se(90).
(As always, we can use the exact percentiles in a 7 distribution.)

How do we obtain the standard error of 90? This is the same problem we encountered
in Section 4.4: we need to obtain a standard error for a linear combination of the OLS
estimators. Here, the problem is even more complicated, because all of the OLS estimators
generally appear in 6, (unless some c; are zero). Nevertheless, the same trick that we used
in Section 4.4 will work here. Write B8, = 60, — B,c; — ... — Bic, and plug this into the
equation

y=Bgt+Bx;+ ... +Bx,tu
to obtain
y =0+ Bi(x; =) + Balxy —¢) + .o A Bl — ) + [6.30]

In other words, we subtract the value ¢ from each observation on X, and then we run the
regression of

y;ion (x;; — ¢y e, (X — ), i = 1,2, ..., 1. [6.31]

The predicted value in (6.29) and, more importantly, its standard error, are obtained from
the intercept (or constant) in regression (6.31).

As an example, we obtain a confidence interval for a prediction from a college GPA
regression, where we use high school information.

EXAMPLE 6.5 CONFIDENCE INTERVAL FOR PREDICTED COLLEGE GPA
Using the data in GPA2.RAW, we obtain the following equation for predicting college GPA:

ﬁgp\a = 1.493 + .00149 sat — .01386 hsperc
(0.075) (.00007)  (.00056)
— .06088 hsize + .00546 hsize® [6.32]
(.01650) (.00227)
n=4,137,R* = 278,R* = 277, = .560,
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where we have reported estimates to several digits to reduce round-off error. What is pre-
dicted college GPA, when sat = 1,200, hsperc = 30, and hsize/Zi(which means 500)? This
is easy to get by plugging these values into equation (6.32): colgpa = 2.70 (rounded to two
digits). Unfortunately, we cannot use equation (6.32) directly to get a confidence interval
for the expected colgpa at the given values of the independent variables. One simple way
to obtain a confidence interval is to define a new set of independent variables: sat0 = sat —
1,200, hspercO = hsperc — 30, hsizeQ = hsize — 5, and hsizesq0 = hsize*> — 25. When we
regress colgpa on these new independent variables, we get

colgpa = 2.700 + .00149 sat0 — .01386 hspercO
(0.020) (.00007) (.00056)
— .06088 hsizeO + .00546 hsizesqO
(.01650) (.00227)
n=4,137,R* = 278, R* = .277,6 = .560.
The only difference between this regression and that in (6.32) is the intercept, which is the
prediction we want, along with its standard error, .020. It is not an accident that the slope
coefficents, their standard errors, R-squared, and so on are the same as before; this pro-
vides a way to check that the proper transformations were done. We can easily construct a

95% confidence interval for the expected college GPA: 2.70 = 1.96(.020) or about 2.66 to
2.74. This confidence interval is rather narrow due to the very large sample size.

Because the variance of the intercept estimator is smallest when each explanatory
variable has zero sample mean (see Question 2.5 for the simple regression case), it follows
from the regression in (6.31) that the variance of the prediction is smallest at the mean
values of the x;. (That is, ¢; = X; for all j.) This result is not too surprising, since we have
the most faith in our regression line near the middle of the data. As the values of the ¢; get
farther away from the ¥;, Var(y) gets larger and larger.

The previous method allows us to put a confidence interval around the OLS estimate
of E(ylx,, ..., x;) for any values of the explanatory variables. In other words, we obtain
a confidence interval for the average value of y for the subpopulation with a given set
of covariates. But a confidence interval for the average person in the subpopulation is
not the same as a confidence interval for a particular unit (individual, family, firm, and
so on) from the population. In forming a confidence interval for an unknown outcome
on y, we must account for another very important source of variation: the variance in the
unobserved error, which measures our ignorance of the unobserved factors that affect y.

Let y° denote the value for which we would like to construct a confidence interval,
which we sometimes call a prediction interval. For example, y° could represent a person or
firm not in our original sample. Let x°, ..., x{ be the new values of the independent variables,
which we assume we observe, and let u° be the unobserved error. Therefore, we have

VW= B+ Bix) + B3 + ... + Bl + 1. [6.33]

As before, our best prediction of yis the expected value of y given the explanatory vari-
ables which we estimate from the OLS regressmn line: y° = BO + ,Ble + ,82x2 ot
,kak. The prediction error in using §° to predict y’is

&=y =3 =B+ B+ ... + Bx)) + u’ —3°. [6.34]
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Now, EG") = E(By) + E(Ba} + EB)xS + ... + EBx} = By + Bixf + ... + Bl
because the ,8] are unbiased. (As before, these expectations are all conditional on the sam-
ple values of the independent variables.) Because #” has zero mean, E(¢°) = 0. We have
shown that the expected prediction error is Zero

In finding the variance of é &%, note that u° is uncorrelated w1th each B], because u° is
uncorrelated with the errors in the sample used to obtain the B - By basic properties of
covariance (see Appendix B), u° and 3° are uncorrelated. Therefore, the variance of the
prediction error (conditional on all in-sample values of the independent variables) is the
sum of the variances:

Var@®) = Var(3°) + Var(u’) = Var®) + o2, [6.35]

where o2 = Var(u°) is the error variance. There are two sources of variation in é°. The first
is the sampling error in 3°, which arises because we have estimated the ;. Because each
B ;has a variance proportional to 1/n, where n is the sample size, Var(3") is proportional
to 1/n. This means that, for large samples, Var(3°) can be very small. By contrast, o7 is the
variance of the error in the population; it does not change with the sample size. In many
examples, o? will be the dominant term in (6.35).

Under the classical linear model assumptions, the Bj and «° are normally distributed,
and so &’ is also normally distributed (conditional on all sample values of the explanatory
variables). Earlier, we described how to obtain an unbiased estimator of Var(3°), and we
obtained our unbiased estimator of ¢ in Chapter 3. By using these estimators, we can
define the standard error of ¢° as

se@®) = {[se@)]* + 62}~ [6.36]

Using the same reasoning for the ¢ statistics of the ﬁj, ¢%/se(¢°) has a t distribution with
n — (k + 1) degrees of freedom. Therefore,

P[—10p5 = &"s5e(") = 10p5] = .95,

where ¢ (5 is the 97.5" percentlle in the _¢— distribution. For large n — k — 1, remember that
tops = 1.96. Plugging in &’ = y° — § and rearranging gives a 95% prediction interval for y°:

)70 * tAozs-se(éO); [6.37]

as usual, except for small df, a good rule of thumb is $° + 2se(¢”). This is wider than the
confidence interval for )70 itself because of ¢ in (6.36); it often is much wider to reflect the
factors in u that we have not accounted for.

CONFIDENCE INTERVAL FOR FUTURE COLLEGE GPA

Suppose we want a 95% CI for the future college GPA of a high school student with
sat = 1,200, hsperc = 30, and hsize = 5. In Example 6.5, we obtained a 95% confidence
interval for the average college GPA among all students with the particular characteris-
tics sat = 1,200, hsperc = 30, and hsize = 5. Now, we want a 95% confidence interval
for any particular student with these characteristics. The 95% prediction interval must
account for the variation in the individual, unobserved characteristics that affect college
performance. We have everything we need to obtain a CI for colgpa. se(3°) = .020 and
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& = .560 and so, from (6.36), se(¢®) = [(.020)* + (.560)*]"> = .560. Notice how small se(3°)
is relative to & virtually all of the variation in ¢° comes from the variation in u°. The 95%
Cl is 2.70 £ 1.96(.560) or about 1.60 to 3.80. This is a wide confidence interval and
shows that, based on the factors we included in the regression, we cannot accurately pin
down an individual’s future college grade point average. (In one sense, this is good news,
as it means that high school rank and performance on the SAT do not preordain one’s per-
formance in college.) Evidently, the unobserved characteristics that affect college GPA
vary widely among individuals with the same observed SAT score and high school rank.

Residual Analysis

Sometimes, it is useful to examine individual observations to see whether the actual value of
the dependent variable is above or below the predicted value; that is, to examine the residuals
for the individual observations. This process is called residual analysis. Economists have
been known to examine the residuals from a regression in order to aid in the purchase of
a home. The following housing price example illustrates residual analysis. Housing price
is related to various observable characteristics of the house. We can list all of the charac-
teristics that we find important, such as size, number of bedrooms, number of bathrooms,
and so on. We can use a sample of houses to estimate a relationship between price and
attributes, where we end up with a predicted value and an actual value for each house. Then,
we can construct the residuals, it; = y; — J,. The house with the most negative residual is, at
least based on the factors we have controlled for, the most underpriced one relative to its
observed characteristics. Of course, a selling price substantially below its predicted price
could indicate some undesirable feature of the house that we have failed to account for, and
which is therefore contained in the unobserved error. In addition to obtaining the prediction
and residual, it also makes sense to compute a confidence interval for what the future selling
price of the home could be, using the method described in equation (6.37).

Using the data in HPRICE1.RAW, we run a regression of price on lotsize, sqrft,
and bdrms. In the sample of 88 homes, the most negative residual is —120.206, for the
81* house. Therefore, the asking price for this house is $120,206 below its predicted price.

There are many other uses of residual analysis. One way to rank law schools is to
regress median starting salary on a variety of student characteristics (such as median LSAT
scores of entering class, median college GPA of entering class, and so on) and to obtain a
predicted value and residual for each law school. The law school with the largest residual
has the highest predicted value added. (Of course, there is still much uncertainty about how
an individual’s starting salary would compare with the median for a law school overall.)
These residuals can be used along with the costs of attending each law school to determine
the best value; this would require an appropriate discounting of future earnings.

Residual analysis also plays a role in legal decisions. A New York Times article
entitled “Judge Says Pupil’s Poverty, Not Segregation, Hurts Scores” (6/28/95) describes
an important legal case. The issue was whether the poor performance on standardized
tests in the Hartford School District, relative to performance in surrounding suburbs, was
due to poor school quality at the highly segregated schools. The judge concluded that
“the disparity in test scores does not indicate that Hartford is doing an inadequate or poor
job in educating its students or that its schools are failing, because the predicted scores
based upon the relevant socioeconomic factors are about at the levels that one would ex-
pect.” This conclusion is based on a regression analysis of average or median scores on

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does noft materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it



212 | PART 1 Regression Analysis with Cross-Sectional Data

: 1 : “ ] socioeconomic characteristics of vari-
b RTHER 6.5 iic char .
ous school districts in Connecticut. The

How would you use residual analysis to deter- judge’s conclusion suggests that, given
mine which professional athletes are overpaid the poverty levels of students at Hart-
or underpaid relative to their performance? ford schools, the actual test scores were

similar to those predicted from a regres-
sion analysis: the residual for Hartford was not sufficiently negative to conclude that the
schools themselves were the cause of low test scores.

Predicting y When log(y) Is the Dependent Variable

Because the natural log transformation is used so often for the dependent variable in
empirical economics, we devote this subsection to the issue of predicting y when log(y) is
the dependent variable. As a byproduct, we will obtain a goodness-of-fit measure for the
log model that can be compared with the R-squared from the level model.

To obtain a prediction, it is useful to define logy = log(y); this emphasizes that it is
the log of y that is predicted in the model

logy = By + Bix; + Box, + ... + Bixy + u. [6.38]

In this equation, the x; might be transformations of other variables; for example, we could
have x, = log(sales), x, = log(mktval), x; = ceoten in the CEO salary example.

Given the OLS estimators, we know how to predict logy for any value of the indepen-
dent variables:

logy = By + Bx; + Boxy + ... + Bix,. [6.39]

Now, since the exponential undoes the log, our first guess for predicting y is to simply expo-
nentiate the predicted value for log(y): = exp(logy). This does not work; in fact, it will sys-
tematically underestimate the expected value of y. In fact, if model (6.38) follows the CLM
assumptions MLR.1 through MLR.6, it can be shown that

E(y|x) = exp(02/2)-exp(,80 + Bix; + Box, + ..o+ Bixw),

where x denotes the independent variables and o?is the variance of u. [If u ~ Normal(0,0?),
then the expected value of exp(u) is exp(6*/2).] This equation shows that a simple adjust-
ment is needed to predict y:

$ = exp@*/2)exp(logy), [6.40]

where ¢ is simply the unbiased estimator of 0. Because &, the standard error of the
regression, is always reported, obtaining predicted values for y is easy. Because 6> > 0,
exp(6*/2) > 1. For large ¢°, this adjustment factor can be substantially larger than unity.
The prediction in (6.40) is not unbiased, but it is consistent. There are no unbiased pre-
dictions of y, and in many cases, (6.40) works well. However, it does rely on the normality
of the error term, u. In Chapter 5, we showed that OLS has desirable properties, even when
u is not normally distributed. Therefore, it is useful to have a prediction that does not rely on
normality. If we just assume that « is independent of the explanatory variables, then we have

E(ylx) = agexp(By + Bix; + Boxs + ... + Bixy), [6.41]
where « is the expected value of exp(u), which must be greater than unity.
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Given an estimate @,, we can predict y as

3 = agexplogy), [6.42]

which again simply requires exponentiating the predicted value from the log model and
multiplying the result by &,.

Two approaches suggest themselves for estimating «, without the normality as-
sumption. The first is based on «; = E[exp(u)]. To estimate «, we replace the population
expectation with a sample average and then we replace the unobserved errors, u;, with the
OLS residuals, i; = log(y,) — BO le,, ,ka,k This leads to the method of moments
estimator (see Appendlx O

n
& =n""Y exp(@). [6.43]

i=1
Not surprisingly, & is a consistent estimator of «, but it is not unbiased because we have
replaced u; with #; inside a nonlinear function. This version of &, is a special case of what
Duan (1983) called a smearing estimate. Because the OLS residuals have a zero sample
average, it can be shown that, for any data set, &, > 1. (Technically, &, would equal one
if all the OLS residuals were zero, but this never happens in any interesting application.)
That & is necessarily greater than one is convenient because it must be that «y > 1.
A different estimate of « is based on a simple regression through the origin. To see
how it works, define m; = exp(B, + Bix;; + ... + Bixi), so that, from equation (6.41),
E(y,|m;) = agm;. If we could observe the m;, we could obtain an unbiased estimator of «
from the regression y; on m; without an intercept. Instead, we replace the B; with their
OLS estimates and obtain 171; = exp(logy;), where, of course, the logy; are the fitted values
from the regression logy; on x;;, ..., x; (with an intercept). Then &, [to distinguish it from
&, in equation (6.43)] is the OLS slope estimate from the simple regression y; on ;

(no intercept):

[6.44]

n —1/ n
= Zmlz) (Zﬁliy[ .
=1 i=1

We will call & the regression estimate of «. Like &, &, is consistent but not unbiased.
Interestingly, &, is not guaranteed to be greater than one, although it will be in most appli-
cations. If & is less than one, and especially if it is much less than one, it is likely that the
assumption of independence between u and the x; is violated. If &, < 1, one possibility is
to just use the estimate in (6.43), although this may simply be masking a problem with the
linear model for log(y). We summarize the steps:

Predicting y When the Dependent Variable Is log(y):
1. Obtain the fitted values, @, and residuals, ii;, from the regression logy on xy, ..., X;.
2. Obtain @, as in equation (6.43) or ¢ in equation (6.44).
3. For given values of x, ..., x;, obtain @ from (6.42).

4. Obtain the prediction y from (6.42) (with & or c).

We now show how to predict CEO salaries using this procedure.
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EXAMPLE 6.7 PREDICTING CEO SALARIES

The model of interest is

log(salary) = B, + B,log(sales) + B,log(mktval) + Bsceoten + u,

so that B, and 3, are elasticities and 100-[3; is a semi-elasticity. The estimated equation
using CEOSAL2.RAW is

m = 4.504 + .163 Isales + .109 Imktval + .0117 ceoten
(.257) (.039) (.050) (.0053) [6.45]
n=177,R* = 318,

where, for clarity, we let Isalary denote the log of salary, and similarly for lsales and Imktval.
Next, we obtain /7; = exp(lsalary;) for each observation in the sample.

The Duan smearing estimate from (6.43) is about &, = 1.136, and the regression esti-
mate from (6.44) is &, = 1.117. We can use either estimate to predict salary for any values
of sales, mktval, and ceoten. Let us find the prediction for sales = 5,000 (which means
$5 billion because sales is in millions), mktval = 10,000 (or $10 billion), and ceoten = 10.
From (6.45), the prediction for Isalary is 4.504 + .163 -10g(5,000) + .109 - 1og(10,000) +
.0117(10) = 7.013, and exp(7.013) =1,110.983. Using the estimate of «, from (6.43), the
predicted salary is about 1,262.077, or $1,262,077. Using the estimate from (6.44) gives
an estimated salary of about $1,240,968. These differ from each other by much less than
each differs from the naive prediction of $1,110,983.

We can use the previous method of obtaining predictions to determine how well the
model with log(y) as the dependent variable explains y. We already have measures for
models when y is the dependent variable: the R-squared and the adjusted R-squared. The
goal is to find a goodness-of-fit measure in the log(y) model that can be compared with an
R-squared from a model where y is the dependent variable.

There are different ways to define a goodness-of-fit measure after retransforming
a model for log(y) to predict y. Here we present an approach that is easy to implement
and that gives the same value whether we estimate « as in (6.40), (6.43), or (6.44). To
motivate the measure, recall that in the linear regression equation estimated by OLS,

5 =Bo+ Bix; + ... + B [6.46]

the usual R-squared is simply the square of the correlation between y;and y; (see Section 3.2).
Now, if instead we compute fitted values from (6.42)—that is, y; = @ym; for all observa-
tions i—then it makes sense to use the square of the correlation between y; and these fitted
values as an R-squared. Because correlation is unaffected if we multiply by a constant,
it does not matter which estimate of o, we use. In fact, this R-squared measure for y [not
log(y)] is just the squared correlation between y; and /7, We can compare this directly
with the R-squared from equation (6.46). [Because the R-squared calculation does not
depend on the estimate of «, it does not allow us to choose among (6.40), (6.43), and
(6.44). But we know that (6.44) minimizes the sum of squared residuals between y; and
m;, without a constant. In other words, given the 7;, & is chosen to produce the best fit
based on sum of squared residuals. We are interested here in choosing between the linear
model for y and log(y), and so an R-squared measure that does not depend on how we
estimate « is suitable.]
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PREDICTING CEO SALARIES

After we obtain the 77;, we just obtain the correlation between salary; and 7i;; it is .493. The
square of it is about .243, and this is a measure of how well the log model explains the
variation in salary, not log(salary). [The R? from (6.45), .318, tells us that the log model
explains about 31.8% of the variation in log(salary).]

As a competing linear model, suppose we estimate a model with all variables in levels:

salary = By + Bsales + B,mktval + Bsceoten + u. [6.47]

The key is that the dependent variable is salary. We could use logs of sales or mktval
on the right-hand side, but it makes more sense to have all dollar values in levels if one
(salary) appears as a level. The R-squared from estimating this equation using the same
177 observations is .201. Thus, the log model explains more of the variation in salary,
and so we prefer it to (6.47) on goodness-of-fit grounds. The log model is also preferred
because it seems more realistic and its parameters are easier to interpret.

If we maintain the full set of classical linear model assumptions in the model (6.38),
we can easily obtain prediction intervals for y° = exp(83, + Bix) + ... + BY + u® when
we have estimated a linear model for log(y). Recall that x9, x9, ..., x? are known values and
u’ is the unobserved error that partly determines y°. From equatlon (6.37), a 95% predic-
tion interval for logy’ = log(y") is simply logy + fops - se(é”), where se(é”) is obtained
from the regression of log(y) on x, ..., x; using the original n observations. Let ¢, = —t s -
se(¢) and ¢, = 1,5 - se(é°) be the lower and upper bounds of the prediction interval for
logy’. That is, P(c; = logy° = c,) = .95. Because the exponential function is strictly increas-
ing, it is also true that P[exp(c)) = exp(logy’) = exp(c,)] = .95,that is, Plexp(c)) =y’ =
exp(c,)] = .95. Therefore, we can take exp(c;) and exp(c,) as the lower and upper bounds,
respectively, for a 95% prediction interval for y°. For large n, tys = 1.96, and so a 95%
prediction interval for y Ois exp[-1.96 - se(eo)] exp(,B0 + x B ) to exp[—1.96 - se(&”] exp
(Bo + x°B), where x°B is shorthand for 3,xJ + ... + BxY. Remember, the 3, ; and se(e’)
are obtained from the regression with log(y) as the dependent variable. Because we assume
normality of u in (6.38), we probably would use (6.40) to obtain a point prediction for y°. Un-
like in equation (6.37), this point prediction will not lie halfway between the upper and lower
bounds exp(c;) and exp(c,). One can obtain different 95% prediction intervalues by choosing
different quantiles in the 7,_,_, distribution. If ¢,, and ¢,, are quantiles with o, — &; = .95,
then we can choose ¢; = ¢,,;5e(¢°) and ¢, = ¢,,5¢(é").

As an example, consider the CEO salary regression, where we make the prediction
at the same values of sales, mktval, and ceoten as in Example 6.7. The standard error
of the regression for (6.43) is about .505, and the standard error of logy° is about .075.
Therefore, using equation (6.36), se(¢”) = .511; as in the GPA example, the error variance
swamps the estimation error in the parameters, even though here the sample size is only
177. A 95% prediction interval for salary0 is exp[—1.96 - (.511)] exp(7.013) to exp[1.96 -
(.511)] exp(7.013), or about 408.071 to 3,024.678, that is, $408,071 to $3,024,678. This
very wide 95% prediction interval for CEO salary at the given sales, market value, and
tenure values shows that there is much else that we have not included in the regression
that determines salary. Incidentally, the point prediction for salary, using (6.40), is about
$1,262,075—higher than the predictions using the other estimates of «, and closer to the
lower bound than the upper bound of the 95% prediction interval.
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Summary

In this chapter, we have covered some important multiple regression analysis topics.

Section 6.1 showed that a change in the units of measurement of an independent variable
changes the OLS coefficient in the expected manner: if x;is multiplied by c, its coefficient is
divided by c. If the dependent variable is multiplied by ¢, all OLS coefficients are multiplied by c.
Neither ¢ nor F statistics are affected by changing the units of measurement of any variables.

We discussed beta coefficients, which measure the effects of the independent variables on
the dependent variable in standard deviation units. The beta coefficients are obtained from a
standard OLS regression after the dependent and independent variables have been transformed
into z-scores.

We provided a detailed discussion of functional form, including the logarithmic transfor-
mation, quadratics, and interaction terms. It is helpful to summarize some of our conclusions.

CONSIDERATIONS WHEN USING LOGARITHIMS

1. The coefficients have percentage change interpretations. We can be ignorant of the units of
measurement of any variable that appears in logarithmic form, and changing units from,
say, dollars to thousands of dollars has no effect on a variable’s coefficient when that vari-
able appears in logarithmic form.

2. Logs are often used for dollar amounts that are always positive, as well as for variables
such as population, especially when there is a lot of variation. They are used less often for
variables measured in years, such as schooling, age, and experience. Logs are used infre-
quently for variables that are already percents or proportions, such as an unemployment
rate or a pass rate on a test.

3. Models with log(y) as the dependent variable often more closely satisfy the classical linear
model assumptions. For example, the model has a better chance of being linear, homoske-
dasticity is more likely to hold, and normality is often more plausible.

4. In many cases, taking the log greatly reduces the variation of a variable, making OLS esti-
mates less prone to outlier influence. However, in cases where y is a fraction and close to
zero for many observations, log(y;) can have much more variability than y;. For values y;
very close to zero, log(y;) is a negative number very large in magnitude.

5. If y = 0 but y = 0 is possible, we cannot use log(y). Sometimes log(1 + y) is used, but
interpretation of the coefficients is difficult.

6. For large changes in an explanatory variable, we can compute a more accurate estimate
of the percentage change effect.

7. It is harder (but possible) to predict y when we have estimated a model for log(y).

CONSIDERATIONS WHEN USING QUADRATICS

1. A quadratic function in an explanatory variable allows for an increasing or decreasing
effect.

2. The turning point of a quadratic is easily calculated, and it should be calculated to see if it
makes sense.

3. Quadratic functions where the coefficients have the opposite sign have a strictly positive turning
point; if the signs of the coefficients are the same, the turning point is at a negative value of x.

4. A seemingly small coefficient on the square of a variable can be practically important in what
it implies about a changing slope. One can use a ¢ test to see if the quadratic is statistically
significant, and compute the slope at various values of x to see if it is practically important.
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5. For amodel quadratic in a variable x, the coefficient on x measures the partial effect starting
from x = 0, as can be seen in equation (6.11). If zero is not a possible or interesting value
of x, one can center x about a more interesting value, such as the average in the sample,
before computing the square. Computing Exercise 6.12 provides an example.

CONSIDERATIONS WHEN USING INTERACTIONS

1. Interaction terms allow the partial effect of an explanatory variable, say x;, to depend on
the level of another variable, say x,—and vice versa.

2. Interpreting models with interactions can be tricky. The coefficient on x;, say 3, measures
the partial effect of x; on y when x, = 0, which may be impossible or uninteresting. Centering
x; and x, around interesting values before constructing the interaction term typically leads
to an equation that is visually more appealing.

3. A standard ¢ test can be used to determine if an interaction term is statistically significant.
Computing the partial effects at different values of the explanatory variables can be used to
determine the practical importance of interactions.

We introduced the adjusted R-squared, R?, as an alternative to the usual R-squared
for measuring goodness-of-fit. Whereas R* can never fall when another variable is added
to a regression, R? penalizes the number of regressors and can drop when an independent
variable is added. This makes R’ preferable for choosing between nonnested models with
different numbers of explanatory variables. Neither R nor R?can be used to compare mod-
els with different dependent variables. Nevertheless, it is fairly easy to obtain goodness-
of-fit measures for choosing between y and log(y) as the dependent variable, as shown in
Section 6.4.

In Section 6.3, we discussed the somewhat subtle problem of relying too much on R? or R’
in arriving at a final model: it is possible to control for too many factors in a regression model.
For this reason, it is important to think ahead about model specification, particularly the ceteris
paribus nature of the multiple regression equation. Explanatory variables that affect y and are
uncorrelated with all the other explanatory variables can be used to reduce the error variance
without inducing multicollinearity.

In Section 6.4, we demonstrated how to obtain a confidence interval for a prediction made
from an OLS regression line. We also showed how a confidence interval can be constructed for
a future, unknown value of y.

Occasionally, we want to predict y when log(y) is used as the dependent variable in a
regression model. Section 6.4 explains this simple method. Finally, we are sometimes interested
in knowing about the sign and magnitude of the residuals for particular observations. Residual
analysis can be used to determine whether particular members of the sample have predicted
values that are well above or well below the actual outcomes.

Key Terms
Adjusted R-Squared Over Controlling Resampling Method
Beta Coefficients Population R-Squared Residual Analysis
Bootstrap Prediction Error Smearing Estimate
Bootstrap Standard Error Prediction Interval Standardized Coefficients
Interaction Effect Predictions Variance of the Prediction

Nonnested Models Quadratic Functions Error

Copyright 2012 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). Editorial review has
deemed that any suppressed content does nof materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



218 | PART 1 Regression Analysis with Cross-Sectional Data

Problems

1 The following equation was estimated using the data in CEOSAL1.RAW:

m = 4.322 + .276 log(sales) + .0215 roe — .00008 roe”
(.324) (.033) (.0129) (.00026)
n =209, R* = .282.

This equation allows roe to have a diminishing effect on log(salary). Is this generality nec-
essary? Explain why or why not.

2 Let fi’o, ﬁl, . Bkbe the OLS estimates from the regression of y;on x;, ..., Xy, i=1, 2, .
For nonzero constants ¢y, ..., ¢;, argue that the OLS intercept and slopes from the regressmn

of CoYi ON €1, .. , CXiws 1 = 1,2, ..., n, are given by BO = cOBO, B, (co/cl)Bl, .. Bk
(co/ck)Bk [Hint: Use the fact that the B ;solve the first order conditions in (3.13), and the
B must solve the first order conditions involving the rescaled dependent and independent
variables.]

3 Using the data in RDCHEM.RAW, the following equation was obtained by OLS:

m =2.613 + .00030 sales — .0000000070 sales®
(.429) (.00014) (.0000000037)
n =32, R*=.1484.

(i) At what point does the marginal effect of sales on rdintens become negative?
(i) Would you keep the quadratic term in the model? Explain.
(>iii) Define salesbil as sales measured in billions of dollars: salesbil = sales/1,000.

Rewrite the estimated equation with salesbil and salesbil® as the independent

variables. Be sure to report standard errors and the R-squared. [Hint: Note that

salesbil® = sales*/(1,000)%.]
(iv) For the purpose of reporting the results, which equation do you prefer?

4 The following model allows the return to education to depend upon the total amount of
both parents’ education, called pareduc:

log(wage) = By + Bieduc + Breduc-pareduc + Bsexper + Btenure + u.
(i) Show that, in decimal form, the return to another year of education in this model is
Alog(wage)/Aeduc = B, + Bopareduc.

What sign do you expect for 3,? Why?
(i1) Using the data in WAGE2.RAW, the estimated equation is

m) = 5.65 + .047 educ + .00078 educ-pareduc +
(.13) (.010) (.00021)
.019 exper + .010 tenure
(.004) (.003)
n =722, R*=.169.
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(Only 722 observations contain full information on parents’ education.) Interpret
the coefficient on the interaction term. It might help to choose two specific values
for pareduc—for example, pareduc = 32 if both parents have a college education,
or pareduc = 24 if both parents have a high school education—and to compare the
estimated return to educ.

(iii) When pareduc is added as a separate variable to the equation, we get:

W) =4.94 + .097 educ + .033 pareduc — .0016 educ-pareduc

(.38) (.027) (.017) (.0012)
+.020 exper + .010 tenure
(.004) (.003)

n=722R =174
Does the estimated return to education now depend positively on parent education? Test

the null hypothesis that the return to education does not depend on parent education.

5 In Example 4.2, where the percentage of students receiving a passing score on a tenth-grade
math exam (math10) is the dependent variable, does it make sense to include sci/ [—the per-
centage of eleventh graders passing a science exam—as an additional explanatory variable?

6 When atndrte* and ACT-atndrte are added to the equation estimated in (6.19), the R-squared
becomes .232. Are these additional terms jointly significant at the 10% level? Would you
include them in the model?

7 The following three equations were estimated using the 1,534 observations in 401K.RAW:

W = 80.29 + 5.44 mrate + .269 age — .00013 rotemp
(.78) (.52) (.045) (.00004)

R? =.100, R? = .098.

W = 97.32 + 5.02 mrate + .314 age — 2.66 log(totemp)
(1.95) (0.51) (.044) (.28)

R* = 144, R® = .142.

prate = 80.62 + 5.34 mrate + 290 age — .00043 totemp

(78) (.52 (.045) (.00009)
+.0000000039 totemp?®
(.0000000010)

R* = .108, R* = .106.
Which of these three models do you prefer? Why?

8 Suppose we want to estimate the effects of alcohol consumption (alcohol) on college grade
point average (colGPA). In addition to collecting information on grade point averages and
alcohol usage, we also obtain attendance information (say, percentage of lectures attended,
called attend). A standardized test score (say, SAT) and high school GPA (hsGPA) are also
available.

(i) Should we include attend along with alcohol as explanatory variables in a multiple
regression model? (Think about how you would interpret ,conol-)
(ii) Should SAT and hsGPA be included as explanatory variables? Explain.
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9 If we start with (6.38) under the CLM assumptions, assume large n, and ignore the
estimation error in the B » 8 95% prediction interval for y%is [exp(—1 .965) exp(logy"),
exp (1.966) exp(logy”)]. The point predi